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ABSTRACT
We study the evaluation and replacement of workers in a crowd-
sourcing system. We focus on evaluation based on result disagree-
ment among workers, and on policies that replace low accuracy
workers with fresh ones from a large pool. We study how long it
takes the system to identify an active set of high accuracy work-
ers, and the achieved accuracy of the selected workers. We study
through simulations the dynamics of such a system, and we pro-
pose a rule of thumb that is helpful for selecting parameters of the
evaluation/replacement algorithm.

1. INTRODUCTION
Crowdsourcing, or asking the crowd for assistance in solving

tasks [20, 5], is rapidly becoming commonplace, especially in en-
terprise applications. Crowdsourcing companies such as Amazon’s
Mechanical Turk [1] and ODesk [2] provide employment to hun-
dreds of thousands of human workers [11, 12]. Tasks employed
in these marketplaces span the range from simple—such as trans-
lation, categorization, filtering, and tagging—all the way to very
complex—such as design, programming, and virtual assistance.

One of the fundamental problems in crowdsourcing is that not
all workers are equally good. Some workers may make many mis-
takes, and in fact, some of them may be spammers looking to game
the system in order to maximize their compensation while mini-
mizing effort.

Thus it is critical for anyone using crowdsourcing to identify the
less desirable or low accuracy workers, and if possible replace them
for future tasks. A variety of techniques have been used for such
identification. For instance, workers can be given “gold standard”
tasks, for which the correct response is known. An alternative is to
give the same task to multiple workers, and to study the disagree-
ments among the workers. Assuming there are more good workers
than bad ones, the number of agreements can be used to estimate
worker accuracy. Each identification technique has its pluses and
minuses: For example, using gold standard tasks is effective (as
long as the worker does not know when he is being evaluated) but
requires the development of such tasks, and wastes resources in
testing workers. A disagreement technique can be used for tasks
that really need to be done, but the tasks must be executed by mul-
tiple workers.

In this paper we focus on the dynamics of the identification pro-
cess. In particular, as workers execute tasks we estimate their accu-
racy. At some point, based on how much “negative evidence” we
have seen for a particular individual, we decide to replace him/her
with a different worker for future tasks. If we are too aggressive,
we may be replacing a worker that was not thoroughly evaluated,
and the replacement worker, who presumably has not been evalu-
ated, may be even worse. If we are not aggressive enough, we have
poor workers for longer periods, lowering the quality of our results.

In some cases, there may also be monetary or social costs to letting
workers go (e.g., a worker who stops receiving work may give us
a bad reputation), so there are additional issues that must also be
taken into account. As far as we know, ours is the first paper that
explicitly studies the dynamic behavior of worker evaluation and
hiring policies.

There are many factors at play when studying the dynamic be-
havior of a crowdsourcing system: amount paid to workers, the
innate abilities of workers, the difficulty of the tasks, the response
time of workers, the type of identification mechanism (or mecha-
nisms) in use, the aggressiveness of the worker replacement policy,
and many others. It would clearly be infeasible to study all these
aspects at once, and as a matter of fact, we have selected a rela-
tively simple model for the crowdsourcing system so we can focus
on the fundamental tradeoffs. For example, we are not modeling
worker payments at all, since we feel they are orthogonal to the is-
sues we wish to study. Yes, paying workers more may improve the
quality of their work (although studies indicate there is little bene-
fit), but we can simply study a scenario with workers with higher
(or lower) abilities. As a second example, we assume all tasks are
of equal difficulty. Yes, having different types of tasks makes the
problem more realistic, but it also makes it harder to observe the dy-
namic system behavior, since the system may perform differently
for each task class. A third simplification is that for this paper we
only consider simulation results. We have conducted experiments
on Mechanical Turk with real tasks, but it takes a huge number of
tasks to clearly see the effects of worker evaluation and replacement
policies. Thus, here we only report on simulation results, which are
more effective for studying a wide variety of scenarios. The precise
model we are using is described in detail in Sections 2 and 3.

In summary, our contributions are as follows:
• We present a simple crowdsourcing model for the study of

dynamic worker evaluation and replacement strategies. The
model focuses on a set of active workers that all execute a
sequence of similar tasks, and on worker evaluations based
on disagreement.
• We present a family of worker replacement policies based on

worker threshold parameters.
• We present an evaluation framework, and metrics that cap-

ture how quickly the system obtains a pool of high accuracy
workers.
• We present a rule of thumb for selecting the threshold to be

used in the replacement policy.

1.1 Related Work
To the best of our knowledge, no work has directly studied an

evaluation and replacement scheme based on worker disagreement.
Our related work can be placed into three categories: (a) Inferring
missing information (b) Reliable crowdsourcing (c) Crowd algo-



rithms:
Inferring missing information: Recent work has considered infer-
ring worker expertise and/or labels of items both after labels are
obtained for items and while the labels are obtained [13, 6, 8, 17,
24], typically using the EM algorithm [4]. None of these papers
consider the problem of choosing which workers to replace. While
the EM algorithm may be used to infer worker expertise (or labels)
when answers are sampled randomly from workers, it cannot be
used when the labels are requested based on prior history. In fact,
requesting labels from workers in an online fashion falls under the
domain of active learning or sampling [22]; however, to the best
of our knowledge no work in the active learning literature has ana-
lyzed a disagreement-based replacement scheme.
Reliable crowdsourcing: Karger et al. [14] propose a principled
solution for assigning human workers to tasks in order to achieve
a certain degree of accuracy under certain assumptions about the
worker error distributions. However, they assume that humans can-
not be reused for subsequent trials — an assumption we do not
make, since crowdsourcing marketplaces like MechanicalTurk and
ODesk allow employers to track worker ids. Sheng et al. [23] con-
sider the problem of deciding which labels to obtain via humans
in order to improve classification accuracy. In that work, the fo-
cus is on requesting labels for the most uncertain items instead of
identifying good workers (all workers are assumed equally compe-
tent). Snow et al. [7] consider a gold standard-based mechanism for
evaluating human workers. As argued in the introduction, the gold
standard mechanism requires considerable effort on the part of the
application designers, and significant monetary and latency cost in
testing workers compared to the disagreement-based replacement
scheme.
Crowd algorithms: There are a number of papers on crowdsourc-
ing algorithms, such as sorting [10, 15, 21, 18, 3] and designing
declarative interfaces for crowdsourced data collection [9, 19, 16].
These algorithms and systems typically assume a more restrictive
model of worker errors and could naturally benefit with the tech-
niques described in this paper. In comparison with our recent work
on filtering [18], in this work, we focus instead on the replace-
ment of workers rather than on reducing filtering costs (under the
assumption that all workers are identical).

2. PROBLEM SETUP
The system diagram of our tasks executing in a crowdsourcing

platform is depicted in Figure 1. We have a large set of boolean
tasks of the same type that we want solved (denoted Tasks in the
figure), and we operate on one task at a time. (Our techniques
also generalize to the case where our tasks evaluate to any value
from a fixed set of values.) The crowdsourcing platform has a large
pool of workers (denoted Worker Pool). The workers who are cur-
rently working on our tasks are called the Active Workers. (Since
workers may make mistakes while performing tasks, we may want
to employ multiple workers for the same task.) The Application
module (dashed box in the figure)—also referred to simply as the
application—contains all the logic controlling the outcome of tasks
and management of workers. We operate in rounds, where each
round consists of the following steps:
• Evaluate: Retrieve a new task from Tasks set, bring to the

Evaluate module. All Active Workers are asked to perform
the task at the Evaluate module.
• Task Solving: Send a copy of the worker Yes/No responses

for the task from the Evaluate module to the Task Solving
algorithm of the Application. Based on worker responses, as
well as prior History of workers, the Task Solving algorithm
decides the outcome for the current task (Yes/No).

• Replacement: Send a copy of the worker responses for the
task from the Evaluate module to the Replacement algo-
rithm of the Application. Based on worker responses, as
well as prior History of workers, the Replacement algorithm
evicts some poorly-performing workers from the Active Work-
ers. The algorithm then hires new workers from Worker
Pool to replace the evicted workers.

We describe each component in detail in the next section.
Our focus in this work is on how we can quickly evaluate and re-

place workers who make mistakes without having a gold standard.
For this, we use a simple model that we can analyze both analyti-
cally and experimentally. Note that there are many other important
aspects which we do not consider, such as: How long do workers
take to complete tasks? Do workers learn to do the task better over
time? Do workers get fatigued over time? Do they collude? We
discuss some of these future extensions in Section 5.

Tasks

Worker
Pool

Evaluate Yes/No

Active
Workers

Hire Evict

Task Solving

Replacement

Application

History

Figure 1: System Diagram

Algorithm 1: Application Outline
Data: D, k
A ← ∅;
while |A| < k do

Add new worker from Worker Pool toA;

for t ∈ D do
1 Ask workers inA to evaluate task t;
2 Return v(t) inferred by task solving algorithm;
3 Evict workers inA selected by replacement algorithm;
4 while |A| < k do
5 Add new worker from Worker Pool toA;

2.1 Definitions
We now define each component of the system.

Tasks: We are given a large setD of tasks of the same type that we
want solved. We assume that each task t ∈ D is boolean, in other
words, there is a correct solution for each task, v(t), either 0 or 1,
which is unknown to the application.

Workers: Each human worker w has an unique identifier id(w),
and has an accuracy a(w) ∈ [0.5, 1] on tasks in D. In other words,
for task t, workerw will return v(t) independently with probability
a(w) and will return |1−v(t)| with probability 1−a(w), indepen-
dent of task and of other workers. Note that we are not a-priori pro-
vided the accuracy a(w) of each worker w, which makes the prob-
lem of finding good workers challenging. However, we may be able
to infer a(w) based on how well the worker answers tasks. Note
also that since a(w) ≥ 0.5, there are no willfully malicious users
in the marketplace. (This is indeed true in most marketplaces —
there may be workers who answer randomly, but there are typically
no workers who willfully answer incorrectly.) Moreover, since we
control the hiring of workes, we may assume that workers answer
independently, i.e., there is no collusion among workers.

Active Workers: At any point, the application has a set A, |A| =



k, an odd number, of workers working concurrently on each task.
Each worker provides the answer for the task simultaneously.

Application: The application module acts as a central controller,
responsible for both producing outcomes of each individual task
and for firing and subsequently hiring new workers. The pseu-
docode for the application is provided in Algorithm 1.

Rounds: In one round: (a) For the given task t, answers are gath-
ered for t from workers in A (line 1 in Algorithm 1). (b) The
task solving algorithm returns its estimate of v(t) (line 2 in Algo-
rithm 1). (c) The replacement algorithm fires some workers from
A (line 3 in Algorithm 1) and then hires new workers until |A| = k
(line 4-5 in Algorithm 1).

Task Solving Algorithm: The task solving algorithm uses answers
of active workers for t and their prior performance to return an
estimate of v(t) at the end of each round. For instance, one task
solving algorithm may ignore prior performance and simply use the
majority answer for t as an estimate for v(t). In this work, since
our focus is on finding and retaining good workers, we do not focus
on this aspect of the application. Inferring v(t) based on answers
of workers and prior performance is orthogonal to the task of using
disagreements to judge the effectiveness of workers.

Replacement Algorithm: The replacement algorithm, at the end
of every round, receives as input the answers of all k active work-
ers for the given task, and then chooses to evict or fire some active
workers, i.e., remove them from A. The replacement algorithm
maintains some internal state corresponding to the prior perfor-
mance of active workers, and uses it to judge if a worker should
be evicted. Once workers are evicted, they are removed from the
worker pool as well. If some workers are evicted after a round,
then the application interacts with the worker pool to replenish A
by randomly assigning workers until once again we have k work-
ers. Since our goal is to identify k “good” workers quickly, i.e.,
workers whose accuracy a(w) is high in as few rounds as possible,
the replacement algorithm is the focus in this work. Our focus will
be on accuracy and latency. We will state our goal more precisely
subsequently.

2.2 Replacement Algorithms
In this work, we focus on a reasonable set of replacement algo-

rithms. As we will see, not only is the set intuitive and easy to
describe, but it also allows a wide variety of alternatives by chang-
ing the values of a few parameters. The replacement algorithm has
two phases (a) Update the state (or history) of each of the workers
participating in the current round (b) Select workers to replace.

State: For each worker w, the application maintains the following
state (or history):
• Number of rounds participated in thus far, r(w)
• Number of rounds in whichw agreed with the majority opin-

ion, c(w)
Note that c(w)/r(w) is equivalent to the empirical accuracy of the
worker, if the majority opinion is always correct. Another interpre-
tation is that the fraction represents an estimate of the probability
of the worker agreeing with the majority opinion.

Ineffective Worker Replacement: Our algorithm uses the follow-
ing rule to eliminate poorly-performing workers (p, rmin are pa-
rameters that we need to set):

Replace w if
c(w)

r(w)
< p ∧ r(w) ≥ rmin

Note that in addition to a constraint on c(w)/r(w), we also en-
force a minimum number of rounds rmin before a worker can be

Round→
1 2 3 . . . 10 11 12 13 14 15

Worker 1 a1 a1 a1 . . . a1 a1 a1 a1 a1 a1
Worker 2 a2 a2 a2 . . . a1 a1 a1 a3 a1 a1
Worker 3 a3 a2 a3 . . . a1 a2 a1 a1 a1 a1
Worker 4 a1 a1 a1 . . . a2 a1 a1 a1 a1 a1
Worker 5 a2 a3 a2 . . . a1 a1 a1 a2 a1 a1

Table 1: Example Run

replaced. Intuitively, the rule eliminates workers who consistently
disagree with the majority, after sufficient evidence has been pro-
vided (i.e., after at least rmin rounds are complete).

Challenges: The key challenge, therefore, is to pick rmin and p
such that we identify the good workers from the bad quickly.

If we pick p too large, then we may end up being too “strict”, i.e.,
firing almost all workers – good and bad, and we will take longer to
identify the good workers, or worse, be never able to identify them.
If we pick p too small, then we may end up being too “lenient”,
i.e., never firing bad workers, and we may never be able to identify
the good workers. Similarly, if we pick rmin too small, we may be
firing workers before we give them a chance to prove themselves,
while if we pick rmin too large, we may take too long to replace
bad workers.

Thus, these parameters define whether we will be able to use
crowdsourcing effectively. If the parameters are not picked appro-
priately, then we will not be able to identify the good workers, and
our performance will be affected.

3. ANALYSIS SETUP
In this section, we describe our problem a bit more formally in

the context of our evaluation. In the next section, we evaluate our
algorithms using simulations. Simulations enable us to have con-
trol over the parameters of the marketplace. We can then study the
impact of these parameters on performance.

Distribution: For the purposes of our analysis and evaluation, we
assume that the worker pool has m categories of workers, with a
distribution [α1, α2, . . . , αm] and accuracy [a1, a2, . . . , am] where
a1 > a2 > . . . > am. In other words, fraction αi of the worker
pool has an accuracy of precisely ai. Note that none of these values
are known to the application. We assume that when we hire, the
worker pool returns a worker with accuracy ai with probability αi.

Reformulated Goal: Thus, our reformulated goal is the following:
Design a replacement algorithm that identifies k workers with the
best accuracy a1 in as few rounds as possible. We may then simply
employ the good workers for all subsequent tasks t ∈ D.

Runs: In our evaluation, since worker selection and worker an-
swers are both probabilistic, we study the behavior of our algo-
rithms over many experiments, in order to estimate average case
behavior. We define a run to be one experiment with a large num-
ber of rounds (denoted n). We study the behavior of our algorithm
across many random runs.

We show one example run of a simulation in Table 1. The columns
in the table denote the state of workers at each round, while the
rows denote the accuracy of each of the k = 5 workers. For in-
stance, at round 1 (see column 1), we have two workers with ac-
curacy a1, two with a2, and one with a3. As can be seen in the
run, sometimes, workers with accuracy a1 get evicted (round 12)
and replaced with workers with poorer accuracy simply because we
were not able to judge how good they are based on the few rounds
that they participated in. Eventually, we end up at a state where
only workers with accuracy a1 are present (round 14-15) and they
are no longer evicted.

Run-Convergence: Since answers of workers (and therefore evic-



Var Val Var Val Var Val Var Val Var Val
a1 0.9 n 10000 α1 0.5 nmin 50 k 5
a2 0.6 v 10000 α2 0.5 rmin 1 p 0.7

Table 2: Default Parameters

tion) is probabilistic, it is tricky to identify when precisely the algo-
rithm has “converged to” k workers with accuracy a1. In particular,
even when k workers of accuracy a1 are found and retained over
many rounds, there is no guarantee that we will keep them forever,
and we may suddenly evict them. In Table 1, note that in round 12
we already have all a1 workers but then we end up evicting two of
them in round 13. Thus, there is no formal notion of convergence
in our setting. Instead, we introduce a simple and intuitive oper-
ational definition of run-convergence to quantify when we believe
that the active workers will not change any longer.

Consider a run of n rounds. We say that run-convergence has
taken place at the smallest round r;nmin ≤ r ≤ n; such that no
workers have been evicted between rounds r − nmin to r. We
define r to be the round of run-convergence, while the accuracy
of run-convergence is defined to be the average accuracy of the
active workers at round r for the given run. If convergence never
takes place until the nth round, both these quantities are undefined.
For instance, in Table 1, run-convergence has taken place at round
r = 15 with accuracy a1 for nmin = 2.

Note that these metrics can only be evaluated in our simula-
tion environment, where the accuracy of each simulated worker is
known. In a real system, one may approximate these metrics by
estimating the accuracy of the active workers based on their perfor-
mance.

Optimal Selection of Parameters: Since worker selection is ran-
dom, for a given selection of replacement algorithm parameters,
there may be some runs for which run-convergence does not hap-
pen. Furthermore, there may be some for which run-convergence
happens, but to an accuracy less than a1. Lastly, there may be some
runs for which run covergence happens to accuracy a1, but takes far
too many rounds to converge. Thus, we need to reason about the
behavior of algorithms over many simulated runs.

For a given set of v simulated runs, we define two metrics, that
are essentially the averages of the corresponding run-convergence
metrics. We define the accuracy of convergence to be the average
of the individual accuracies of run-convergence, across all v simu-
lated runs. Moreover, we define the round of convergence to be the
average of the individual rounds of run-convergence across all v
simulated runs. (These quantities are undefined if run-convergence
does not happen for any run from the v runs.)

We are now ready to define our goal precisely: Find the replace-
ment algorithm (i.e., find p, rmin) with the least rounds of conver-
gence that has the accuracy of convergence of a1 over v random
runs. Thus, we desire parameters that ensure run-convergence to
a1 for each of the v simulated runs, but also takes the least number
of rounds on average to converge.

4. SIMULATIONS
We present only a sample of our simulation experiments due to

space limitations. We experimented with many more scenarios, and
the results are not very different from those that we present here.
Our default parameters are specified in Table 2.

4.1 Illustration of Results
We now illustrate the performance of the replacement algorithm

for a single run. Our parameters are set as in Table 2. Figure 2(a)
depicts the current average accuracy of the active workers as a func-
tion of the round.

As can be seen in the figure, while the current active worker
accuracy varies erratically (starting from 0.7 at round 1 to 0.9 at

round 80, and down to 0.85 almost immediately afterwards) due
to random evictions, it eventually converges to an accuracy of run-
convergence of a1 = 0.9 at a round of run-convergence of r =
130. Note also that while the current accuracy of the active workers
does reach 0.9 for the first time around round r = 80, workers are
evicted afterwards, and as a result, run-convergence does not take
place at that point.

4.2 Variation with p
We now assess the effects of our threshold parameter p on the

accuracy and rounds of convergence. We also study the effects of
varying a’s and α’s. In the following, we present the experimental
finding first, followed by how the experiment was carried out.

Accuracy of convergence monotonically increases with p until
convergence no longer occurs.

Accuracy of Convergence on Varying p: We set the default pa-
rameters as in Table 2, depict one plot corresponding to each α1 ∈
[0.1, 0.3, 0.5, 0.7, 0.9], keeping the other parameters fixed. Fig-
ure 2(b) depicts the accuracy of convergence as a function of the
threshold. Notice that for each α1, the accuracy of convergence
monotonically increases as a function of p, i.e., we get better at
identifying good workers. For instance, for α1 = 0.3, it increases
from 0.75 at p = 0.6, to 0.85 at p = 0.7, and to nearly 0.9 at
p = 0.73. All plots eventually reach close to 0.9 accuracy of con-
vergence for p = 0.73, and for all thresholds > 0.73 the accuracy
of convergence stays at the same value. Note also that this value is
the best possible value, since a1 = 0.9.

All plots terminate at around p = 0.9. The reason for this
termination is that for all thresholds beyond 0.9 run-convergence
does not happen for all the runs in the experiment—due to over-
aggresive replacement of workers.

Rounds of convergence monotonically increases with p until
convergence no longer occurs.

Rounds of Convergence on Varying p: Figure 2(c) depicts the
rounds of convergence as a function of the threshold p for the same
experiment described above. (Ignore the boxes for now.) For all
the plots (except α1 = 0.1), we have the curves monotonically
increasing, i.e., the rounds of convergence monotonically increases
with p. This behavior is because a higher threshold is more strict in
evicting workers, and we will take longer to converge. Notice that
until p = 0.6, for all plots, since our threshold is very lenient, we
almost never replace workers, and run-convergence happens almost
immediately for all runs, at around nmin = 50. Once again, the
plots terminate at around p = 0.9 since run-convergence no longer
occurs for all runs beyond that point.

There is a continuous interval of p values for which the ac-
curacy of convergence is a1. For most cases (except small
α1), the first value in this interval is the p value with the least
rounds of convergence.

Optimal Choice of Parameter p: Now, the boxes in Figure 2(c)
indicate the point for each plot at which accuracy of convergence
reaches 0.9. Thus, for all points on any plot on the right of the box,
we have accuracy of convergence equal to a1.

Moreover, note that since the rounds of convergence increases as
p increases, the optimal p value is the same as the value of p corre-
sponding to the first threshold at which the accuracy of convergence
reaches a1, i.e., the p values corresponding to the boxes for each
plot in the figure. As an illustration, consider α1 = 0.5, the box
is at p = 0.7. For all p′ < p, we have accuracy of convergence is
< a1, while for all p′ > p, we have accuracy of convergence = a1,
but the rounds of convergence is greater than that of p. Thus, the
optimal choice of threshold in this case is 0.7.
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Although for α1 = 0.1 we find that the curve dips beyond the
first threshold for which the accuracy of convergence reaches a1,
the dip is very slight, so for practical purposes, we try to identify
the first threshold at the accuracy of convergence reaches a1, which
would be nearly as good. Identifying why this dip happens for low
α1 is left open. This unexplained behavior provides an indication
that our system, while based on a simple model, is rather complex
and dynamic, with complex dependencies.

The optimal p increases as α1 decreases (i.e., as the problem
becomes harder).

Dependence on α1: Consider the same figure. Notice that as the
α1 increases, the boxes (indicating optimal p values) shift to the
left. An intuitive explanation for this behavior is that a weaker
threshold is sufficient when the problem is easier (i.e., α1 is larger,
and as a result we have a higher likelihood of picking a good worker,
and so a lower threshold is sufficient.) As we will see, picking a
weaker threshold when the problem is easier is a recurring theme,
and the behavior will repeat in subsequent experiments. Note also
that the graphs when α1 is smaller have a larger rounds of con-
vergence — once again, this can be attributed to the fact that the
number of good workers in the pool are fewer and harder to find.

The optimal p increases as a2 increases or as a1 decreases
(i.e., as the problem becomes harder).

Dependence on a1/a2: We now consider how the optimal thresh-
old varies as a function of a1 and a2. Figure 3(a) shows the effects
of varying a1 while keeping a2 and α1 fixed, while Figure 3(b)
shows the effect of varying a2 while keeping a1 and α1 fixed. As
can be seen in the figures, the boxes (indicating optimal p) shift
to the right as the difference between a1 and a2 becomes smaller.
This trend can be explained as follows: As the the difference be-
tween a1 and a2 becomes smaller, it becomes harder to distinguish
between the two worker classes, and as a result, a higher threshold
is required.

(k − 1) Worker Pool
Worker 1 0.9 0.8 0.7 0.6 0.5
1 1 0.9963 0.9728 0.9163 0.8208 0.6875
0.9 0.9 0.9019 0.8936 0.8595 0.7912 0.6875
0.8 0.8 0.8075 0.8144 0.8027 0.7616 0.6875
0.7 0.7 0.7131 0.7352 0.7459 0.732 0.6875
0.6 0.6 0.6187 0.656 0.6891 0.7024 0.6875
0.5 0.5 0.5243 0.5768 0.6323 0.6728 0.6875

Table 3: Table of Probabilities

Notice that for Figure 3(b), the graph for a1 = 1 is relatively flat
(unlike the other plots for which the rounds of convergence increase
as the threshold is increased.) This behavior is because even a large
threshold would tend to not evict “perfect” workers with accuracy
a1 = 1, thus convergence is unaffected by the magnitude of the
threshold p, as long as it is beyond a certain number (0.66 in this
case).

Also notice that for Figure 3(a), the graph for a2 = 0.5 dips
slightly beyond the first p for which accuracy of convergence reaches
a1. We find that this behavior (where the optimal p is infact not the
first p in that interval) is more prominent only when the poorer
worker class has a close to 0.5 or when the poorer worker class has
a higher probability of being picked. Moreover, once again the dip
is slight, which means that for practical purposes, the first p of the
interval is sufficient.

4.3 Setting p
As our results have illustrated, the setting of threshold parame-

ter p is critical for good operation. In this section we discuss an
empirical rule of thumb that yields a reasonable p value for most
cases. In a real system, one should view this suggested p as a start-
ing point only. As the system runs, it should monitor performance
(based on number of disagreements) and dynamically adjust p as
necessary (e.g., using a hill climbing optimization technique).

Our rule of thumb takes as input the worker distribution (the α
values) and the worker accuracies in each class. If these are un-
known, they can be experimentally estimated by using a represen-
tative sample of workers. For simplicity, we illustrate our rule of
thumb for the case of two worker classes; the extension to more
classes is straightforward.

We define P (x, y) to be the following:

P (x, y) = Pr[Worker with accuracy x has the same
answer as d k−1

2
e or more workers (out of (k−1)) of

accuracy y]



Intuitively, P (x, y) is the probability of an individual worker agree-
ing with the majority of other workers (all of whom have the same
accuracy). Table 3 shows values of P (x, y) for x and y both be-
tween 0.5—1 for k = 5. For instance, P (0.9, 0.8) = 0.8936, is
the probability that one worker with accuracy 0.9 gives the same
answer as two or more (out of the remaining 4) of accuracy 0.8.

Given a1, a2, a1 > a2, our rule of thumb for the optimal value
of the threshold p is the following:

popt{a1, a2} = 0.5× (P (a2, a1) + P (a2, a2)) (1)

The rule of thumb has a natural interepretation: the two numbers
represent the average probability that a poor worker (one with ac-
curacy a2), will agree with the remaining active workers, if they are
all a1 workers or if they are all a2 workers. This number represents
the average agreement of a poor worker. The average agreement
of a good worker, 0.5 × (P (a1, a2) + P (a1, a1)) would be much
higher. Since the active workers at any point contain a mix of good
and bad workers, empirically, the good workers w will achieve a
score c(w)/r(w)1 of around X = 0.5× (P (a1, a2)+P (a1, a1)),
while the poor workersw will achieve a score c(w)/r(w) of around
Y = 0.5 × (P (a2, a1) + P (a2, a2)), Y < X . While any value
between X and Y should be able to distinguish between good and
bad workers, we prefer choosing Y as the threshold since it is a
lower value and as a result, will converge the fastest. (Recall that
rounds of convergence is lower for lower p.)

In Table 4, we tabulate the value of popt computed using our rule
of thumb, and the value as observed in experiments in Figures 3(a)
(first four columns) and 3(b) (last four columns) for various a1, a2
values (α1 is 0.5 in all cases). As can be seen from the table, the
values computed by the rule of thumb are very close to the ones
from experimental simulations. For instance, from the first row of
the table: for a1 = 0.7 and a2 = 0.6, our rule of thumb provides
popt = 0.70 while experiments provide a value of 0.74, and for
a1 = 0.9 and a2 = 0.8, our rule of thumb provides popt = 0.81
while experiments provide a value of 0.84.

Our rule of thumb has two desirable properties, summarized in
the following lemma, the proof of which is omitted:

LEMMA 4.1. Let 0.5 < a2 ≤ a1 ≤ 1. If a1 is held fixed and a2
is increased, the value of popt{a1, a2} increases. Moreover, if a2 is
held fixed and a1 is decreased, the value of popt{a1, a2} increases.

Thus, the rule of thumb obeys the recurring theme displayed in our
experimental results: i.e., that the threshold is higher for when the
problem is harder (i.e., when a1 and a2 are closer to each other).

While the rule of thumb works well when α1 is close to 0.5, it
may not work as well when α1 is close to 0 or 1. Consider the
experiment in Figure 2(c). For α = 0.5, the experimental value of
the threshold (0.7) is close to the 0.5 × (P (a2, a1) + P (a2, a2))
(0.66), but the values for the threshold for other α are either smaller
or larger. However, we find that when α1 is close to 0, then the opti-
mal threshold is close to P (a2, a2) = 0.7 (roughly corresponding
to the intuition that the active workers is composed primarily of
poor workers), while if α1 is close to 1, then the optimal threshold
is close to P (a2, a1) = 0.6. This observation provides us a hint
as to how the rule of thumb may be modified to accomodate infor-
mation about the distribution of good and bad workers by suitably
weighting the two P terms in the RHS of Equation 1.

4.4 Varying and Setting rmin
So far, we have not focused on the impact of the parameter rmin,

and with good reason: we will find (in what follows) that the best
1Recall that c(w) represents the number of rounds where a workerw agrees
with the majority opinion, while r(w) represents the number of rounds a
worker has participated in.

a1 a2 Rule Exp. a1 a2 Rule Exp.
0.7 0.6 0.70 0.74 0.9 0.8 0.81 0.84
0.8 0.6 0.68 0.73 0.9 0.7 0.73 0.76
0.9 0.6 0.66 0.70 0.9 0.6 0.66 0.70
1.0 0.6 0.65 0.67 0.9 0.5 0.61 0.66

Table 4: Rule of Thumb vs. Experimental p values

value of rmin is simply 1. We first describe the performance on
varying rmin.

For smaller p, accuracy of convergence is higher for lower
rmin.

Accuracy of Convergence on varying rmin: Figures 3(c) and 4
depict the accuracy and rounds of convergence as a function of p,
for various rmin ∈ {1, 2, 4, 8, 16}. As can be seen in Figure 3(c),
accuracy of convergence is higher for lower rmin for a specific
value of p. This behavior can be explained as follows: Since we
are employing a weaker p threshold, having a higher rmin means
that we are more lenient with bad workers and end up keeping bad
workers around for a minimum of rmin rounds, while having a
lower rmin means that we are more strict and that that any workers
performing poorly are immediately replaced (more likely than not
being bad workers.) However, note that for all values of rmin, we
end up achieving the highest possible values of accuracy of conver-
gence, i.e., 0.9.

The optimal value of rmin is 1 independent of the value of p.

Setting rmin: From Figure 4 (rounds shown in log scale to high-
light the differences), we find that having higher rmin actually pre-
vents us from converging quicker, and if we compare the rounds
of convergence for the optimal value of p for each of the plots, we
find that the rounds of convergence is higher for higher rmin. This
behavior indicates that the optimal value of rmin is in fact 1. In
hindsight, this observation has a simple explanation: a worker who
makes mistakes (i.e., disagrees with the majority), is on average
worse than a random worker from the worker pool, even after one
single round. So it is indeed better to replace a worker as soon as
he/she makes a mistake.

4.5 Different Experimental Scenarios
Multiple Worker Classes: The previous experiments dealt with
only two worker classes. We also conducted the same experiments
described in Section 4.2 with three worker classes with a default
distribution of [0.3, 0.3, 0.4] and an accuracy of [0.9, 0.75, 0.6].

Figure 8 depicts the results on varying one of the ai, while keep-
ing the other ai and α fixed (Figure 8(a) shows a1 being varied,
Figure 8(b) shows a2 being varied and Figure 8(c) shows a3 being
varied.) From the figures, we find that while the threshold param-
eter p varies on varying a1 and a2, it is unaffected on varying a3.
Thus, our results for setting p carry over to the multiple worker
case, since only the worker classes corresponding to the two high-
est accuracies a1 and a2 matter, and the goal of the replacement al-
gorithm is to distinguish between the two highest accuracy worker
classes.

We also find that when varying the accuracy of the best worker
class a1, higher values of the optimal threshold p are needed as
we decrease a1. The reason for this behavior is that, once again,
as a1 decreases, it becomes harder to distinguish between workers
of accuracy a1 and accuracy a2 (as a1 gets closer to a2) and, as
a result, a higher threshold is needed to discriminate between the
different worker classes. Once again, as a2 increases, we find that
the optimal value of p increases, since the difference between a1
and a2 reduces.

We also studied the impact of varying the α values on p. For
the first experiment, we fixed α3 to 0.4 and varied α1 and α2:



the results are depicted in Figure 9(a). We find that the optimal
p threshold is larger when α1 is larger, as in the two worker classes
case.

Figure 9(a) shows the impact of fixing α1 = 0.3 and varying
α2 and α3. Here, perhaps surprisingly, we find that the optimal
threshold is smaller when α3 is larger (i.e, smaller α2). The reason
for the opposite behavior in this case is that once again, the optimal
threshold is impacted by the worker classes with the two highest
accuracies, and since a larger α3 implies a smaller α2, larger α3

implies a smaller threshold.

Varying k: We also considered the impact of the number of ac-
tive workers k. Figures 7(a) and 7(b) examine the influence of k
on the accuracy and rounds of convergence as a function of p for
various k = {3, 5, 7, 9, 11}. As can be seen, increasing k results
in both a higher accuracy and a lower round of convergence for a
specific p. This behavior can be explained by the fact that because
we have more active workers, the majority opinion is more likely to
be correct, and as a result, it is much easier to distinguish the good
workers from the bad. Thus, as k increases, a lower threshold for p
is sufficient since we are able to identify bad workers more easily.
However, in practice increasing k may not be feasible as additional
monetary costs are incurred if more workers are required to answer
each task.

Varying a1/a2 for α1 = 0.1/0.9: We now repeat the experiments
of Figures 3(b) and 3(a) when α1 = 0.1/0.9. The results are de-
picted in Figures 5(a) and 5(b) (for α1 = 0.1) and Figures 6(a)
and 6(b) (for α1 = 0.9).

While the overall behavior is similar, there are a few new obser-
vations. We find that in Figure 5(a) for α1 = 0.1, for the plot cor-
responding to a1 = 0.7, a2 = 0.6, there is no box corresponding
to the optimal p threshold; in other words, there was no threshold
at which we could achieve a 0.7 accuracy of convergence, before
the plot terminates (i.e., before run-convergence fails to hold for all
runs). The reason for this behavior is that the worker accuracies are
at the same time poor, close to each other, and α is biased towards
the poorer of the two. Thus, in some scenarios (such as when α1

is low and a1 and a2 are close to each other), we must be care-
ful in setting thresholds, since accuracy of convergence may never
reach a1. For α1 = 0.1, we once again observe the dip beyond the
box corresponding to the first p threshold for which the accuracy
of convergence reaches a1. This dip is more pronounced when a2
is smaller, and disappears for any a2 > 0.6. We study this dip
more carefully when we study truly random spam workers (with
a2 = 0.5), next.

We find that for α1 = 0.9, the optimal thresholds are very close
to 0.5 in Figures 6(a) and 6(b), indicating that almost any threshold
will achieve a accuracy of convergence of a1. Moreover, the opti-
mal rounds of convergence is very low (around nmin = 50); thus,
when α1 = 0.9, it is very easy to find good workers quickly.

Truly Random Workers: We now want to study the behavior of
our algorithms when one of the worker classes has accuracy 0.5.
In Figures 5(c) and 6(c) depict the peformance when α1 = 0.1
and α1 = 0.9 respectively. Here, we find that while the situation
for α1 = 0.9 is similar to the rest in in Figure 6, the dip is much
more pronounced in Figure 5(c) than the others in Figure 5. The
largest observed dip is around 100 rounds. Thus, for cases when
a2 is close to 0.5 or α1 is close to 0, we will end up paying a
penalty if we opt for the first p threshold at which the accuracy of
convergence reaches a1.

5. CONCLUSION AND FUTURE WORK
In this paper, we presented a simple but effective technique for

worker evaluation and replacement. We studied the impact of vari-

ous parameters on our technique via simulations. Our rule of thumb
for setting the parameters of the technique produces values that are
very close to the experimentally observed best ones (Table 4).

We believe this work can provide a starting point for a more
thorough exploration of the landscape of worker evaluation and re-
placement schemes. In particular, and especially when distributions
and accuracies are not known, dynamically varying thresholds on-
the-fly presents an exciting avenue for further investigation. Dy-
namic setting of parameters needs to be contrasted with techniques
that “learn” the distributions and accuracies during evaluation of
tasks and then fix the parameters for subsequent evaluations and re-
placement. Furthermore, while we have explored one simple space
of algorithms, one could consider more general algorithms with
more elaborate methods of judging the competency of workers (us-
ing weighted or time-decaying scores), a more fine-grained record
of history of workers, eviction of workers who have participated
in a certain (large) number of rounds, eviction of a fixed number
of workers in every round, and so on. It remains to be seen if and
whether we can find a theoretically optimal algorithm for evalua-
tion and replacement (even under some restrictions).
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Figure 5: Varying (a) Lower Error Probability (b) Higher Error Probability (c) Higher Error Probability when a2 = 0.5, for α1 = 0.1
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Figure 8: 3 Worker Classes: Varying Error Probabilities
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