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ABSTRACT
We study the problem of soliciting human crowd workers to
find the maximum element in a set of objects, where each
object has some unknown intrinsic quality measure. Previ-
ous approaches focus on collecting either ratings or pairwise
comparisons of items from the crowd, but little study has
been done in combining the two crowd interfaces, which we
address in this paper. We first examine a common error
model for representing pairwise comparisons and extend it
to also be appropriate for ratings. We then present and char-
acterize both a maximum-likelihood based approach and a
novel PageRank-like approximation for estimating the max-
imum under this model, given a mixed corpus of evidence
containing both ratings and comparisons. Next, we develop
heuristic strategies for allocating a crowd question budget
between both of these interface types. We show that hy-
brid approaches utilizing both ratings and comparisons can
require substantially fewer questions for the same accuracy
as a ratings-only or comparisons-only approach. Finally, we
evaluate our algorithms on two sample datasets using Ama-
zon Mechanical Turk, and find that our hybrid approach
remains very effective even when using real-world data.

Categories and Subject Descriptors
H.3.3 [Information Storage and Retrieval]: Information
Search and Retrieval — Information Filtering

Keywords
Crowdsourcing, Human Computation, Max, Comparisons,
Ratings, Aggregation

1. INTRODUCTION
The recent rise of crowdsourcing marketplaces allows for

individuals and organizations to leverage the brainpower of
humans to operate on data in ways that are difficult for a
computer to perform. For example, suppose a large col-
lection of images exists in a database, and we would like

to only select those images that have subjects making silly
faces in them. Next, suppose we would like to rank these
images in descending order based on how funny they are,
finally choosing to showcase the funniest photo — both of
these tasks are extremely difficult for a computer algorithm
to perform, yet very simple for a human. However, even
if we had the capability to develop the algorithms to do
these automatically, the scale of our problem may not war-
rant the engineering effort required. Furthermore, if we wish
to change our selection and sorting criteria slightly, we will
most likely have to throw away much of our engineering ef-
fort and start again from scratch. On the other hand, with a
crowdsourced system, such changes are minor — they only
require modification of the instructions given to workers.

Prominent marketplaces such as Amazon Mechanical Turk
have made it simple for someone to tap into a large crowd
of human workers on demand for computational purposes.
This has led to a need for research in effective methods to
manage the crowd.

In this paper, we focus on using the crowd to find the
maximum of a collection of objects, where each object is
assumed to have some intrinsic measure of quality or desir-
ability. Previous approaches to this problem have primarily
focused on singularly using either ratings or comparisons as
interfaces to the crowd, with limited discussion of strategies
to effectively combine both approaches.

In the ratings approach, human operators are asked to
provide a rating for each item in the collection, with ratings
typically discretized on some scale (e.g. asking for integer
ratings out of five stars on movie titles). These ratings are
then averaged and sorted in order to find the max. The
problem with ratings approaches is that it becomes difficult
to resolve the true quality measures of objects with very sim-
ilar intrinsic scores. This difficulty is due to having many
ratings for both objects falling within the same discretized
rating bin. For example, suppose we are querying the crowd
for 5-star movie ratings on The Dark Knight and Batman
Begins, which we will assume to have 4.8 and 4.7 star in-
trinsic ratings, respectively. We expect that most reported
ratings from human operators will be five stars, thus making
it very difficult for an algorithm to determine which of the
two movies has the higher intrinsic score.

Contrast this with the pairwise comparisons based ap-
proach, where human operators are asked to compare two
different items within the collection and report to the sys-
tem which he or she perceives to be of higher quality. Of
course, we expect that the closer the scores of the items be-
ing compared, the higher the chance of a misclassification;
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however, the advantage of the comparisons approach is that
we do not run into the quantization inaccuracies seen in the
case of ratings. Unfortunately, while the number of possible
ratings with n items is O(n), the number of possible pairwise
comparisons is O(n2). This makes the careful selection of
which items to ask for comparisons on critical, as a naive ap-
proach would lead to quick expenditure of a crowdsourcing
budget.

This dilemma leads to the intuition that a hybrid ap-
proach combining these two methods can lead to a strat-
egy that outperforms either method on its own. One of
the challenges in creating a hybrid approach is the develop-
ment of a worker error model that can seamlessly combine
the disparate types of evidence collected by the crowd. Ide-
ally, when asking for a comparison between two objects for
which we already have ratings, we would like for our model
to specify a way to intelligently use this prior information
when evaluating the outcome of the comparison.

In addition to being able to effectively incorporate a mixed
set of question evidence, another challenge with a hybrid
approach lies in resource allocation. How should we choose
to allocate a budget between ratings and comparisons? In
addition, even if we know how to allocate our budget, how
do we decide which items within our dataset for which we
should solicit more ratings or comparisons?

While the idea of a hybrid ratings and comparison ap-
proach has been touched upon before by Marcus, et al. [9]
in the context of a larger study, in this work we study the
hybrid approach more generally. We address these differ-
ences in more detail in Section 8. Our contributions in this
paper are as follows:

• We describe a worker error model that is appropriate for
both ratings and comparisons (Section 2).
• We present and characterize a maximum likelihood for-

mulation and a novel approximation based on PageRank
[10] that computes the max object given a mixed set of
ratings and comparisons from the crowd (Section 4).
• We develop heuristic strategies to allocate a crowd ques-

tion budget between these two interface types. We show
that a hybrid strategy of both interfaces can achieve the
same accuracy as a single-interface approach at substan-
tially lower cost (Section 5).
• We discuss how our heuristics change as we vary the num-

ber of ratings intervals and worker variance. We show
that for a wide range of common parameter values, we
can specify a simple heuristic strategy for a hybrid ap-
proach that performs well even without knowing worker
accuracy precisely (Section 6).
• Finally, we test our hybrid approach using actual crowd-

workers using Amazon Mechanical Turk, and find that
our hybrid approach and simple heuristic work very well
in practice (Section 7).

2. WORKER MODEL
We wish to develop a worker error model that adequately

describes a crowdworker’s response to both ratings and com-
parisons. Fortunately, a probabilistic model for pairwise
comparisons exists in the literature which we can naturally
extend to ratings interfaces. Thurstone’s “law of paired
comparisons” [11], which is commonly used in the field of
psychophysics [4, 12], models comparisons between two ob-
jects by first assuming that humans perceive each object

independently as Gaussian random variables. Thurstone’s
model then stipulates that the outcome of a comparison be-
tween two objects can be modeled as the comparison of the
Gaussian perceptions of the observer.

Though Thurstone’s model was developed in the context
of paired comparisons, we can naturally extend this model
to apply to ratings by thinking of ratings as a discretization
of these Gaussian perceptions. We formalize this below.

2.1 Objects
We are given a set O of n objects {o1, o2, · · · , on}, where

each oi corresponds to an intrinsic quality measure µi ∈
[0, 1), where µi is unknown. We refer to the set of true
intrinsic quality measures as µ = {µ1, µ2, · · · , µn}. We say
oi is greater than oj if and only if µi > µj , and we say o∗ = oi
is the maximum or max of O if and only if µi > µj , ∀j 6= i.

2.2 Worker Perceptions
Given an object oi ∈ O and a human operator presented

with oi, define the random variable Pi to refer to the op-
erator’s perception of oi, where we assume Pi ∼ N(µi, σ

2),
i.e. Pi is a normal random variable with mean µi and vari-
ance σ2. These perceptions are not directly visible to the
crowdsourcing system, but instead we are given indirect in-
formation about them through various reporting schemes,
as will be seen in Section 2.3.

The σ2 parameter is problem-specific and reflects the er-
ror rate of the workers, as well as the natural variance with
which different workers may perceive the quality of an ob-
ject. In this paper, we assume σ2 is known, though we will
later see that knowing σ2 precisely is not always necessary.

We assume all perceptions of any specific object are i.i.d.,
and that perceptions of two different objects are indepen-
dent. We further assume that σ2 is the same for all workers,
for all question types, and for all objects oi ∈ O. When

necessary, we will also use the notation P
(j)
i to refer to the

j-th perception of an object oi by a crowdworker.

2.3 Worker Reporting Interfaces
In this paper, we focus on two different interfaces through

which a user can report their perceptions of object scores:
ratings and pairwise comparisons.

2.3.1 Ratings
In the ratings interface, a single object oi is presented to

a crowdworker, causing a corresponding perception Pi. Pi
is reported to the system as being in one of k equal-width
intervals in [0, 1), k > 1. For example, when k = 3, these
intervals are [0, 1

3
), [ 1

3
, 2

3
), and [ 2

3
, 1). If a worker perceived

an object oi to have score Pi = 0.65, he or she would report
the [ 1

3
, 2

3
) interval to the system when asked for a rating.

To formally model this, we first introduce an intermediate
interval-mapping function Ĩ : (−∞,∞)→ Z:

Ĩ(Pi) = bkPic+ 1 (1)

Note that though our model stipulates µi ∈ [0, 1), Pi is
Gaussian and thus technically unbounded. Thus, we clamp
Ĩ to output an integer between 1 and k, inclusive:

I(Pi) = max(min(Ĩ(Pi), k), 1) (2)

This output thus corresponds to the index of the interval
in which the worker perceived oi’s quality measure, where
an index of 1 refers to leftmost interval, and an index of k
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refers to the rightmost interval. Thus, in our example, I(Pi)
would be 2.

We denote Ri to represent the random variable corre-
sponding to a worker’s rating of an object oi ∈ O, where

Ri = I(Pi) (3)

We will also use the notation R
(j)
i to refer to the j-th rating

of object oi, R
∗
i to refer to the set of all R

(j)
i , and |R∗i | to

denote the total number of ratings for oi. We discuss the
probability distribution of Ri in Section 4.1.

2.3.2 Pairwise Comparisons
In the pairwise comparisons interface, two objects oi, oj ∈

O, i 6= j, are presented to a crowdworker, eliciting percep-
tions Pi and Pj , respectively. For bookkeeping purposes, we
assume i < j. In this interface, the worker reports which
of the two objects he or she perceives as having the greater
score. Note that in this paper, we will use the term pairwise
comparison and comparison interchangeably.

We define the random variable Ci,j to model a worker’s
response to a comparison between objects oi and oj , where

Ci,j =

{
1 if Pi > Pj

0 otherwise
(4)

We also use the notation C
(m)
i,j to represent the m-th com-

parison between objects oi and oj , C
∗
i,j to represent the set

of all C
(m)
i,j , and |C∗i,j | to represent the total number of com-

parisons between oi and oj . We define the error rate of Ci,j
to be the fraction of comparisons that do not agree with the
true intrinsic scores of the items being compared.

In Section 4.1, we will examine the probability distribu-
tion of Ci,j more carefully, but it is worthwhile to note now
that in the limit as µi → µj , the error rate of Ci,j approaches
50%, which matches well with our intuition of increased er-
ror for objects with similar scores (mentioned in Section 1).

3. PROBLEM STATEMENT
The problem that we study in this paper is that of finding

the maximum object o∗ in O using crowdsourced workers
with an error model as described in Section 2. This can be
divided into two parts:
1. Determining the max score item in O given a collection

of both ratings and comparisons.
2. Choosing which items to collect evidence on from the

crowd, and whether to ask for either ratings or compar-
isons.

We refer to the first problem as evidence evaluation and
discuss it in more detail in Section 4. We present two dif-
ferent strategies — one based on a maximum likelihood for-
mulation of the problem, and a faster approximation to the
solution using a modified PageRank-like approach.

We refer to the second problem as evidence collection,
and discuss heuristic strategies for this in Section 5. We
also show how a hybrid approach using both ratings and
comparisons can significantly outperform approaches using
a single question type.

4. EVIDENCE EVALUATION

In the evidence evalution problem, we are given both a set
of ratings evidence, ER, and a set of comparison evidence,
EC , where:

ER = {R∗i : ∀i ∈ Z+, i ≤ n}

EC = {C∗i,j : ∀i, j ∈ Z+, i ≤ n− 1, i < j ≤ n}

Our objective is to find o∗ ∈ O, the object with the maxi-
mum score, given ER and EC .

4.1 Maximum Likelihood Estimate
In the maximum likelihood formulation, we wish to de-

termine the set of object scores µ̃ = {µ̃1, µ̃2, · · · , µ̃n}, such
that the probability of observing the evidence, ER and EC ,
is maximized. We then report the object corresponding to
the highest estimated mean in µ̃ as our maximum likeli-
hood estimate (MLE) for the object with the highest true
intrinsic score. Because this estimate is based on choosing
the most probable maximum object given the evidence ob-
served, we consider this method to be the optimal way to
combine both ratings and comparison evidence. Thus, we
would like to compute

µ̃ = argmax
µ

P(ER, EC | µ) (5)

Given µ̃, we report õ∗, our ML estimate, as õ∗ = oi where i
is the index of the highest value in µ̃, i.e. µ̃i > µ̃j , ∀j 6= i.

Since we assume that all questions are answered indepen-
dently, we can decompose the above probability:

P(ER, EC | µ) = P(ER | µ) P(EC | µ) (6)

P(ER | µ) =

n∏
i=1

|R∗
i |∏

j=1

P(R
(j)
i | µi) (7)

P(EC | µ) =

n−1∏
i=1

n∏
j=i+1

|C∗
i,j |∏

k=1

P(C
(k)
i,j | µi, µj) (8)

Thus, in order to calculate P(ER, EC | µ), we need to
compute the distributions for both the rating and compar-
ison reporting schemes. We will introduce Fµ,σ2(x) as a
useful shorthand for the cumulative distribution function of
a normal random variable with mean µ and variance σ2 —
i.e. Fµ,σ2(x) is the probability that a random variable dis-

tributed as N(µ, σ2) is less than x. In statistics, this is
usually expressed as

Fµ,σ2(x) =
1

2

(
1 + erf

(
x− µ√

2σ2

))
where erf(x) refers to the error function:

erf(x) =
2√
π

∫ x

0

e−t
2

dt

Ratings: The probability that any rating Ri for object
oi lies in a specific bucket b is the probability that I(Pi) = b:

P (Ri = b | µi) =


Fµi,σ2( b

k
) if b = 1

Fµi,σ2( b
k

)− Fµi,σ2( b−1
k

) if 1 < b < k

1− Fµi,σ2( b−1
k

) if b = k

(9)
The piecewise definition is needed to account for the effects
of clamping Ĩ(Pi) in Equation 2.
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Comparisons: Note our definition of Ci,j in Equation 4
implies that P(Ci,j = 0) + P(Ci,j = 1) = 1. Thus we only
focus on computing P(Ci,j = 0), knowing that P(Ci,j =
1) = 1 − P(Ci,j = 0). From Equation 4, we see that if
Ci,j = 0, we need Pi ≤ Pj , i.e. Pi − Pj ≤ 0. Since the
difference of two normal random variables is also a normal
random variable, we know Pi −Pj ∼ N(µi − µj , 2σ2). Thus
we have

P (Ci,j = 0 | µi, µj) = Fµi−µj ,2σ2(0) (10)

This corresponds to the probability that the user will report
oi ≤ oj , given true scores µi and µj . Note that, as alluded to
earlier in Section 2, as µi → µj , this probability approaches
F0,2σ2(0) = 50%, since a normal variable with mean 0 is
equally likely to be on either side of the origin.

4.1.1 Implementation Details
In the above maximization problem, we are able to com-

pute the likelihood function as a function of the object scores
by using the probability distributions just discussed. This
allows us to calculate gradients numerically, and thus per-
form gradient ascent to maximize the likelihood function.
In practice, for numerical stability purposes, we perform our
optimization on the log-likelihood so that the large product
instead becomes a large sum. Since the logarithm function
is monotonic increasing, this does not change the point of
the maximum. We choose our initial value for µ̃ to be a
vector of the average rating scores for each object. From
our experiments, this seems to yield a good local maxima in
computing µ̃.

4.2 Modified PageRank Approximation
Because the gradient ascent in the ML estimate is expen-

sive to compute, we seek to develop an approximate method
that can yield similar results but much more quickly.

4.2.1 Intuition
We next consider an algorithm based on PageRank [10]

to find the maximum object in O. The original PageRank
algorithm considers a collection of web pages and their asso-
ciated link structure to be a directed graph, with nodes (rep-
resenting web pages) that have higher PageRank being more
likely to be reached by a random web surfer. Nodes trans-
fer PageRank to other nodes by linking to them. Consider
the original PageRank equation for a graph with weighted
edges:

ρi = β
∑
j∈L(i)

wj,i
d(j)

ρj +
1− β
n

where ρi refers to the PageRank of node i, n is the number
of nodes (i.e. web pages), L(i) refers to the set of nodes
that link to node i, wj,i refers to the weight from node j to
node j, d(j) is the weighted out-degree of node i, and β is a
term used to model a web surfer’s probability of randomly
jumping to any page. In the above equation, we see there are
two main components contributing to a node’s PageRank:
a pairwise term, β

∑
j∈L(i)

wj,i

d(j)
ρj , and a global term, 1−β

n
.

The pairwise term allows for nodes to transfer PageRank
to other nodes using the link structure of the graph. Intu-
itively, to modify the PageRank algorithm for our system
of ratings and comparisons, it would be natural to use this
term to represent evidence collected via the comparisons in-
terface, as this represents a pairwise relationship between

two nodes. Specifically, we would like for an object oi in O
to transfer PageRank away from itself and to an object oj
whenever we receive a comparison response stating oj > oi.
In our application, instead of web pages, the objects in O
are the nodes of the graph.

The global term is a little more subtle — it essentially
represents an initial injection of PageRank into a node, re-
gardless of the graph structure. This initial injection of
PageRank is then redistributed based on the pairwise link
structure of the graph. In our modification to the PageRank
algorithm, we observe that this initial injection of PageRank
need not be identical for each node — rather, we will use
the average rating of an object to initially weight the nodes.
Thus nodes with higher average ratings will start out with
a larger injection of PageRank. The β term thus controls
the ratio with which we use the ratings evidence and the
comparison evidence.

4.2.2 Preliminaries
Before we present our Modified PageRank approach, we

will need to introduce some new notation. We define the
average rating score for object i, ri, to be

ri =

E(µ) if |R∗i | = 0∑
j R

(j)
i

k|R∗
i |
− 1

2k
otherwise

(11)

where E(µ) refers to the expected value of object scores, and
is used as a default rating if no other ratings are present. In
practice this will not be used frequently, but is mentioned
for completeness. The other case is equivalent to taking the
average of the midpoints of the intervals reported as ratings
by crowdworkers. For example, if k = 3, and the ratings
intervals reported by the crowd were R∗i = {1, 2, 3}, this
would correspond to the intervals [0, 1

3
), [ 1

3
, 2

3
), and [ 2

3
, 1).

Averaging the midpoints, the average score would be 1
3
( 1

6
+

1
2

+ 5
6
) = 1

2
.

We also define c(i, j), i 6= j, to be the total number of
comparisons reported by the crowd where oi > oj . In prac-
tice, this can be tracked directly in a data structure while
comparisons are being reported, but it can also be expressed
using our previous terminology from Section 2.3.2 as:

c(i, j) =

{∑
k C

(k)
i,j i < j

|C∗j,i| −
∑
k C

(k)
j,i i > j

(12)

4.2.3 Modified PageRank Update Equation
Having introduced our new notation, we are now ready to

discuss our modified PageRank (MPR) equation:

ρi = β
∑

j:wj 6=0

wj,i
wj

ρj + (1− β)
ri∑
j rj

(13)

We define the weighting term wj,i to be dependent upon
the fraction of comparisons where the crowd reported oi >
oj — if there are no comparisons between oi and oj , we fall
back to using the average ratings ri and rj to determine the
weights:

wj,i =


1 if c(i, j) + c(j, i) = 0 and ri ≥ rj
0 if c(i, j) + c(j, i) = 0 and ri < rj

c(i,j)
c(i,j)+c(j,i)

otherwise

(14)
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We also define the weight normalization factor, wj , to be
the sum of all weights wj,i:

wj =
∑
i

wj,i (15)

Thus, intuitively, an object j gives more of its PageRank
to object i the more frequently it is reported that oi > oj .
If no comparisons are available for the pair oi, oj , then the
average ratings are used to determine which way PageRank
should flow. This PageRank from object j is distributed
to nodes which are believed to have a higher intrinsic score
than itself. In this way, we expect the maximum object to
accumulate the most PageRank and thus be reported as the
object with the maximum score.

To account for the ratings information as a prior, the sec-
ond term in the update equation injects each node with
PageRank proportional to its average rating score, as de-
termined by the crowd.

The two components of the update equation, comparisons
and ratings, are weighted by a factor β. Though β can be
left up to the practitioner, in this paper we choose β to
be the fraction of comparison questions asked to the crowd.
Specifically, if Br is the total number of questions used for
ratings, and Bc the number of comparison questions, we
choose:

β =
Bc

Bc +Br
(16)

In this way, each evidence type is weighted by the amount
that each is present in the evidence corpus. For example,
if we have 60% of questions as comparisons, and 40% as
ratings, β = 0.6.

4.2.4 Implementation Details
Note that, due to our normalization of wj,i and ri, the

above update equation yields a linear system that is still
column stochastic like in the original PageRank matrix, and
thus can be solved using iterative methods [10].

Once the PageRank vector ρ = {ρ1, ρ2, · · · , ρn} is found,
we choose the object corresponding to the maximum PageR-
ank as our estimate for the max object.

4.3 Two-Stage Hybrid Strategy
In order to evaluate the algorithms described in this pa-

per, we utilize a two-stage strategy for evidence collection,
characterized by two parameters, f1 and τ . We will discuss
this in much more detail in Section 5, but we introduce it
here:

We structure our question issuing scheme into two stages:
a ratings-only stage followed by a comparisons-only stage.
Given a set O of n objects and a budget B of total questions
we can ask the crowd, we allocate a fraction of these, f1,
to the first stage (consisting of only ratings), with the rest
going to the second stage (consisting of only comparisons).
We express B as a multiple of n, e.g. B = 1x coverage
implies B is 1 · n questions.

In the ratings stage, we issue f1B ratings questions round-
robin, such that at the stage’s end, each object has approxi-
mately equal amounts of ratings evidence. At the end of the
rating stage, we sort the average observed rating for each
object in descending order and retain the top fraction, τ , of
objects in O for the comparison stage. In the comparisons
stage, we ask for comparisons between randomly selected
pairs of these retained objects.

0.2 0.4 0.6 0.8 1.0
f1

0.2
0.3
0.4
0.5
0.6
0.7
0.8
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cu
ra
cy

MLE
MPR

(a) B = 5x, τ = 0.1
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0.7
0.8
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cy
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(b) B = 20x, τ = 0.1

Figure 1: Accuracy of MLE vs. MPR while varying f1, the
fraction of the budget allocated to ratings. n = 30, k = 5, σ = 0.1.
Each point is the average of 1000 simulations.
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τ
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(a) B = 5x, f1 = 0.5

0.1 0.2 0.3 0.4 0.5
τ

0.40
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0.80
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(b) B = 20x, f1 = 0.5

Figure 2: Accuracy of MLE vs. MPR while varying τ , the
fraction of items in O retained in the comparisons stage. n =
30, k = 5, σ = 0.1. Each point is the average of 1000 simulations.

For example, if n = 30, B = 5x coverage (150 questions),
f1 = 0.4, and τ = 0.3, we would spend 60 questions on
the ratings stage, retain the top 9 objects as sorted by their
average rating, and spend the remaining 90 questions asking
for pairwise comparisons between these 9 objects.

At the completion of the comparison stage, we take the
simulated responses and sort the set of objects in O using
either the MLE approach or the MPR approach, and we
report the object with the highest score as the max.

4.4 Experiments
We seek to experimentally determine how the Modified

PageRank (MPR) algorithm compares to the maximum like-
lihood estimate (MLE) approach. Here, we are only con-
cerned with the relative accuracies of the two approaches —
we will examine evidence collection strategies for maximiz-
ing accuracy in Section 5. We choose to initially work on
simulated synthetic data, as this gives us the opportunity
to vary many parameters and efficiently study the behavior
of the algorithms more precisely. However, in Section 7, we
evaluate our algorithms using actual responses from Amazon
Mechanical Turk.

To generate this synthetic data, we consider a set O of
n = 30 objects whose intrinsic quality scores are distributed
uniformly at random in the interval [0, 1), and simulate a
worker error model (as described in Section 2) where σ = 0.1
and k = 5. Since perceptions are distributed normally, and
thus 95% of observations are within 2σ = 0.2 away from the
mean, this choice of σ and k can intuitively be thought of
as a 5-star rating system where almost all ratings fall within
±1 star of the true object score. We discuss the effects of
varying σ and k more generally in Section 6. We use the
two-stage hybrid evidence collection strategy described pre-
viously in Section 4.3, computing the max separately using
both the MLE and MPR approaches.
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We run our experiments by varying three different param-
eters: B, f1, and τ , and we measure the accuracy of each
algorithm under these parameters, where we define accu-
racy to be the fraction of simulations where our algorithm
correctly identifies the true max object. For each point
(B, f1, τ), we simulate 1000 trials in order to compute this
accuracy.

In Figure 1, we show the results of varying f1 from 0.1 to
1.0 while keeping τ fixed at 0.1. By varying f1, we are able
to investigate to what extent the relative amounts of each
type of evidence, i.e. ratings and comparisons, influence
the degree to which MPR is able to approximate MLE. We
perform this experiment for budgets of size 150 and 600
questions.

In Figure 2, we show the results of varying τ from 0.1
to 0.5 while keeping f1 fixed at 0.5 — i.e. the budget is
equally split between ratings and comparisons. As τ is in-
creased, the comparison stage solicits comparisons between
a larger number of objects, and thus there are a greater
number of edges in the graph when computing the Modified
PageRank. Thus, Figure 2 demonstrates the effect the graph
complexity formed by comparison evidence has on the rel-
ative performance of the two algorithms. We also perform
this experiment for budgets of size 150 and 600 questions.

4.5 Discussion
MLE is consistently more accurate than MPR, though
MPR is a close approximation.

As can be seen in both Figures 1 and 2, the MLE algo-
rithm consistently achieves a higher accuracy than MPR.
This is to be expected; the MLE algorithm chooses the set
of scores that is most likely to occur given the evidence, and
thus unless the optimization converges to a local optimum
far away from the true maximum, MLE should outperform
any other algorithm in accuracy. However, it is also quite
interesting to note that MPR is very close in matching the
accuracy of MLE, even as the relative proportion of ratings
evidence to comparison evidence is varied.

As the number of objects being compared increases, the
gap between MPR and MLE increases, though MPR still
remains a close approximation. However, as the budget
is increased, this gap becomes smaller.

In Figure 2, we see that as τ increases, i.e. the number of
objects being compared increases, the gap between the MLE
and MPR accuracy increases. This agrees with intuition
— as τ increases, the average number of comparisons per
pair of objects decreases quadratically. This can cause large
variation in our MPR update equation when determining
how PageRank should flow between nodes. Figure 2b also
supports this, as we observe that the gap between MLE
and MPR roughly decreases, compared to Figure 2a, as we
increase the total budget.

The highest accuracy is achieved by a hybrid of both
ratings and comparisons.

Finally, we also note in Figure 1, as we vary the mix of
ratings and comparisons, we can significantly influence the
overall accuracy for a given budget. In particular, strategies
that are skewed significantly toward either only ratings or
only comparisons can perform much more poorly than op-
timal. For example, in Figure 1a, we see using mostly only

comparisons or mostly only ratings yields an accuracy of
approximately 40%, whereas the optimal accuracy in that
parameter space is 1.5x higher at 60%. This provides initial
support to our hypothesis that a hybrid strategy is a more
effective way to compute the max with the crowd. We will
revisit this in more detail in Section 5 when we discuss the
evidence collection problem.

4.6 Performance
Under the two-stage strategy, the computational com-
plexity of one iteration of gradient ascent in MLE is
O(τ3n3), whereas one iteration of updating the PageR-
ank vector in MPR is just O(τ2n2).

Though we do not rigorously optimize either algorithm for
speed, in the previous simulations (where n = 30) we find
that the PageRank algorithm tends to be faster than the
MLE algorithm by roughly a factor of 100 or more. We can
further understand this performance discrepancy by consid-
ering the complexity of computing one iteration of either
MLE or MPR. In the two-stage strategy, this computation
is performed using the top τn items.

In the MLE approach, when computing the likelihood
function for a set of candidate item scores, we must compute
a different probability term for each ratings interval and for
each retained item, for a contribution of O(τnk) compu-
tations. The pairwise comparisons also contribute O(τ2n2)
probability terms. However, when computing the gradient of
this function, we must perturb each of the τn item scores and
recompute the entire probability again. This gives an overall
complexity per iteration of O(τn(τnk + τ2n2)) = O(τ3n3).

For the MPR approach, consider the MPR update equa-
tion (Equation 13). We see that the comparisons term dom-
inates the computation, and thus the complexity is O(τ2n2).
Not only does MPR have a lower computational complexity
than MLE, it also has the added benefit of being simple to
compute, without the need to calculate intensive statistical
functions.

4.7 Summary
In summary, though MPR is slightly less accurate than

MLE, it is much faster, scales better, and has the advantage
of not needing to know σ2 or needing to tune parameters of
an optimizer (e.g. initialization point, max iterations, step-
ping size, etc.) as in the MLE case. This speed and MPR’s
general ability to closely mimic the shape of the MLE curves
allow for us to use the MPR algorithm to study the problem
of hybrid evidence collection strategies in much more detail
than would be feasible if we were limited to just using MLE.

5. EVIDENCE COLLECTION
In the evidence collection problem, we are given a set

of objects O and a budget B of total questions that we
can ask the crowd, and we must choose how to allocate
these questions between ratings and comparisons, and what
objects these questions should reference. Our objective is
to ask the crowd questions in such a way as to maximize
our accuracy in predicting the maximum object in O. We
once again assume that the intrinsic scores of items in O are
distributed uniformly at random in the interval [0,1).

The search space of possible evidence collection strategies
is very large. To limit the scope of our discussion, we will
focus more deeply on the two-stage hybrid strategies initially
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(b) Average optimal f1 (across
B = 1x to 50x) vs. n.

Figure 3: Optimal f1 determination. The optimal f1 is deter-
mined by taking the value of f1 in the pair (f1, τ) that maxi-
mizes the accuracy of our two-stage strategy. The accuracy for a
given (f1, τ) is computed from the average of 1000 simulations.
σ = 0.1, k = 5.

described in Section 4.3, where the first stage consists of only
ratings, and the second stage consists only of comparisons
in a retained subset of O.

The parameters we have available for us to vary in the
two-stage approach are f1, the fraction of B spent on the
first stage, and τ , the fraction of O retained for the second
stage of questions. We first discuss a heuristic for selecting
these parameters in a hybrid approach of ratings followed by
comparisons (Section 5.1), and then compare this hybrid ap-
proach against two-stage algorithms using only one question
type (Section 5.3).

Due to the large number of simulations needed in this
section, we exclusively use our MPR approximation to de-
termine the maximum object in O.

5.1 Finding a Heuristic

5.1.1 Experiments
We seek a heuristic for setting the values of f1 and τ to

maximize MPR accuracy, given a budget B. To begin, we
once again consider a worker error model with σ = 0.1 and
k = 5 (we discuss the effects of varying the worker error
model parameters in Section 6).

We vary n, B, f1, and τ in our experiments. We consider
a range of values for n, the number of objects, by setting
n = 10, 20, 30, 40, 60, 80, and 100. For each value of n, we
vary the budget B from 1x coverage to 50x coverage, in
increments of 1x coverage. We next sweep the parameter
space of f1 and τ in order to search for the optimal choice of
f1 and τ for a given B and n. In order to limit the computa-
tional burden of simulating every possible value of f1 and τ ,
we vary the number of ratings questions in increments of n
(i.e. f1 = 0, 1

B
, 2
B
, · · · , B−1

B
, 1), and we limit the maximum

subset size of O in the comparison stage to 10 objects (i.e.
τ = 2

n
, 3
n
, · · · , 10

n
). In practice we see that for our chosen

values of n, k, and σ, subset sizes much larger than 10 tend
to reduce the accuracy of our algorithm.

For each (n,B, f1, τ), we run 1000 simulations of the two-
stage strategy in the same manner as described in Section 4,
measuring the accuracy of MPR in computing the max ob-
ject in O. For a given (n,B), we record the maximum ac-
curacy obtained and the pair (f1, τ) used to obtain that
accuracy. In Figure 3 and Figure 4, we visualize this data
in several ways.

5.1.2 Discussion
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Figure 4: Visualizing optimal τ . Instead of plotting τ , we plot
CPP (defined in Equation 17), where CPP represents the aver-
age amount of comparison evidence available per pair of objects.
CPP is a function of f1 and τ , which are determined by the pair
(f1, τ) that maximizes the accuracy of our two-stage strategy.
σ = 0.1, k = 5.

The optimal f1 fluctuates around a constant value as B
and n are varied. For σ = 0.1 and k = 5, setting f1 = 0.4
(i.e. 40% of budget spent on ratings) appears to approx-
imate the optimal choice for f1.

In Figure 3a, we plot the optimal f1 vs. B for n = 10
and n = 100, as determined by our experiments. Though
the plot is noisy, the optimal f1 appears to center around
a constant value for most values of B, and also for low and
high values of n. As we saw anecdotally in Figure 1, the
accuracy vs. f1 curve appears to be relatively flat around
its maximum value, which would explain why the optimal
f1 determined experimentally could appear noisy. This also
would indicate that if we find a choice of f1 and τ that is
close to their optimal values, we may still be able to achieve
a high accuracy.

To more clearly observe what value f1 is centered upon,
for each value of n, we compute the average optimal value of
f1 over B = 1x to B = 50x, and we plot this as a function
of n in Figure 3b. Here we see that the optimal value of
f1 appears to be close to 0.4, even as we vary n over a
large range of values. We will test this heuristic further in
Section 5.2.

The optimal τ appears to be proportional to 1√
n

as B

and n are varied. For σ = 0.1 and k = 5, setting τ = 0.7√
n

appears to approximate the optimal choice for τ .

In order to derive a heuristic for τ , we instead decide
to measure a related parameter — the average number of
comparisons per object pair (CPP ) in the second stage of
evidence collection. For example, if n = 10, and τ = 0.5,
the retained subset size for the comparison stage is 5 objects,
with

(
5
2

)
= 10 possible object pairs. If we have a budget of

50 questions allocated to the comparisons stage, this would
imply CPP = 50/10 = 5 comparisons per pair. Specifically,
if we express B as a multiple of n (i.e. B = 1x is n questions)
we have:

CPP =
(1− f1)Bn(

τn
2

) (17)

Intuitively, by measuring CPP , we seek to observe whether
optimal strategies attempt to adhere to some rule while scal-
ing the amount of evidence for any given pairwise compar-
ison as n and B are varied. We plot CPP vs. B for n =
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(b) n = 20.
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(c) n = 60.

0 10 20 30 40 50
B (as a multiple of n)

0.0

0.2

0.4

0.6

0.8

1.0

Ac
cu

ra
cy

OPT
HEU
AVG

(d) n = 100.

Figure 5: Heuristic evaluation against optimal hybrid strategy.
We compare the accuracy of our heuristic (HEU) for choosing f1

and τ against the optimal strategy (OPT) and the average accu-
racy (AVG) obtained when sweeping f1 and τ . We plot accuracy
vs. budget for values of n = 10, 20, 60 and 100. σ = 0.1, k = 5.

10, 60, and 100 in Figure 4a, where CPP is calculated using
the optimal f1 and τ from our sweep for a given B and n.
We see that as B is increased, for a wide range of n, the
average number of comparisons per pair follows roughly the
same linear relationship. To reduce the noise and estimate
the slope of this relationship, for each value of B, we take
the median value of CPP over our simulated values of n,
i.e. n = 10, 20, 30, 40, 60, 80, and 100, and plot this median
vs. B in Figure 4b. Performing linear regression, we find:

CPP ≈ 2.24B

If we substitute this into Equation 17 and approximate
(
τn
2

)
as 1

2
(τn)2, then we arrive at the heuristic τ ≈

√
2(1−f1)

2.24n
, i.e.

τ = 0.7√
n

when f1 = 0.4. We test the efficacy of this heuristic

in the next section.

5.2 Evaluation of Heuristic

5.2.1 Experiments
Our heuristic, where f1 = 0.4 and τ = 0.7√

n
, corresponds

to a strategy where 40% of B is spent on ratings, and the
remaining 60% is spent on comparisons on a retained subset
of the top d 0.7

√
n e objects in O. We seek to determine how

closely the previously derived heuristic is able to match the
optimal accuracy found in our sweep of f1 and τ .

To do so, in Figure 5 we plot three curves as a function of
B for various values of n: the optimal accuracy (OPT) de-
termined by our parameter sweep of f1 and τ , the accuracy
achieved by using our heuristic1 (HEU), and the average ac-
curacy (AVG) obtained during our parameter sweep of f1

and τ . The AVG curve helps visualize how sensitive the se-
lection of f1 and τ is to the overall accuracy of the strategy

1If τn is not an integer, we use dτne as the retained sub-
set size. Also, because evaluation of the heuristic is much
less expensive than a full parameter sweep, we simulate the
heuristic strategy 5000 times instead of 1000 times to reduce
variance in reported accuracy.

— a lower AVG curve relative to OPT indicates a greater
importance in finding a good choice of f1 and τ .

5.2.2 Discussion
Our heuristic strategy (HEU), where f1 = 0.4 and τ =
0.7√
n

, very closely mimics the optimal accuracy (OPT) ob-

tained by our parameter sweep of f1 and τ .

In Figure 5, we see that HEU very closely mimics the
accuracy of OPT for a wide range of n and B. In fact, there
exist some rare instances (e.g. B = 1x in Figure 5d) where
the heuristic outperforms the accuracy obtained by OPT in
our parameter sweep — this is because our heuristic for f1

can yield a point in between our sampling of values for f1

in our original parameter sweep.

The importance of selecting f1 and τ increases as n in-
creases.

We also note that as we increase from n = 10 to n = 100,
the distance between the AVG curve and the OPT and HEU
curves increases. This indicates that the selection of f1 and
τ become much more important as n increases. We also
note that our heuristic’s performance relative to the optimal
strategy remains largely unchanged as n increases.

5.3 Comparison to Non-Hybrid Approaches
As mentioned in Section 1, our intuition is that a hybrid

ratings and comparisons strategy could outperform a strat-
egy utilizing only one evidence collection type. Ratings have
the advantage of only having O(n) possible questions, but
have the disadvantage of being quantized into discrete in-
tervals. Comparisons are able to mitigate this quantization,
but the space of possible comparisons is O(n2) in size, and
thus a naive strategy with only comparisons would likely be
inefficient. We wish to test our intuition that our hybrid
heuristic approach outperforms both a ratings-only and a
comparisons-only approach. In order to make a fair com-
parison, we once again consider two-stage (f1, τ) strategies
for ratings-only and comparison-only approaches.

In the ratings case, we have an initial stage of f1B ratings
followed by another stage of ratings on the top subset of
τn items, where the top subset is computed as before. The
final prediction for the maximum is given by the maximum
average rating, combining the evidence from both stages.

In the comparisons case, we have an initial stage of f1B
comparisons, where each comparison is between a random
pair within the full set of O objects. In the second stage,
comparisons are only queried between random pairs of ob-
jects in a retained subset of O, where the top τn items, as
ranked by their MPR scores, are retained. The object with
the highest final MPR score is reported as the maximum.

5.3.1 Experiments
Because both the ratings-only and comparisons-only ap-

proaches are dependent on the choice of f1 and τ , we per-
form a parameter sweep as before to compute the optimal
f1 and τ for each B and n for both the ratings-only and
comparisons-only approaches. We refer to the optimal tun-
ing of these algorithms as OPT-RR and OPT-CC, respec-
tively. We compare these three algorithm types in Figure 6,
plotting the accuracy of HEU, OPT-RR, and OPT-CC vs.
B for large and small values of n.

5.3.2 Discussion
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Figure 6: Heuristic evaluation against non-hybrid approaches.
Here we plot the accuracy vs. budget of our heuristic strategy
(HEU) against the optimal (f1, τ) ratings-only two stage strat-
egy (OPT-RR) and the optimal (f1, τ) comparisons-only strategy
(OPT-CC). We plot this for n = 10, 20, 60, 100. σ = 0.1, k = 5.

The hybrid heuristic approach (HEU) is more accurate
than both the optimal ratings-only (OPT-RR) and opti-
mal comparisons-only (OPT-CC) approaches.

The difference in accuracy of the algorithms is small for
small values of n, but as n increases, HEU and OPT-RR
greatly outperform OPT-CC, and HEU greatly outper-
forms OPT-RR.

In Figure 6, we see that the accuracy of HEU is consis-
tently higher than that of OPT-RR and OPT-CC, however,
this difference is less pronounced for smaller n. This agrees
with our intuition — as n is small, the confusion caused by
having multiple objects mapping to the same rating interval
is minimized simply by having fewer objects. Likewise, for
smaller n, OPT-CC is able to be relatively close to OPT-
RR and HEU because the penalty for having O(n2) possible
comparisons is minimized for small n.

For larger values of n, e.g. n = 60, OPT-RR requires
approximately two times the number of questions to
obtain the same accuracy as HEU, and OPT-CC requires
approximately five to six times the number of questions
to obtain the same accuracy as HEU.

The extent to which HEU outperforms OPT-RR and OPT-
CC is not readily apparent in Figure 6, as this masks the
cost savings of HEU compared to OPT-RR and OPT-CC.
For example, in Figure 6c where n = 60, if we consider an
accuracy of 50%, we see that OPT-CC attains this threshold
at B = 40x coverage, OPT-RR requires B = 12x coverage,
and HEU reaches this much earlier, at B = 6x coverage.
Thus, in this instance, OPT-RR is twice as expensive and
OPT-CC is almost seven times as expensive as our hybrid
strategy. We list more examples of these types of significant
budget savings in Table 1.

5.4 Summary

Table 1: Budget (expressed as a multiple of n = 60) required
to reach a given accuracy threshold. Compares relative costs of
OPT-CC, OPT-RR, and HEU. Data provided from Figure 6c.
Our hybrid heuristic strategy requires significantly less of a bud-
get to achieve the same accuracy as either OPT-RR or OPT-CC.
For example, to reach 50% accuracy, OPT-CC needs B = 40x,
OPT-RR needs B = 12x, but HEU only needs B = 6x questions.
B = 1x denotes B = 1 · n questions.

Budget Required

Accuracy OPT-CC OPT-RR HEU

30% 11x 4x 2x

40% 23x 8x 4x

50% 40x 12x 6x

60% over 50x 21x 12x

70% over 50x 43x 23x

In summary, when k = 5 and σ = 0.1, we are able to
develop a simple heuristic hybrid strategy of ratings and
comparisons that very closely approaches the accuracy of the
optimal (f1, τ) two-stage strategy (Figure 5). Our heuristic,
where f1 = 0.4 and τ = 0.7√

n
, corresponds to a strategy where

40% of B is spent on ratings, and the remaining 60% is spent
on comparisons on a retained subset of the top d 0.7

√
n e

objects in O.
We also discover that the parameter choice of f1 and τ is

very important, with less precise choices of f1 and τ leading
to significant decreases in accuracy (AVG curve in Figure 5).

Finally, when we compare our hybrid heuristic strategy
against optimal ratings-only and comparisons-only strate-
gies, we find that the hybrid approach can outperform both
other approaches, often with substantial cost savings (Fig-
ure 6 and Table 1).

6. PARAMETER ANALYSIS
In previous sections, we based our discussion around a 5-

interval rating system (k = 5), with σ = 0.1. These param-
eters represent values of k and σ that we could reasonably
expect to see in practice; the 5-interval rating system is a
commonly used rating interface in consumer products today
(e.g. Netflix movie ratings, Amazon product reviews, and
Yelp business reviews all use a 5-interval rating system), and
σ = 0.1 assumes that user’s perceptions are within ±1 inter-
val of the intrinsic score 95% of the time (see Section 4.4).

However, our intuition tells us that the reason for the ob-
served trade-off between ratings and comparisons is due to
the quantization introduced by the ratings interval param-
eter k. This makes it difficult to order items in O whose
average scores fall within the same rating interval; due to
either a low error rate (low σ), or a low value of k (larger
intervals) — or both.

In this section, we focus on how the properties of our
hybrid system change as we vary k and σ. In particular,
we focus on several values of k which we feel are natural in
ratings systems: k = 2 (thumbs up/thumbs down interface),
k = 5 (standard 5-star interface), k = 10 (5-star interface
with half-star intervals), and k = 100 (extreme case: 10-star
rating system with one-tenth star reporting intervals).

6.1 Heuristics for Hybrid Strategies
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(a) σ = 0.03, k = 5.
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(b) σ = 0.03, k = 100.
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(c) σ = 0.3, k = 5.
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(d) σ = 0.3, k = 100.

Figure 7: We test low and high values of k and σ and compare
the accuracy of our heuristic (HEU) for choosing f1 and τ against
the optimal strategy (OPT) and the average accuracy (AVG) ob-
tained when sweeping the parameter space for f1 and τ . n = 50.
σ = 0.03 is representative of a low worker error rate, and σ = 0.3
is representative of a high error rate. k = 5 corresponds to a low
rating resolution, and k = 100 corresponds to a very high rating
resolution.

In Section 5, we saw that for a two-stage hybrid strategy
of ratings and comparisons where k = 5 and σ = 0.1, our
heuristic, where f1 is constant and τ ∼ 1√

n
, approximates

the optimal (f1, τ) strategy well. We will henceforth refer
to all strategies of this type using a pair of constants (ϕ,α),
where f1 = ϕ and τ = α√

n
. For example, from Section 5,

our derived heuristic is (ϕ = 0.4,α = 0.7). We wish to
test whether (ϕ,α) heuristics still approximate the optimal
(f1, τ) strategies for other values of σ and k. For now, we will
need to know σ and perform multiple simulations in order
to estimate the ϕ and α in the optimal heuristic strategies
— however, in Section 6.1.4, we describe a rule of thumb
where σ does not need to be known.

6.1.1 Comparison to Optimal — Experiments
We estimate (ϕ,α) for all combinations of k and σ where

k ∈ {5, 100} and σ ∈ {0.03, 0.3} — for now, we will only
consider extreme values of k and σ but, as promised, we shall
still study a wider range of k and σ values in Section 6.1.3.

Method to estimate ϕ and α:. We perform a (f1, τ)
parameter sweep as before: for each (n,B) pair, where
n ∈ {10, 20, 30}, and B ∈ {1, 2, · · · , 25} x coverage,
we record the set of parameters (f1, τ) that maximizes
the accuracy over 1000 simulations of our 2-stage hybrid
strategy. Having computed this sample set of optimal
f1 and τ values, we then fit this data to our proposed
heuristic, i.e. f1 = ϕ and τ = α√

n
. We estimate ϕ as the

average of all optimal f1 over B and n, and we estimate
α as in Section 5, by first computing CPP vs. B (for
each n) and using linear regression to estimate m in the
relation CPP ≈ mB. Iterating over the different values
of n, we compute the average of m, which we denote as

m̄, and rearrange Equation 17 to compute α ≈
√

2(1−ϕ)
m̄

.
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Figure 8: Plot of ϕ and α in our heuristic hybrid strategy vs.
σ for k = 2, 5, 10, 100. In our heuristic, we have the ratings frac-
tion f1 = ϕ, and the retained subset fraction τ = α√

n
. Thus ϕ

represents the fraction of the budget allocated to ratings, and α
can be considered a proxy of the retained subset size used in the
comparisons stage.

Having computed (ϕ,α) for a given (k, σ) using data from
n = 10, 20 and 30, we wish to visualize how a hybrid heuris-
tic strategy (f1 = ϕ, τ = α√

n
) performs for different n. To

get a grasp of this, we test the heuristic strategy at a new
value of n not used in deriving ϕ and α, n = 50. For n = 50,
and for each (k, σ) pair we considered before, we sweep f1

and τ as before to compute the (f1, τ) pair that yields the
maximum accuracy. For each pair of k and σ, we plot ac-
curacy vs. B for three curves in Figure 7: (1) the optimal
accuracy (OPT) obtained by our parameter sweep, (2) the
accuracy of our heuristic (HEU) using f1 = ϕ, τ = α√

n
, and

(3) the average accuracy (AVG) obtained during our param-
eter sweep of f1 and τ .

6.1.2 Comparison to Optimal — Discussion
Our heuristic for 2-stage hybrid strategies, where f1 = ϕ
and τ = α√

n
, closely approximates the optimal (f1, τ)

hybrid strategy for a wide range of k and σ.

In Figure 7, we see that the HEU curve closely approxi-
mates the OPT curve for low and high values of both σ and
k. We also see that the AVG curve is still significantly below
HEU and OPT, indicating that parameter selection remains
important in determining the accuracy of a strategy. This
allows us to fully specify a two-stage heuristic strategy of
ratings and comparisons using just ϕ and α for a given k
and σ, while still being confident that our heuristic will per-
form close to optimal for a wide range of B and n. This also
leads to a useful result:

For hybrid heuristic strategies, the computational com-
plexity of an iteration of MPR becomes O(n). This holds
as k and σ are varied.

A particularly desirable consequence of τ ∼ 1√
n

can be

seen by recalling that the MPR algorithm is O(τ2n2) in
the two-stage strategy. With τ ∼ 1√

n
, the complexity of

calculating MPR becomes O(n). Thus, for optimal hybrid
strategies, using MPR as our evidence evaluation algorithm
scales linearly as we increase n.

6.1.3 Heuristic Strategy Parameters — Experiments
Knowing that our (ϕ,α)-heuristics still closely approxi-

mate the optimal accuracy of an (f1, τ) evidence collec-
tion strategy, we wish to visualize in more detail how ϕ
and α change as we vary k and σ. We consider all com-
binations of k and σ where k ∈ {2, 5, 10, 100} and σ ∈

10



{0.01, 0.02, 0.03, 0.04, 0.05, 0.075, 0.1, 0.15, 0.2, 0.25, 0.3}, and
once again compute ϕ and α almost identically as before —
however, this time we only simulate one value of n, n = 30,
and use this to obtain our estimates for ϕ and α. We plot
ϕ vs. σ in Figure 8a and plot α vs. σ in Figure 8b.

6.1.4 Heuristic Strategy Parameters — Discussion
The fraction of B allocated to ratings, f1 = ϕ, generally
increases as the worker error (σ) increases, but plateaus
quickly.

In Figure 8a, we observe ϕ ramping up and then quickly
plateauing as σ is increased. This agrees with our earlier in-
tuition — as the worker error increases, objects within the
same ratings interval will have a larger spread of ratings re-
ported, which in turn can lead to a more accurate estimate
of the object’s true score (though this may require a larger
budget). With a small spread (i.e. low σ), ratings are less
useful and thus more of the budget is allocated to compar-
isons. When k is high, this quantization error is minimally
dependent on σ and we observe ϕ to be relatively flat.

The number of objects retained for the comparison stage
(proportional to α) decreases as worker error increases,
particularly when worker error is low. However, α re-
mains relatively constant when worker error is high.

Without the quantization effects of ratings, we might ini-
tially expect α to increase as σ increased — an increased
error should dictate that the retained subset of the second
stage be larger in order to avoid prematurely excluding the
true max object in O. We do observe this in Figure 8b for
large values of k (e.g. k = 100), where the ratings quantiza-
tion error is minimal.

However, for smaller values of k (e.g. k = 2, 5, 10), we see
the opposite: by having more accurate workers (smaller σ),
the quantization error dominates, and so the retained sub-
set size for comparisons must be larger to avoid excluding a
potential candidate for the max. However, once σ increases
enough such that this quantization effect no longer domi-
nates, we see the slight increase in α as σ increases that we
initially would have expected.

If σ is not very low (e.g. σ > 0.05), the heuristic parame-
ters ϕ and α remain relatively constant. This allows us to
determine a good hybrid heuristic even if σ is not known
precisely.

Finally, in Figure 8b, we see that for k = 5, 10, 100, when σ
is greater than approximately 0.05 (which conceivably could
be very common in practice), the heuristic parameters (ϕ,α)
are relatively constant, with ϕ ≈ 0.4 and α ≈ 0.7. Note that
this agrees with our previously derived heuristic in Section 5.
This is extremely useful — it allows us to determine a heuris-
tic evidence collection strategy without knowing σ precisely :

If k ≥ 5 and σ is known roughly to be larger than 0.05,
then the hybrid heuristic collection strategy given by
f1 = 0.4 and τ = 0.7√

n
is a close approximation to the

optimal (f1, τ) hybrid strategy.

6.2 Comparison to Non-Hybrid Approaches
In Section 5.3, we saw that a hybrid evidence collection

approach can greatly outperform both a ratings-only and
comparisons-only approach when k = 5 and σ = 0.1. We
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(d) k = 100.

Figure 9: For various values of k, we compare the accuracy of the
optimal (f1, τ) hybrid strategy (OPT-HYB) against the optimal
(f1, τ) ratings-only (OPT-RR) and optimal (f1, τ) comparisons-
only strategies (OPT-CC) as a function of σ. Accuracy is mea-
sured assuming n = 50 and B = 25x coverage (i.e. 25n questions).
Note that OPT-CC remains the same in all four graphs because
it is not dependent on k.

wish to further develop some intuition as to when this ad-
vantage remains valid.

6.2.1 Experiments
In order to see how the three evidence collection strategies

compare as a function of σ and k, we consider the accuracy
of each strategy for a fixed n and B, namely n = 50 and
B = 25x coverage. In Figure 9, we plot optimal accuracy
vs. σ for k = 2, 5, 10 and 100. For each value of k, we
display the accuracy of 3 different strategies: (1) the optimal
(f1, τ) hybrid evidence collection strategy (OPT-HYB), (2)
the optimal (f1, τ) ratings-only strategy (OPT-RR), and (3)
the optimal (f1, τ) comparisons-only strategy (OPT-CC).
As before, the optimal (f1, τ) is computed by sweeping over
the parameter space for f1 and τ and retaining the pair that
gives the highest accuracy.

6.2.2 Discussion
OPT-HYB tends to be much more accurate than the
comparisons-only strategy (OPT-CC), except when k is
very low (e.g. k = 2) and worker error is also low.

In Figure 9a, where k = 2, we see the only brief instance
where OPT-CC outperforms both OPT-CC and OPT-HYB
when the worker error is low. This makes sense intuitively
— with small k and low σ, the ratings quantization error is
significantly increased. In such a situation, ratings become
much less effective and so a first phase of comparisons can
order the items in O more accurately. However, besides this
edge case, OPT-CC tends to be significantly less accurate
than either the OPT-HYB or OPT-RR algorithms.

The ratings-only strategy (OPT-RR) is least accurate
when error is low and k is not high (i.e. k = 2, k = 5).
For such values of k, a lower error rate actually decreases
the accuracy of a ratings-only strategy.
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One of the most striking examples of the quantization
effect of low k and σ on OPT-RR accuracy can be seen
by looking at OPT-RR at low σ for k = 2, 5 and 10 in
Figure 9. Here we see that having more accurate workers
actually decreases the accuracy of the ratings approach.

To understand this more intuitively, consider the case
where σ = 0.05 and k = 2 (Figure 9a). Since σ is so low,
after the first phase of ratings we are only able to ascertain
the top half of objects, and a second phase of ratings would
provide little extra information. Thus, the expected accu-
racy is the same as if we were to choose an item at random
from the top interval and report it as the max, i.e. we expect
an accuracy of k

n
when σ is very small relative to the rating

interval size. For k = 2 and n = 50, this is approximately
4%, which we see reflected in Figure 9a.

OPT-HYB typically is much more accurate than OPT-
RR when k is low and worker error is not high. When
worker error is high or k is high, OPT-HYB and OPT-RR
are comparable in accuracy.

In Figure 9, we see OPT-HYB typically is more accurate
than OPT-RR when σ is low and k is low (i.e. when rating
quantization effects are substantial). In these cases, the hy-
brid strategy is able to use comparisons to offset the limited
resolution a ratings-only approach would obtain. However,
we also see that as workers become less accurate (as σ in-
creases), the two strategies begin to achieve similar accuracy.
When k is high and thus quantization error is mitigated, e.g.
k = 100, the two strategies are roughly equal in accuracy.

6.3 Summary
To summarize, it appears that if we know σ to fall in a

reasonable range, e.g. 0.05 < σ < 0.2, with k not high (e.g.
k = 5 or k = 10), a hybrid approach outperforms or matches
the performance of both the ratings-only or comparisons-
only strategies (Figure 9).

Also, because we know hybrid heuristics of the form f1 =
ϕ, τ = α√

n
closely match the optimal (f1, τ) hybrid strate-

gies (Figure 7), and because the curves of ϕ and α vs.
σ are roughly constant in this range of σ, we can spec-
ify a good heuristic hybrid strategy for evidence collection
(f1 = 0.4, τ = 0.7√

n
), even without knowing σ precisely (Fig-

ure 8). For other values of k and σ, our method in Sec-
tion 6.1.1 can be applied to determine ϕ and α.

However, for less common values of σ and k, it is best to
run simulations for the specific B and n in question to deter-
mine the precise trade-offs. This is particularly important
when k and worker error are both low (i.e. when OPT-CC
is potentially the best strategy, and also when α and ϕ vary
most — Figure 9a), or if worker error is high and k is low
(i.e. where OPT-RR and OPT-HYB begin to have similar
accuracy characteristics — Figure 9c).

7. MECHANICAL TURK EXPERIMENTS
In our previous sections, we described a model to repre-

sent crowdsourced workers’ responses to rating and compar-
ison interfaces and performed simulations in order to devise
strategies and heuristics when operating in such an envi-
ronment. In this section, we evaluate some of our previous
findings in a real setting using Amazon Mechanical Turk.

One of the difficulties in using real workers to evaluate our
max-finding algorithms is the need to utilize a dataset for

(a) Sample image from M&M
dataset. There are 35 can-
dies here.

(b) Sample image from mall
dataset. There are 41 peo-
ple here (some hidden in
the back).

Figure 10: Example images from two Mechanical Turk datasets.

which there is a clear ground-truth that can be determined a
priori. To address this, we test our max-finding algorithms
on collections of images where the intrinsic score associated
with each image is the count of the number of items in the
image, where the count has been normalized to fall in the
range of 0 to 1. We consider two datasets (available online
[8]):
1. M&M dataset: Collection of images depicting M&M

chocolate candies, where each image has a distinct num-
ber of candies, ranging from 11 to 40 candies, for a total
of 30 images. See example image in Figure 10a.

2. Mall dataset: Subset of a pedestrian counting dataset
from Chen, et al. [2]. Images were taken with a web-
cam overlooking a well-trafficked area within a mall. The
number of people in each image varied from 11 to 50 peo-
ple, with one image per possible value in that range, for a
total of 40 images, each with distinct pedestrian counts.
See example image in Figure 10b.

As can be seen in Figure 10, the M&M dataset has images
that are substantially more straightforward to evaluate than
the mall dataset, as there are no occlusions or hard-to-find
objects. We expect that this would correspond to a lower
worker error σ for the M&M dataset than the mall dataset.

7.1 Experiment Setup
For each of the previous datasets, we solicit both ratings

and comparisons from Mechanical Turk workers. In the rat-
ings interface, the user is asked to estimate or count the
number of candies or people in the image, and then report
back their observed count in one of k = 5 ratings intervals.
For example, in the M&M dataset where the counts varied
from 11 to 40 candies, these interval ranges are 11–16, 17–22,
23–28, 29–34, and 35–40 candies. In the comparisons inter-
face, the user is presented two images from the dataset and
asked to choose the image with either the greater number of
candies or people.

For both datasets, we ask for 10 ratings per image and 10
comparisons for every possible image pair in the dataset. For
the M&M dataset, this corresponds to a corpus of 4650 Turk
responses, and 8200 Turk responses for the mall dataset. We
do not place any restrictions on the type or skills of workers
allowed to complete out our tasks.

7.2 Results

7.2.1 Distribution of Worker Responses
We first check that the distribution of worker responses is

roughly in line with the assumptions of our model. In Fig-
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(b) Mall dataset.

Figure 11: Distribution of ratings responses.
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Figure 12: Distribution of comparisons responses.

ure 11, we plot the average reported rating/count interval
by the workers vs. the true count for both datasets (OB-
SERVED), and we also plot what the reported count would
be if all workers perfectly identified the correct interval each
time (PERFECT).

One of the first non-idealities we observe is that in both
datasets, there is a tendency for workers to under-report
the number of items in the image — this effect is more pro-
nounced as the true count increases. This makes sense intu-
itively — as the number of items to count increases, workers
find the task more tedious and have more trouble accurately
completing it. We particularly noticed that for over approx-
imately 42 items in the mall dataset, workers had extreme
trouble in correctly assessing the image (in both comparisons
and ratings), leading to noisy and incorrect responses. For
this reason, when evaluating the performance of the heuristic
strategies in the next section, we only consider the images
in the mall dataset where the number of people were less
than 42.

Despite this systematic tendency to undercount, we see
that the average ratings roughly increase as the true count
increases, which is desirable. In the M&M dataset, we see
that within a particular ratings interval, the average re-
ported rating is flatter than in the mall dataset — this is
indicative of greater consensus between workers, i.e. lower
σ for the M&M dataset.

For the comparisons distributions, one of our major as-
sumptions was that increasing difference in quality mea-
sures between two items being compared would yield higher
worker accuracies. We see this is the case in Figure 12, where
we plot the worker accuracy for comparisons as a function of
the difference in counts of the images being compared. We
also plot what we would expect this curve to look like for
σ = 0.08 and σ = 0.1 for the M&M and mall dataset, re-
spectively, and find close agreement, though we see that the
workers for the M&M dataset tended to be more accurate.

7.2.2 Hybrid Heuristic Performance
We next use the corpus of Turk responses in order to
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Figure 13: Hybrid heuristic performance.

evaluate different question issuing schemes for our hybrid
heuristic. We follow the same methodology as we did before,
except now instead of explicitly modeling worker responses
as following some Gaussian distribution, we randomly select
worker responses directly from our pool of observed Mechan-
ical Turk answers. We set the number of objects n = 25,
and plot the accuracy of the optimal (f1, τ) hybrid two-
stage strategy (OPT), our hybrid heuristic strategy (HEU),
the optimal two stage ratings only strategy (OPT-RR), and
the optimal two stage comparisons only strategy (OPT-CC).
The n objects are selected randomly from the entire dataset,
and at the end of the evidence collection stages, we use our
MPR algorithm to predict the maximum item. As before,
this is repeated 1000 times in order to measure our algo-
rithm’s accuracy using actual Turk responses. Once again,
OPT, OPT-RR, and OPT-CC are all found using a brute-
force parameter sweep. For the hybrid heuristic (HEU), we
use the generally applicable metric we discovered in Sec-
tion ??, where f1 = 0.4 and τ = 0.7√

n
. These results are

plotted in Figure 13.
As we can see, our simple heuristic is still able to very

closely approximate the optimal two-stage hybrid strategy,
and is able to match or outperform a strategy using only
ratings or only comparisons. There are some interesting
caveats to notice, however. For the mall dataset, we see
that the ratings-only approach is about as effective as the
hybrid approach (Figure 13b) — this agrees with our previ-
ous observation in Section 6.2.1, where we noted that high
worker errors caused the hybrid approach and ratings-only
approach to have similar accuracies. However, when worker
accuracy is high, as in the M&M dataset case, ratings be-
come low variance and thus a ratings-only approach is very
poor (Figure 13a). This may seem non-intuitive at first,
but as we saw in Section 6.2.1, a lower worker variance
causes ratings of similar quality objects to be indistinguish-
able from one another, negatively affecting the performance
of ratings-only approaches.

7.3 Summary
To summarize, our Turk experiments show that while

there are some deviations from our ideal model, in general
our assumptions about worker response characteristics do
hold, and we find that our simple two-stage hybrid heuristic
utilizing our MPR algorithm, where we spend 40% of our
budget on ratings, followed by comparisons on the top 0.7√

n

fraction of items, can yield very good results in practice,
even when the worker variance σ is not known. Thus, for
most applications of the max problem, our simple hybrid
heuristic provides a good starting point for evidence collec-
tion strategies.
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8. RELATED WORK
One of the most closely related works in the literature

to the problem we study here is that of Marcus, et al. on
using human operators to perform sorts and joins in a crowd
database system [9]. As part of their work, Marcus, et al.
use Amazon’s Mechanical Turk to compare a ratings-only,
comparisons-only, and hybrid approach to sorting using the
crowd, and find that the hybrid approach can achieve similar
accuracy at substantially lower cost.

Our work extends that of Marcus, et al. in several ways.
First, with our MLE approach and MPR approximation, we
provide a general way to combine a mixed set of ratings and
comparison evidence, regardless of in what order they were
collected. Marcus, et al. use an initial set of ratings to deter-
mine which items to ask for comparisons on, but then base
their final ranking only on the set of comparisons, throwing
away the rating information. In addition, unlike Marcus et
al., we focus on the trade-offs of the three approaches as
we vary many parameters: worker error, budget, question
issuing strategies, ratings interfaces, and number of objects.

Guo, et al. also study the problem of finding the max
with the crowd, albeit by only using pairwise comparisons
[6]. They consider both the evidence evaluation and evi-
dence collection problems as we do here, but in the context
of pairwise comparisons. Their model for comparisons also
differs from ours — they use a fixed error probability for
workers, regardless of the intrinsic scores of the items being
compared, whereas we use a model where the error varies as
a function of the difference in items’ scores.

Though our model of comparisons is well-known in the
field of psychophysical theory [4, 12], we believe this is the
first time it has been combined with a model for ratings and
discussed in the context of crowd computation. There has
been some work in crowdsourcing using models of a similar
form, but these papers mostly focus on comparison strate-
gies only [3, 5].

Finally, our Modified PageRank heuristic for the evidence
evaluation problem draws inspiration from several sources in
the literature. Both Guo and Brandt discuss the efficacy of
PageRank to rank items with paired comparisons [1, 6], but
do not provide a mechanism to incorporate other types of
evidence. Our approach of non-uniformly weighting nodes
based on their average rating draws inspiration from Haveli-
wala [7], where a non-uniform weighting is used to adapt
PageRank for topic-sensitive search. Thus, our MPR algo-
rithm can be considered an evolution of the ideas of Brandt,
Guo, and Haveliwala [1, 6, 7].

9. CONCLUSION
In a traditional database, computing the max of a col-

lection is perhaps one of the simplest operations to per-
form. However, in a crowdsourcing database with incon-
sistent workers, we quickly see how complex this problem
can become.

Our results provide guidance on how to integrate informa-
tion from multiple interfaces when seeking to determine the
max of a set of objects. We focused on two related aspects of
this problem: evidence evaluation and evidence collection.
For the evidence evaluation problem, we presented a maxi-
mum likelihood formulation and a PageRank-based approx-
imation to estimate the max object given a set of rating and
comparison evidence. We found that the PageRank-based

approach closely mimicked the accuracy of the ML formula-
tion, while being orders of magnitude faster and significantly
less computationally expensive to evaluate.

For the evidence collection problem, we developed sim-
ple, yet effective, heuristic strategies for allocating a budget
between ratings and comparisons. We showed that these
heuristics closely matched the performance of optimal strate-
gies, and we also provided a simple, general heuristic appli-
cable whenever worker error is not very small. We were able
to demonstrate that a hybrid approach to finding the max,
consisting of both ratings and comparisons, could lead to
substantial cost savings over single interface approaches, and
that these conclusions remained robust over a wide range of
worker model parameters.

Finally, we evaluated both our simple heuristic approach
and MPR algorithm on two real datasets using Amazon Me-
chanical Turk, and found that our guidelines remain appli-
cable in practical settings.
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