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ABSTRACT
We study the problem of using the crowd to perform entity reso-
lution (ER) on a set of records. For many types of records, espe-
cially those involving images, such a task can be difficult for ma-
chines, but relatively easy for humans. Typical crowd-based ER
approaches ask workers for pairwise judgments between records,
which quickly becomes prohibitively expensive even for moderate
numbers of records. In this paper, we reduce the cost of pairwise
crowd ER approaches by soliciting the crowd for attribute labels
on records, and then asking for pairwise judgments only between
records with similar sets of attribute labels. However, due to errors
induced by crowd-based attribute labeling, a naive attribute-based
approach becomes extremely inaccurate even with few attributes.
To combat these errors, we use error mitigation strategies which al-
low us to control the accuracy of our results while maintaining sig-
nificant cost reductions. We develop a probabilistic model which
allows us to determine the optimal, lowest-cost combination of er-
ror mitigation strategies needed to achieve a minimum desired ac-
curacy. We test our approach with actual crowdworkers on a dataset
of celebrity images, and find that our results yield crowd ER strate-
gies which achieve high accuracy yet are significantly lower cost
than pairwise-only approaches.

1. INTRODUCTION
A common operation performed on sets of records in databases

is entity resolution or ER, in which records referring to the same
real-world entity are clustered together, usually to merge records
of the same entity together, to remove duplicates from a database,
or to find correspondences between records in different databases.
There have been many different methods to match pairs of records
described in the literature. These methods usually involve train-
ing machine learning based classifiers or developing sophisticated
matching rules based on record metadata.1

1For example, in a database of products, records could be clustered
on metadata such as the product category, price range, and brand.

However, these machine-only approaches usually require the in-
put of domain experts to create matching rules or significant devel-
oper time to build machine learning models. For one-off or non-
repeated ER tasks, this may not be worth the expense. It is also
still challenging to develop machine algorithms for many types of
records, particularly records for which metadata is sparse or multi-
media records (e.g. images, video, audio, natural language). While
significant advances have been made in machine understanding of
such data, these algorithms are not yet perfect [21].

For these reasons, there has recently been interest in developing
crowdsourcing based solutions which augment machine-only ER
with judgments from human workers on difficult to resolve record
pairs [4, 9, 10, 13, 22, 24, 25, 26, 27, 28]. Using the crowd for ER
also allows us to reduce the amount of resources that must be spent
on developing sophisticated machine algorithms, and it allows us
the flexibility to make easy changes in the problem specification by
just modifying instructions given to workers.

Previous research on using the crowd to augment machine-only
ER techniques has typically focused on issues such as the most
effective way to use prior machine-based similarity scores, and op-
timal ways to batch or order pairwise comparisons when querying
the crowd. Other work in active learning has focused on how to use
the crowd to create machine learning training sets [23]. However,
most of these techniques do not exploit one of the most unique op-
portunities we have available to us in a crowdsourced setting — we
can use the crowd to learn new metadata about our records.

In this paper, we investigate attribute-based crowd entity reso-
lution, in which we query the crowd for new attribute labels on
the records in our dataset prior to asking the crowd for pairwise
comparisons between records. We then use these crowdsourced
attribute labels to choose between which pairs of records to ask
the crowd for comparisons. The goal is to substantially reduce the
cost of crowdsourced entity resolution without significantly reduc-
ing the accuracy of our results.

To gain some intuition, consider a dataset of 1024 facial images.
If we naively ask the crowd to compare all pairs of images to find
matching entities, we need to ask

(
1024
2

)
= 523776 questions. Sup-

pose instead we query the crowd to label 5 binary attributes (i.e.
each attribute has two possible labels) for each image in our dataset
and only ask for pairwise comparisons between images that have
the same set of attribute labels. This attribute labeling phase would
require 5 · 1024 = 5120 questions. If we choose attributes that are
able to perfectly subdivide our data into 25 = 32 buckets or clus-
ters of images with the same attribute labels, then we will have 32
images per bucket. Asking pairwise comparisons between images
only in the same bucket would require

(
32
2

)
= 496 questions per

bucket, and thus 496·32 = 15872 pairwise comparisons altogether,
thus requiring 20992 questions total. Assuming all questions cost
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the same, this is approximately 25 times cheaper than our original
naive approach.

An attribute-based approach to crowd entity resolution is simple
to grasp intuitively, but there are many interesting questions that
arise when considering the challenges specific to crowdsourcing:

• How many attributes should we query the crowd for label-
ing? More attributes increase the cost of our labeling stage,
but decrease the cost of our pairwise comparison stage. When
does it become counterproductive to ask for more attributes?

• How do we model the effect of errors made by workers in the
labeling phase?

• How do we ensure the quality of our results? In order to
mitigate errors introduced by our attribute labeling phase, we
can choose to add redundancy to either the attribute labeling
phase or to the pairwise comparison phase. What is the most
effective way for us to direct our resources?

To answer these questions, we make the following contributions:

• We describe an attribute-based approach to crowd entity res-
olution that can be used as a preprocessing step to a pre-
existing hybrid machine-crowd or crowd-only pairwise en-
tity resolution algorithm (Section 2).

• We derive the optimal number of attributes and cost savings
for such an approach under a simplified model (Section 3).

• We improve upon our simplified model by probabilistically
incorporating different types of errors that can occur in an
attribute-based approach. We describe two simple strategies
that allow us to reduce the effect of these errors. Without
such strategies, an attribute-based approach would be im-
practical (Sections 4, 5, and 6).

• We define and describe an algorithm to solve the Minimum
Required Recall (MRR) problem, in which we are able to
find the cheapest combination of error mitigation strategies
to achieve results of a specified minimum quality (Section 7).

• We test our approach using workers from Amazon Mechani-
cal Turk, and find that our attribute-based approach and MRR
algorithm achieve high quality results at substantially lower
cost than other pairwise crowd ER methods (Section 8).

2. ATTRIBUTE-BASED CROWD ENTITY
RESOLUTION

We describe a method of reducing the O(N2) comparisons typ-
ically needed through the crowd by considering the notion of at-
tributes being associated with each record in a collection S of N
records. This idea is very similar to the idea of blocking from tradi-
tional (non-crowdsourcing) database literature [2, 7, 14, 16, 17, 29],
which is used in ER to eliminate pairwise comparisons between
records which are clearly non-matching. We further discuss how
our work relates to the literature in Section 10.

We first define what we mean by attributes for records. We de-
fine an attribute to be an annotation about the record, and an at-
tribute label to be the value assigned to a record for that attribute.
For example, in a database of celebrity images, we could have an
attribute “Type of celebrity,” with possible attribute label choices
{“Actor/Actress”, “Singer”, “Athlete”}. We will use the crowd to
ask for attribute labels for our records. We say that a subset of
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Figure 1: Block diagram of attribute-based crowd ER. Different numbered
circles represent different records, and circles of the same color are the same
entity. In the attribute labeling and clustering (ALC) phase, a set of records
S has binary attributes labeled by the crowd, to produce a graph G, where
the presence of an edge between two records indicates that they are possibly
the same entity. The pairwise crowd ER then uses G (and optionally a
machine-based prior) to produce a final clustering, limiting pairwise crowd
judgments to only be between record pairs that have an edge in G.

records fall within the same bucket if they all have the same set of
attribute labels assigned to them.

The key intuitive insight is that two records in S representing
the same entity should also (ideally) have corresponding matching
attribute labels. Thus if two records in S have significantly differ-
ent attribute labels, we should assume that the two records refer
to different entities. This allows us to potentially eliminate a large
number of pairwise comparisons from being asked of the crowd.

As mentioned above, this approach to reducing pairwise com-
parisons in ER is essentially known as blocking in the traditional
database literature. Unlike a traditional database however, with
crowdsourcing we have the option to query for more attributes about
records, and to reduce errors by soliciting the opinions of more
workers. Also, while traditional blocking schemes seek only to
reduce the number of pairwise comparisons needed, in our crowd-
sourced setting, querying for attribute labels is not free — when
deciding whether it is worth it to ask for more attributes or more
worker opinions, we must also consider both the labeling cost and
pairwise comparisons cost. This gives us a rich set of trade-offs
with which to play.

2.1 Problem Setup
We are given an existing crowd entity resolution algorithm (ER

algorithm or ERA) which takes as input a set of records S and (op-
tional) machine-based pairwise similarity scores between record
pairs. The ERA queries the crowd for judgments on pairs of records
within S in order to produce an output set C of entity clusters,
where the goal is for each cluster in C to only consist of records
representing the same entity. We assume there is a fixed cost per
pairwise judgment from the crowd. Our goal is to reduce the num-
ber of pairwise comparisons needed, and hence reduce the total cost
of performing ER on our dataset.

We seek to reduce the cost to achieve this entity resolution by
introducing an attribute labeling and clustering (ALC) phase that
precedes the ER algorithm, depicted in Figure 1. The ALC phase
takes as input a set of records S and a set of k attributes. The ALC
phase then solicits the crowd for attribute labels for each record
in S and produces a graph G = ALC(S), where the nodes of G
represent records in S, and where edges in G represent pairs of
records which could potentially be the same entity. A missing edge
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between nodes a and b in G is an indication to the subsequent ER
phase that it is not necessary to compare a to b, as they are very
unlikely to match.

Because the crowd can make errors in the labeling which can
then affect our final clustering C, the ALC makes use of two error
mitigation strategies when generating G: majority voting and ap-
proximate matching (see Sections 4 and 6 for more details). Both
of these approaches add redundancy to the ALC stage in order to
increase the accuracy of our results. In majority voting, we ask the
crowd to label each attribute for each record V times, using the
crowd’s majority response as the label for that record. For approx-
imate matching, we place an edge between pairs of records in G
if their labels differ in no more than M attributes. In traditional
databases, the approximate matching scheme is similar to using
overlapping blocks like in the canopy clustering algorithm [14].

As an example, suppose we have k = 4 attributes. If V = 1
and M = 0, we only ask for one worker to label each attribute,
and we generate G by placing an edge between pairs of records
where all 4 attribute labels match exactly. Conversely, if V = 5
and M = 1, we ask for five workers to label each attribute, and
we generate G by placing an edge between pairs of records whose
majority attribute labels match for 3 or more attributes.
G can then be used by our pre-existing ER algorithm as an inter-

mediate layer between the pairwise ER algorithm and the crowd.
When our ER algorithm seeks to obtain a crowd judgment on pairs
of records in S, it first checks if there is an edge in G between the
two records. If there is an edge in G between this pair of records,
the pairwise ER algorithm queries the crowd for a judgment as be-
fore. In Figure 1, this corresponds to questions between record
pairs (1, 2), (1, 3), (1, 4), (2, 3), (2, 4), (3, 4), (4, 5), and (5, 6).

If there is no edge between two records in G, we skip asking the
crowd for a pairwise judgment, and instead assume that the crowd
would say that the two records represent different entities. This al-
lows our ALC approach to ask fewer questions than a pairwise only
approach to crowd ER. After querying the crowd for judgments on
pairs of records connected in G, the pairwise crowd ER algorithm
produces a final clustering. In Figure 1, this corresponds to clusters
{1,2}, {3,4}, and {5,6}.

Note that the existence of an edge in G does not mean the pair-
wise crowd ER algorithm is required to ask for a comparison be-
tween those records, nor does it constrain the number of times the
algorithm can query the crowd about a pair of records. This allows
our ALC phase to be used in conjunction with many pre-existing
pairwise crowd ER algorithms. However, for any pair of records in
G without an edge, the ER algorithm will think that all crowd judg-
ments indicate the two records are not the same entity, and thus it
is important that we only omit edges between pairs of records that
we are confident are not the same entity. Also note that ifG is fully
connected, then the crowd ER algorithm would behave exactly as
if the ALC phase never occurred.

2.2 Metrics
While the introduction of the ALC phase and its output G re-

duces the number of pairwise comparisons the ER algorithm must
ask of the crowd, it also potentially introduces errors into our final
clustering. As we will see in Section 4, these errors can arise from
multiple sources. For now, this means that fundamentally we will
be trading off cost for the quality of our results, and thus we must
have some way to quantify these effects. While we will give more
details on how we can model these explicitly in later sections of
this paper, we introduce the metrics we will be using to evaluate
our attribute-based method here:

Cost. The cost of the attribute based approach is defined as the

sum of the amount paid to the crowd to query for attributes and the
amount paid to the crowd to solicit pairwise comparison judgments
when using G. We develop this idea further in Section 3.1.

Quality. To measure the quality of our results, we will track the
precision and the recall of our final clustering. For calculating pre-
cision and recall, we define true positives to be pairs of records cor-
rectly clustered together, and false positives to be pairs of records
incorrectly clustered together. We discuss this further in Section 5.

Our goal with an attribute based approach is to minimize the cost
required without significantly sacrificing the precision and recall of
the original, standalone crowd ER algorithm. Our approach to un-
derstanding these trade-offs will be to start with a simple, motivat-
ing example to develop some initial intuition about our attribute-
based approach, before relaxing many of these assumptions in or-
der see how such an approach is affected by real world settings.

3. MOTIVATION
To help develop some intuition for the motivation behind using

an attribute-based approach, we begin by temporarily considering a
simplified setting for our ALC phase. In this ideal setting we make
the following simplifying assumptions:

1. Workers make no errors when labeling attributes for records.

2. If two records represent the same entity, they will also have
the same set of attribute labels describing them.

3. For ease of discussion, we use binary attributes, i.e. at-
tributes with just two labels. We assume each attribute evenly
divides the dataset into two. Thus, k attributes lead to 2k

equally sized buckets in the second stage.

In later sections we investigate the effect of relaxing these as-
sumptions — for example in Section 6, we analyze the effect of
errors, and in Section 9 and Appendix A we consider non-binary
attributes. For now we consider this simplified problem setting in
order to gain a higher-level understanding of the trade-offs involved
in using an ALC phase.

3.1 Cost of ALC Approach
We can model the cost paid to the crowd for our two-stage strat-

egy by considering the costs of the ALC phase and crowd ER algo-
rithm separately. In the ALC phase, we are asking the crowd for k
attribute labels on N items in our database, for a total of Nk ques-
tions. If we assume the per-question cost is α, then the total cost
required for the ALC phase, CostALC is:

CostALC = αNk.

In order to say anything meaningful about the effect the ALC
phase has on the number of questions required in the subsequent
crowd ER phase, we will need to temporarily assume some model
for the cost of the crowd ER algorithm as a function of the graph
G generated by the ALC phase. In our experiments in Section 8,
however, we will measure this cost empirically.

Let us suppose that, using any machine-based priors available,
the pairwise crowd ER approach would have required β1

(
N
2

)
ques-

tions, at a cost of β2 per question. β1 can be estimated before
deciding on an attribute labeling strategy and is a function of the
pairwise crowd ER algorithm being used, any machine-based sim-
ilarity scores available, and the set of records S. For example, if
we have no machine-based similarity scores and do not replicate
questions, then β1 = 1. If our machine-based similarity scores
are perfect, then we have no need to ask the crowd any pairwise
questions and β1 = 0.
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Let us denote the number of edges in G = ALC(S) as |E(G)|.
Assuming for now that the new information captured by attribute-
labeling is roughly independent of the machine-based similarity
scores used by the pairwise crowd ER algorithm, then the proba-
bility of any pair of records having an edge in G is |E(G)|/

(
N
2

)
,

and thus the estimated number of pairwise ER questions becomes
|E(G)|/

(
N
2

)
× β1

(
N
2

)
= β1|E(G)|. If we define β = β1β2, the

total estimated cost of the pairwise comparison stage following the
ALC is β|E(G)|.

In the absence of any attribute labels, G is fully connected and
thus |E(G)| =

(
N
2

)
≈ N2

2
. However, with k attribute labels, we

are able to divide our N records into 2k equally sized buckets and
only connect nodes within these buckets to form G. Thus each
bucket contributes

(
N/2k

2

)
≈ N2

22k+1 edges, and with 2k buckets,
we have:

|E(G)| = N2

2k+1
.

and thus the total cost required for the second phase, CostERA, is:

CostERA = β|E(G)| = βN2

2k+1
.

This gives us the total estimated cost for both stages:

CostTotal = αNk + β
N2

2k+1
.

Cost Minimization. In our expression for the total cost of the
attribute-based approach to entity resolution, we observe that as
we increase k, the cost of the first stage increases while the cost
of the second stage decreases. Thus there is an optimal k which
minimizes our cost. If we set ∂

∂k
= 0 for CostTotal and solve for

k, we obtain the optimal number of attributes to minimize the cost
of the attribute-based approach:

k = log2N + log2
β

α
+ log2

log 2

2
.

If we substitute this optimal k into our expression for the total
budget, we obtain a minimum cost Costmin:

Costmin = αN(log2N + log2
β log 2

2α
+

1

log 2
)

= O(αN logN).

Our ideal model assumes that workers do not make errors and
that all our attributes evenly split our dataset into two. While these
conditions are unlikely to be encountered in the real world, the ideal
model is simple and expressive enough for us to develop some in-
tuition about our attribute-based approach:

1. By using attributes, we can reduce our question budget from
O(N2) to be O(αN logN).

2. The optimal number of attributes, k, needed to minimize the
cost of questions to the crowd is approximately log2N . Thus
we can greatly reduce the cost of crowd ER even without the
need for very many attributes.

3. Though the optimal k is dependent on the values of α and
β, this dependence varies logarithmically with β

α
and does

not have a large effect on the optimal cost or number of at-
tributes.

(a) Clean-shaven
George Clooney

(b) Bearded
George Clooney

Figure 2: Example of errors due to attribute disagreement. If we ask a
worker whether each of the above images contains a bearded person, we
would get differing responses even though they both represent the same
entity (George Clooney).

(a) Robin Williams (b) Robin Williams as
Mrs. Doubtfire

Figure 3: Example of errors due to attribute disagreement. If we ask a
worker whether each of the above images is a male, we may get differing
responses even though they both represent the same entity (Robin Williams)
and are both male.

4. ERROR MODELING
Under the ideal model we developed in Section 3, we assumed

that workers were able to perfectly label attributes and that records
of the same entity had the same true attribute labels. In the follow-
ing sections, we will update our model to account for when these
conditions do not hold. We will consider two types of errors that
can affect the ALC stage — worker labeling errors and errors aris-
ing from attribute disagreement.

4.1 Worker Labeling Errors
Instead of assuming that workers correctly label all attributes for

all records in our dataset, we will assume that workers sometimes
make mistakes when labeling. This could be due to various factors:
unclear attributes, workers misunderstanding instructions, or mali-
cious workers. To account for this, we assume there is a probability
p with which a worker correctly labels an attribute for a record. For
modeling purposes, we will assume that p is the same for all work-
ers and all attributes. We revisit this assumption in our generalized
attribute model (Appendix A) and Section 9.

4.2 Errors from Attribute Disagreement
In addition to errors introduced by workers, we can also find

ourselves with differing true attribute labels between records even
when workers do not make mistakes. In this scenario, attributes
are “flipped” for a fraction of the records of the same entity, and
thus lead to differing attribute labels even with perfectly accurate
workers. For example, this can be caused by:

1. Attribute variability. Though we assume there is a dom-
inant attribute labeling for an entity, there may also be rare
cases where a record differs from this dominant labeling. For
example, in a dataset of human photos, we may find that an
individual usually is clean-shaven, but for a small number
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of instances in the dataset the individual has facial hair (e.g.
Figure 2).

2. Attribute ambiguity. Ambiguity in entity attribute label-
ing can lead to correlated reporting errors by workers. For
example, there could be an entity in a dataset of human pho-
tos where one item in the dataset has a hairstyle and clothes
which make them look like a woman, but in most other pho-
tos they look like a man (e.g. Figure 3).

We choose to model errors of this type by introducing a param-
eter pad, the probability of attribute disagreement, which repre-
sents the probability that an attribute label differs between a pair
of records representing the same entity. This difference in labeling
is intrinsic to the records and attributes, and not caused from worker
labeling errors. For example, suppose we are querying records
about an attribute for the presence of facial hair. In the Clooney
example, if we assumed that 95% of the images of Clooney in our
database were of him clean-shaven, then the probability that a pair
of records differs in the facial hair attribute is 2 ·0.95 ·(1−0.95) =
0.095, and we’d say that the probability of attribute disagreement
pad = 0.095. Ideally, we will choose attributes such that this prob-
ability is very small. To simplify the modeling and understand
the relative importance of this effect, we will assume that this is
a global parameter that is constant for all attributes and all entities
in the dataset. We revisit this assumption in Appendix A.

5. QUANTIFYING RESULT QUALITY
The incorporation of errors into our attribute-based model will

affect the precision and recall of the results of our crowd ER algo-
rithm. In this section, we give more precise definitions for what we
mean by the recall and precision of our attribute-based approach,
and how we should model these in the presence of errors.

5.1 Recall
As alluded to in Section 2.2, we can define a recall for both

the ALC phase (RecALC(S)) and the combined ALC + crowd ER
phase (RecALC-ERA(S)). For a record s ∈ S, define C(G, s) to
be the cluster assigned to s after the crowd ER algorithm, assuming
the questions to the crowd are filtered using the graph G generated
by the ALC phase. LetE(s) refer to the true entity ID of the record
s, and let i− j refer to an edge in G between records i and j in S.

Under this notation, the recall of the ALC phase, i.e. the proba-
bility that two records of the same entity are clustered together in
G, is:

RecALC(S) = P (i− j ∈ G | E(i) = E(j)).

Similarly, the recall of the ER algorithm after incorporating our
ALC phase is:

RecALC-ERA(S) = P (C(G, i) = C(G, j) | E(i) = E(j)).

Because using a fully connected graph KN for G is equivalent
to not using our ALC approach at all, we can also define a recall
for the original pairwise-only crowd ERA:

RecOrig(S) = P (C(KN , i) = C(KN , j) | E(i) = E(j)).

Though we measure these quantities precisely in our real-world
experiments, for modeling purposes, it is useful to approximate
RecALC-ERA(S) in terms of RecOrig(S) and RecALC(S), which
allows us to decouple the effects of the two stages. There are two
cases to consider when calculating the recall of the combined ALC
+ crowd ERA approach: (1) if the ALC phase inserts an edge in G

between matching records, and (2) if the ALC phase does not insert
such an edge between matching records.

In the first case, which occurs with probability RecALC(S), the
ER algorithm will query the crowd to resolve the edge as before,
and thus the probability of clustering should be close to RecOrig(S).
In the second case, the crowd ER algorithm will assume the records
are of different entities and not ask for pairwise judgments on those
records, and thus it is unlikely the ER algorithm will cluster the
two records together. If we assume the probability of clustering
due to the second case is negligible, we can decouple the recall of
the ALC phase and the crowd ERA:

RecALC-ERA(S) ≈ RecALC(S) · RecOrig(S).

This gives us a framework for thinking about the effect the ALC
phase has on the overall recall of our original pairwise crowd ERA:
our attribute labeling phase modulates the original recall of the ER
algorithm by the factor RecALC(S). This tells us how to reason
about the ALC stage’s effect on the original pairwise ERA:

Goal of attribute-based crowd ER when accounting for er-
rors: Because RecALC-ERA(S) ≈ RecALC(S) · RecOrig(S),
our goal under attribute-based crowd ER is to keep RecALC(S)
close to 100% while minimizing the cost. This decoupling es-
sentially allows us to treat the pairwise crowd ER algorithm as
a black box.

5.2 Precision
The addition of the ALC phase also potentially affects the pre-

cision of the original crowd ER phase. This is the probability that
two records actually represent the same entity given that they are
clustered together by the crowd ERA. More specifically, we can
define the precision of our combined ALC and crowd ER approach
as:

PrecALC-ERA(S) = P (E(i) = E(j) | C(G, i) = C(G, j)).

Because modeling the precision requires the addition of several
more complicating parameters to our model, we do not explicitly
include this metric into our model2. Also, while our attribute-based
approach can negatively impact the recall, the precision is not as
negatively affected, for reasons we describe next.

Perhaps non-intuitively, the addition of our ALC phase can actu-
ally increase the original crowd ERA’s precision. The precision is
most affected by the number of false positives produced. Because
the ALC phase eliminates large numbers of pairwise comparisons
between pairs of non-matching records, the addition of an ALC
phase can significantly reduce the number of opportunities for false
positives to be made by the pairwise crowd ER algorithm, thus in-
creasing the precision. Our results in Section 8 show that is the
case in practice.

5.3 Effect of Errors on Recall
We can now quantify how worker labeling and attribute disagree-

ment errors affect the recall of our ALC scheme. In our ALC
scheme, we cluster records together given that they have the same
set of k attribute labels. Thus, the recall of the ALC stage is just the
probability, given two records represent the same entity, that two
records also receive the same set of attribute labels as determined
by the crowd.

For a single attribute, the probability of a pair of records of the
same entity having the same crowd-reported attribute labels de-
pends first on whether they have differing true labels due to attribute
2We do, however, measure and report the precision in our Turk
experiments in Section 8.
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(a) Effect of worker labeling
accuracy on recall. Varying p as
k = 5 attributes. Attribute
disagreement probability
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(b) Effect of attribute
disagreement on recall. Varying
pad as k = 5 attributes. Worker

accuracy p = 1.

Figure 4: Effect of errors on the recall. Here we are assuming there are
5 attributes being labeled per record. We see that even for highly accurate
workers and low levels of attribute disagreement, the recall is significantly
lowered. This motivates the need for error mitigation strategies.

disagreement or not. If they do not have differing true labels, which
occurs with probability 1−pad, then the crowd reported attribute la-
bels will agree if worker responses for the given attribute are either
both correct or both wrong. If the true attribute labels differ, which
occurs with probability pad, then for the reported attribute labels to
agree, exactly one of the worker responses must incorrectly report
an attribute label. Thus, for a single attribute, the probability that
two records of the same entity have the same reported attribute la-
bel is (p2 + (1− p)2)(1− pad) + 2p(1− p)pad. We can raise this
to the k-th power to get the probability that all k attributes agree,
i.e. the recall for the ALC stage. Thus under our error model, the
recall of the ALC stage is:

RecALC(S) = ((p2 + (1− p)2)(1− pad) + 2p(1− p)pad)k.

We can more concretely observe the effect our two error types
have on the recall in Figure 4. We graph the recall while varying
the worker accuracy and probability of attribute disagreement when
k = 5 attributes. The most important thing to note is that the recall
is quickly reduced even for reasonable worker errors and attribute
disagreement probabilities. For example, even for fairly accurate
workers with p = 0.9, the recall drops to 37% when we have 5
attributes being labeled. This necessitates the need for error miti-
gation strategies in order for our ALC approach to be practical. We
discuss these in the next section.

6. ERROR MITIGATION STRATEGIES
In the previous section, we saw that a naive implementation of

an attribute-based approach can quickly reduce the recall of the
ALC stage, thus adversely affecting our overall entity resolution
procedure. However, from the simplified model of Section 3, we
saw that an attribute-based approach can give us significant cost
savings, which leads to the intuition that perhaps we can trade off
some of these savings for increased recall.

In this section, we further discuss the two ALC error mitigation
strategies introduced in Section 2 that allow us to trade some of
these cost savings to greatly increase the recall of the first stage.
Though we describe the two strategies separately, they can both
be employed simultaneously by the ALC phase while producing
G = ALC(S). In later sections we investigate how to efficiently
allocate resources between the two strategies.

6.1 Majority Voting
The first strategy we employ is the majority voting strategy, in

which we allow V workers to vote on each attribute label, taking

the majority label as the crowd reported label for that attribute. This
increases the cost of the first stage because we will ask more la-
beling questions, but it effectively increases our worker reporting
accuracy p, assuming uncorrelated worker reporting errors.

6.2 Approximate Matching
The second strategy we employ is the approximate matching

strategy, in which we cluster together pairs of records which differ
in at most M attribute labels. If we represent crowd-reported at-
tribute labels as bit vectors, this is equivalent to saying that we clus-
ter together records whose Hamming distance is less than or equal
to M . Our initial approach only clustered together records which
had the same set of crowd-reported attribute labels (i.e. M = 0).
By employing the approximate matching scheme, we add more
pairwise comparisons in the second stage, but increase the prob-
ability that two records of the same entity are clustered together.

6.3 Effects on Cost and Recall
We can quantify the effect both of these strategies have on the

cost and recall of our attribute-based entity resolution, starting with
cost. For majority voting, the cost of the first stage simply goes
from αNk to αV Nk because we replicate each labeling question
to V workers. The second stage cost remains unchanged.

With approximate matching, the cost of the first stage remains
unchanged, but the cost of the second stage increases because we
must ask more pairwise comparisons (i.e. we introduce more edges
into the graphG). Instead of just asking pairwise comparison ques-
tions between clusters of records with the same attribute labeling,
we must also ask questions between records in different clusters.
This gives us an updated cost:

CostTotal = αV Nk + β
N2

2k+1

M∑
i=0

(
k

i

)
.

Note that if M = 1, we must spend k times as much on the second
stage than if we were not to use approximate matching. Though the
approximate matching strategy can be expensive to utilize, we will
see that it has the benefit of being able to mitigate errors caused by
attribute disagreement (unlike majority voting).

We can also quantify the effect these strategies have on the recall.
Majority voting effectively boosts the worker reporting accuracy.
Denoting this boosted worker reporting accuracy as pV , we find:

pV =

V∑
j=V +1

2

(
V

j

)
pj(1− p)V−j .

This gives the probability that a single attribute’s crowd reported
label matches between two records of the same entity, which we
denote as pA:

pA = (p2V + (1− pV )2)(1− pad) + 2pV (1− pV )pad.

Before considering approximate matching, the recall of the ALC
stage was just the probability that all k attributes’ crowd-reported
labels matched, i.e. the recall was pkA. With approximate matching,
we include the probabilities of allowing up toM mismatches in the
attribute labels. This gives us:

RecALC(S) =

M∑
i=0

(
k

i

)
pk−iA (1− pA)i.

In Figure 5 we can visually see the effect that these error mit-
igation strategies have on improving the recall of the ALC stage.
We set the attribute disagreement probability pad = 0.02 and use
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(a) Effect of worker labeling
accuracy on recall while varying

the number of votes V in the
majority voting strategy. k = 5

attributes with attribute
disagreement probability

pad = 0.02.
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(b) Effect of worker labeling
accuracy on recall while varying
the number of mismatches M in

the approximate matching
strategy. k = 5 attributes with

attribute disagreement
probability pad = 0.02.

Figure 5: Demonstration of error mitigation strategies when k = 5 and
pad = 0.02 while varying the worker labeling accuracy. Note in Figure 5a
that a majority voting only strategy has an upper bound on the recall it can
attain.

k = 5 attributes total. While we see that both strategies can greatly
increase the recall, it is important to note that the majority voting
scheme in Figure 5a has an asymptote at approximately 90% recall
– this is due to the majority voting strategy being inherently unable
to mitigate the errors caused by attribute disagreement.

While both strategies greatly improve the recall of the attribute
based approach, due to their differing cost profiles, it is unclear
how much we should employ each strategy. In the next section,
we consider how we should allocate our budget between these two
strategies in order to minimize the cost to achieve a specified recall.

7. MINIMUM REQUIRED RECALL PROB-
LEM

Having introduced the effects our error mitigation strategies have
on cost and recall, we now turn our attention to the minimum re-
quired recall (MRR) problem: given a required lower bound on
the recall Rmin, we find the optimal number of votes V , number
of mismatches M , and number of attributes to label k such that
RecALC(S) ≥ Rmin and CostTotal is minimized.

This formulation provides a practical way of selecting an error
mitigation strategy when implementing our attribute based entity
resolution approach. Stated more formally:

Minimum Required Recall Problem: Given Rmin (the mini-
mum required recall), kmax (the maximum number of attributes
available),N , p, pad, α, and β, find the optimal cost parameters
(k∗, V ∗,M∗), where:

(k∗, V ∗,M∗) = argmin
(k,V,M)

CostTotal(N,α, β, k, V,M)

s.t. RecALC(k, V,M, p, pad) ≥ Rmin
and k ≤ kmax.

7.1 Solving the MRR Problem
Because the parameter space of k, V , and M is discrete, we

could solve the MRR problem by naive brute force if we wanted.
However, we can optimize this by observing the following:

1. Depending on how large pad is, there are some combinations
of k and M for which no number of votes V will achieve the
required minimum recall Rmin.

Algorithm 1 Finding Optimal (k∗, V ∗,M∗) for the MRR Problem

1: Given: Rmin, kmax, N , p, pad, α, β
2: k∗ ← 0, V ∗ ← 1, M∗ ← 0, MinCost← +∞
3: for k ← 0, 1, · · · , kmax do
4: for M ← 0, 1, · · · , k − 1 do
5: if RecALC(k, V = 1,M, p = 1.0, pad) < Rmin then
6: continue
7: V ← 1
8: while RecALC(k, V,M, p, pad) < Rmin do
9: V ← V + 2

10: CurCost← CostTotal(N,α, β, k, V,M)
11: if CurCost < MinCost then
12: MinCost← CurCost
13: (k∗, V ∗,M∗)← (k, V,M)

14: return (k∗, V ∗,M∗,MinCost)

Figure 6: Sample images from Turk dataset [11].

2. Both the cost and recall are monotonic increasing in V and
M when holding all other parameters constant.

Thus, for a given k and M , the lowest value of V such that the
recall is greater than Rmin is also the lowest cost parameter set-
ting for that k and M . Before iterating through values of V , we
first compute the recall when p = 1.0 (equivalent to the recall as
V → ∞). If this recall is less than Rmin, then we move on to
another combination of k and M . Thus, our strategy is to consider
all combinations of k and M where k ≤ kmax and M < k, and
we select the minimum cost parameter settings in this space. Pseu-
docode for solving the MRR problem is given in Algorithm 1.

8. TURK EXPERIMENTS
In our previous sections, we made several simplifying assump-

tions in order to model the effects our attribute based approach had
on cost and quality. In this section, we examine the efficacy of
the attribute-based approach and our model by using crowdsourced
responses on a dataset of celebrity images [11].

In our dataset S, we have 100 different celebrities, with 5 dif-
ferent images for each celebrity, giving us a total of 500 images in
S (examples can be seen in Figure 6). For each image, we asked
the crowd for labels on four different binary attributes. For each at-
tribute, we solicited the responses of 10 different workers, to create
a total corpus of 20,000 crowd responses. We paid $0.01 per at-
tribute response. We list the attributes and the corresponding crowd
question prompt below:

1. Gender – ”Is the person in this photo male or female?”

2. Ethnicity – ”Is the person in this photo white/Caucasian?”
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3. Facial Hair – ”Does the person in this photo have facial hair
(e.g. a mustache or beard)?”

4. Celebrity Type – ”Is the person in this photo a Hollywood
movie star?”

In our experiments, we use our corpus of crowd responses to
simulate the clustering produced by running our ALC approach for
different values of (k, V,M) — where k is the number of attributes
to use, V is the number of votes per attribute label, and M is the
number of mismatches used to produce G = ALC(S). Given
(k, V,M), instead of querying the crowd directly when execut-
ing the ALC phase, we instead randomly draw from our corpus of
Turker responses. This allows us to simulate the behavior of many
different ALC strategies while still using real crowdworker data.

We consider three different types of crowd entity resolution al-
gorithms, where two algorithms only utilize pairwise comparisons
from the crowd, and one algorithm uses our attribute based ap-
proach. Because our attribute-based approach is best suited to im-
prove the cost of “oblivious” pairwise crowd ER algorithms (i.e.
crowd ERAs which are unaware of the content of the records), this
limits us to relatively simple pairwise approaches.

Transitive Closure (TC) — In the transitive closure (TC) method
we ask for pairwise judgments between every pair of records in
our dataset. From this evidence we are able to produce a graph
Gpair , where the nodes ofGpair are records, and we place an edge
between nodes if the majority of the pairwise judgments between
those two records indicate the two records are the same entity (ties
are broken at random).

To obtain a set of entity clusters from this evidence, we perform
transitive closure on the graph Gpair , yielding one or more con-
nected subgraphs in Gpair . We then output the nodes in each con-
nected subgraph as an entity cluster.

Algorithm Parameters: In this method, we vary the number of
votes Vpair per edge in order to affect the cost and accuracy.

Correlation Clustering (CC) — In the correlation clustering
(CC) method, we collect pairwise evidence as we did before in the
TC method, but resolve our entity clusters differently. Here we use
the correlation clustering 3-approximation algorithm of Ailon, et
al. [1] in order to minimize the number of edges we have to add
and subtract in Gpair in order to obtain a set of entity clusters.

Algorithm Parameters: In this method, we also vary the number
of votes Vpair per judgment in order to affect the cost and accuracy.

ALC + Correlation Clustering (ALC-CC) — In this method
(ALC-CC), we first simulate a (k, V,M) ALC strategy using our
corpus of crowd responses. This produces a graph G, where the
nodes are records in S, and we ask for pairwise judgments between
records which are connected by an edge in G. From this set of evi-
dence we are again able to produce a graph Gpair and then we use
the CC method in order to resolve this evidence into entity clusters.

Algorithm Parameters: In this method, we fix the number of
votes per pairwise comparison at 9 votes3, but we vary k, the num-
ber of attributes, V , the number of votes per attribute, and M ,
the number of attribute mismatches allowed between records when
producing G = ALC(S).

While there are many different approaches we could use for pair-
wise crowd entity resolution algorithms, transitive closure (TC) and

3In principle, we could pair our ALC approach with many different
pairwise ER algorithms, but to simplify the discussion, we select
one pairwise ER algorithm which performs reasonably well on its
own. We introduce the addition of the ALC phase in order to reduce
the cost of this pairwise approach while still attempting to maintain
its accuracy characteristics. Because we see that the CC approach
starts to work well with Vpair = 9 votes, we fixed Vpair at 9 votes.
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Figure 7: Recall vs. Cost. Here we compare our ALC-CC approach against
pairwise-only approaches TC and CC. The high recall of the TC approach
is misleading as in Figure 8 we see it suffers from low-precision results.

correlation clustering (CC) are simple algorithms that help sam-
ple the space of crowd ER algorithms that can be used even when
records have limited metadata. TC tends to reduce errors where
items from the same entity are not clustered together (high recall),
at the expense of possibly introducing many false positives (low
precision). CC doesn’t introduce as many false positive errors, but
it can suffer from a lower recall.

Because of the large number of possible pairwise comparisons,
in all three algorithms we simulate the pairwise judgments by as-
suming worker responses are independent, correct 90% of the time,
and cost $0.01 per question. However, all attribute labeling re-
sponses are drawn from our corpus of Turker responses.

8.1 Quality vs. Cost Experiments
Our initial motivation in pursuing an attribute-based approach to

crowd ER was to reduce our cost without significantly sacrificing
quality. In our first experiment, we examine the the trade-offs we
can make between cost and quality for all three approaches.

For the TC and CC approaches, we can trade-off cost for quality
by varying the number of votes per pairwise judgment — though
it costs more to solicit more votes, by taking the majority vote, we
obtain more accurate data from the crowd. With our ALC based
approach there are many variables we can tune — the number of
attributes k, the number of votes per attribute label V , and the num-
ber of mismatches M . As we saw in our model, the relationship
between how these variables affect cost and quality is nuanced.

In order to see what these trade-offs look like more concretely,
we plot the recall vs. cost and the precision vs. cost for different
instantiations of the three algorithms above. For TC and CC, we
vary the number of votes from 1 to 15 and compute the precision
and recall of the final clustering produced. For our ALC+CC ap-
proach, we sample the entire space of combinations of (k, V,M) –
i.e. k ∈ {1, 2, 3, 4}, V ∈ {1, 3, 5, 7, 9}, andM ∈ {0, · · · , k−1}.
For each of these (k, V,M) strategies, we run the ALC phase us-
ing our corpus of previously gathered Turk responses, producing a
graph G, followed by asking for pairwise judgments on the edges
in G. We then empirically measure the recall, precision, and cost
of the final clustering produced after the pairwise phase.

In Figures 7, 8, and 9, we are able to observe the cost and quality
trade-offs given by different parameter settings of the 3 strategies
available to us. Each point in Figures 7, 8, and 9 represents a dif-
ferent selection of parameters for which we’ve measured the cost,
precision, and recall. The cost has been normalized so that unit cost
is achieved by a strategy that asks exactly 1 pairwise comparison
between every pair of records.

8



0 2 4 6 8 10 12 14 16
Observed Cost

0.0

0.2

0.4

0.6

0.8

1.0

O
bs

er
ve

d 
Pr
ec

is
io
n

TC
CC
ALC-CC

Figure 8: Precision vs. Cost. Here we compare our ALC-CC approach
against pairwise-only approaches TC and CC. Our attribute-based approach
achieves a high precision at lower cost when compared to TC and CC.
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Figure 9: F1 Score vs. Cost for all 3 approaches. We see our ALC-CC
approach yields strategies with high F1 scores even at low cost.

In Figure 7, we see that the ALC-CC approach is able to achieve
a similar recall as the CC approach using 4-5x fewer questions.
However, we see that the TC approach has near perfect recall, even
at low costs. This is misleading — in Figure 8, we see that TC is
able to achieve this high recall by having low precision4.

Interestingly, we see that our ALC-CC approach is able to yield
much higher precision strategies at lower cost than both the TC
and CC strategies. This is because there are typically many more
pairs of non-matching records than matching records — e.g., in our
dataset of 100 entities, each with 5 images per entity, there are 100 ·(
5
2

)
= 1000 matching pairs of records, and thus

(
500
2

)
− 1000 =

123750 non-matching pairs of records. Because there are so many
non-matching pairs of records, exclusively pairwise strategies such
as CC and TC have ample opportunity to report false positives,
which trashes the precision for low cost pairwise strategies.

Because the cost savings of our ALC approach come from sig-
nificantly reducing the number of pairwise comparisons of non-
matching pairs of records, we also significantly reduce the occur-
rence of false positives. Thus our approach can yield strategies that
are both lower cost and higher precision than either CC and TC5.
4Intuitively, the poor precision of the TC approach is due to the
fact that even a single false positive between records of different
entities will cause the TC approach to cluster two non-matching
entities together. While this is useful to ensure high recall, this can
cause very low precision in the presence of false positives, which
occur with greater frequency when Vpair is low.
5Interestingly, this is also why in Figure 8 we see the precision is
slightly negatively correlated with the cost. Higher cost strategies
under the ALC-CC approach correspond to strategies with more
pairwise comparisons, and thus more false positives.
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Figure 10: Empirically observed recall vs. Rmin, the minimum required
recall specified as input to our MRR algorithm. As intended, we see that our
MRR-selected strategies have observed recalls which are close to or exceed
the minimum required recall.
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Figure 11: Empirically observed cost vs. Rmin. We see our MRR-selected
strategies achieve close to the optimal cost for the minimum required recall.

Finally, in Figure 9, we combine the results of Figures 7 and 8
and plot the F1 score vs. cost of all 3 classes of strategies. Here we
see that our ALC-CC allows us to select strategies with a similar F1
score as CC and TC but at significantly lower cost. For example,
we find ALC-CC yields strategies of comparable F1 score that are
4-5x cheaper than CC and 6-7x cheaper than TC.

8.2 MRR Algorithm Evaluation
In the previous section, we saw that an attribute based approach

gives us better options for crowd ER strategies. Another key con-
tribution of our paper is how to choose from among these many op-
tions — in this section, we ask how good our MRR algorithm (Sec-
tion 7) is at selecting the cheapest combination of error-mitigation
strategies in order to achieve a specified recall.

For evaluating how our MRR algorithm selects among all (k, V,M)
ALC strategies, we need a fixed estimate for p and pad. As a rough
conservative estimate, we use worker accuracy p = 0.9 and at-
tribute disagreement probability pad = 0.05 as inputs to our MRR
algorithm. In Section 8.3, we will see how the MRR algorithm’s
performance is affected if we vary our estimates for p and pad.

There is a subtle distinction to make here. Our MRR algorithm
takes as input a minimum required recall Rmin and an estimate for
p and pad. Our algorithm then outputs a selection of values for k,
V , andM . These estimates of p and pad do not change the cost and
quality characteristics of any particular (k, V,M) ALC-CC strat-
egy — rather, they only serve to help us choose which (k, V,M)
strategy to employ. Thus, the results of Figures 7, 8, and 9 hold
regardless of our estimates for p and pad.
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Figure 12: Cost vs. Recall of our MRR-selected strategies versus all ALC-
CC strategies found in our sweep of (k, V,M). We see our MRR-selected
strategies are close to Pareto optimal.

Does our MRR algorithm yield strategies that actually achieve
their minimum specified recall Rmin?

In Figure 10, we plot the recall of our MRR-selected strategy as
a function of Rmin, the minimum required recall given as input
to our algorithm. We also plot the recall of the “empirical MRR”,
i.e. the recall of the cheapest strategy from our earlier parameter
sweep of (k, V,M) that achievesRmin. This gives us a baseline to
compare our MRR results against. As before, all plotted cost and
recall are those determined by using our corpus of Turk responses.

We see that our MRR algorithm is able to produce strategies that
are either very close to the required recall Rmin or that exceed it.
This is encouraging because it means we can confidently use our
MRR algorithm to ensure the quality of our results.
Does our MRR algorithm actually select the cheapest strategy
that achieves this recall?

In Figure 11, we plot the cost of our MRR algorithm selected
strategy vs. Rmin. We also plot the cost of the “empirical MRR”,
which represents the best we could have done to achieve Rmin.

We see that the MRR algorithm is able to select strategies which
have costs very close to the optimal cost of the empirical MRR
strategy. The points at Rmin = 0.6 and Rmin = 0.95 are interest-
ing — for Rmin = 0.6, in Figure 10, we saw that we produced a
strategy that had a significantly higher recall than was required, yet
in Figure 11 we see it produces only a marginal increase in cost.
For Rmin = 0.95, our MRR algorithm’s observed recall did not
achieve a recall of 0.95, only achieving a recall of 0.949. However,
this allowed our MRR strategy to be significantly cheaper than the
best empirical strategy achieving a recall of 0.95.
How do our MRR-selected strategies compare to other possible
ALC strategies?

In Figure 12, we plot the observed cost and recall of all the
(k, V,M) strategies we swept in Figure 7 as well as the MRR se-
lected strategies of Figure 10.

We see that our MRR selected strategies are very close to be-
ing Pareto-optimal. In particular, we note that for higher recalls
the selection of strategy is very important, as many cost-inefficient
strategies have high recall. For example, for a recall of 0.93, we
find strategies ranging in cost from approximately 2 to 8. Thus, our
MRR algorithm prevents us from overspending on strategies.

8.3 MRR Parameter Sensitivity Experiments
In the previous section, we found that our MRR algorithm is able

to yield cost-efficient strategies that achieve their required recall.
However, as inputs to our MRR algorithm, we estimated p = 0.9
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Figure 13: Empirically observed cost of MRR-selected strategy vs. p, with
pad fixed at 0.05 and Rmin = 90%. The ground truth value of p = 0.94
is represented as a black diamond.
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Figure 14: Empirically observed cost of MRR-selected strategy vs. pad,
with p fixed at 0.9 and Rmin = 90%. The ground truth value of pad =
0.032 is represented as a black diamond.

and pad = 0.05. How important is it that we correctly estimate
these parameters? It is important to note that estimating these pa-
rameters only affects how well our MRR algorithm chooses be-
tween different ALC strategies, and not how the ALC approach
compares to other pairwise-only strategies as seen in Figure 9.

Ground Truth Estimates. From our corpus of Mechanical Turk
responses and from knowing the true clustering of the records in
our dataset, we can estimate the true p and pad for our attributes. To
estimate p, we assume that the majority attribute label for a record
is the correct labeling, and thus our estimate for p is the fraction
of votes that disagree with the majority label, averaged over all
records and all attributes. Given the ground truth clustering of our
records, we can estimate the attribute disagreement probability pad
by calculating the frequency with which the majority attribute label
differs between pairs of records of the same entity.

From our corpus of Turker responses and ground-truth cluster-
ing, we were able to estimate p = 0.94 and pad = 0.032.

Experiments. In Figure 13, we see how the cost of our MRR se-
lected strategies is affected as we vary our estimate p for the worker
accuracy, keeping pad fixed at 0.05 and Rmin = 90%. We see that
for reasonable values of p, i.e. p > 0.8, the cost of the MRR
algorithm’s selected strategy does not vary much. Thus, from a
practitioner’s perspective, a conservative estimate for p can be used
without worrying about costs blowing up.

In Figure 14, we see how the cost of our MRR selected strate-
gies is affected as we vary our estimate pad for the probability of
attribute disagreement, keeping p fixed at 0.90 and Rmin = 90%.
Here we see that though the cost can vary significantly, the cost re-
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mains relatively flat within if pad is low or if pad is high. However,
in our dataset our ground-truth estimate for pad was 0.032, and if
our estimate was too high, we would have had costs 40-50% higher.
Nevertheless, from Figure 7 we see that these strategies would still
be an improvement over pairwise-only strategies like TC and CC.

8.4 Not All Attributes Are Created Equal
It is important to note that an attribute-based approach can be im-

pacted by the properties of the attributes we select – some attributes
may have skewed distributions, some attributes may be correlated
with one another, and some attributes may have significantly dif-
ferent pad values from one another. Due to space constraints, we
cannot fully explore the effects of using different attributes, but we
highlight a few experiments that illustrate how attribute selection
can affect the cost and recall of our ALC approach. In this section,
we vary only which subset of our four attributes we ask the crowd
to label in the ALC phase, and we evaluate different ALC strategies
by drawing from our corpus of Turk responses as before. We keep
fixed V = 9 votes per attribute and M = 0.

Attribute skew. For records in our celebrity dataset, the gender
and ethnicity attributes are roughly evenly distributed. However,
because facial hair is typically only present in males, facial hair
has a skewed distribution. With skewed attributes, our intuition is
that the size of groups of records with the same attribute labels be-
comes more unequal, thus leading to more pairwise comparisons
within these groups. When we evaluate our ALC-CC strategy with
gender-only and ethnicity-only attribute subsets (i.e. we only ask
for labels on one attribute), we find that because gender and ethnic-
ity have similar distributions, the cost is 4.5 for both gender-only
and ethnicity-only strategies. However, with facial hair, we ob-
served an increased cost of 6.1 due to the high skew.

Correlated Attributes. Gender and the presence of facial hair
are highly correlated (usually only men have facial hair), whereas
gender and ethnicity are uncorrelated. We evaluated our ALC-CC
strategy using two attributes at a time, once with both gender and
facial hair (correlated attributes), and once with gender and ethnic-
ity (uncorrelated). For correlated attributes gender and facial hair,
we observed a cost of 3.5, but for uncorrelated attributes gender and
ethnicity, we observed a lower cost of 2.4. However, part of this ef-
fect could be explained by skew, and further study is required to
fully understand the effect of correlated attributes. In general, cor-
relations reduce the effective number of attributes being queried,
and thus increase the number of comparisons and overall cost.

Attribute disagreement pad. Attributes also do not necessarily
have the same pad. The main effect of increased pad is ALC misses
inserting edges in G between records of the same entity, which
can lead to lowered recall. From our ground-truth clustering, we
measured pad = 0.00 for gender, pad = 0.03 for ethnicity, and
pad = 0.06 for facial hair. When evaluating our ALC-CC approach
on each of these attributes individually, we observed recalls of 95%,
90%, and 88% respectively, supporting the notion of increased pad
leading to decreased recall.

Because we do not model the effects attribute skew and correla-
tion have on cost and recall, these phenomena can also cause our
MRR algorithm to select suboptimal strategies. The best way to
combat these effects is to try to select attributes which are uncorre-
lated, without skewed distributions, and which have low pad values.
However, this is not always possible, and our experiments in Sec-
tion 8.2 did use attributes with skew, correlation, and differing pad
values. While we do not explicitly account for these non-idealities,
our MRR algorithm is still able to select effective strategies, as we
saw in Section 8.2.

9. GENERALIZED ATTRIBUTE MODEL
For ease of discussion, much of our paper has focused on binary

attributes, i.e. attributes with only two possible choices for their
labels. We also constrained each attribute to have the same worker
labeling accuracy and attribute disagreement probability. However,
our attribute-based crowd ER approach is not inherently limited to
using only binary attributes, and in Appendix A, we extend our
model to handle non-binary attributes as well as differing values of
p and pad. Though the mathematics involved in modeling cost and
recall become more complicated, our MRR optimization algorithm
remains applicable.

There are several interesting effects we observe when we extend
our model to handle non-binary attributes and attributes with dif-
fering p and pad. Using attributes with more label choices allows
us to subdivide our dataset into smaller groups, further reducing
the cost of the pairwise comparison stage. Somewhat surprisingly,
having more than 2 labels makes majority voting become more ef-
fective, as incorrect responses are spread out over multiple label
choices, making the correct label more likely to be the majority (or
plurality). In addition, for subtle reasons, we find that approximate
matching requires more pairwise comparisons when we have non-
binary attributes (Appendix A). Taken together, this causes our
MRR algorithm to be biased slightly more toward strategies that
use voting than approximate matching.

Our generalization also allows us to observe general trends about
the relative importance of the number of attribute labels, worker
labeling accuracy, and attribute disagreement probability when se-
lecting attributes to annotate a dataset.

• In general we find that the most important factor is for at-
tributes to have more labels, as this greatly reduces the num-
ber of pairwise comparisons.

• The next most important factor is for the pad of the attribute
to be low, as high pad values necessitate the need for expen-
sive approximate matching strategies.

• Finally, the least important factor tends to be the worker la-
beling accuracy, as this can usually be mitigated by voting.
Because the labeling stage tends to be much cheaper than the
pairwise stage, the extra voting cost required to counteract
low worker labeling accuracy usually does not substantially
affect the total cost.

More details on the mathematical modeling and slight adjustments
to our MRR algorithm used to observe these trends can be found in
Appendix A.

10. RELATED WORK
In recent years, the database community has expressed interest in

the idea of database systems with a crowd component [5, 6, 12, 13,
18, 19]. In the context of these new types of database systems, our
work can be considered an extension of the capabilities of such sys-
tems when performing ER or human assisted joins. Our attribute-
based approach can be thought of as performing crowd ER on a set
of records with unfilled columns (corresponding to attributes), and
we provide insight on which columns to fill in order to maintain
high accuracy with our ER while still reducing the cost.

In traditional, non-crowdsourced databases, the attribute-based
approach we present here is very similar in spirit to the common ER
technique of blocking [2, 7, 14, 16, 17, 29], in which obviously non-
matching entities are not compared during ER. A typical way this
is done is via locality sensitive hashing techniques [3,8,20], which

11



can have limited applicability in a crowdsourced setting where ma-
chines often cannot reason effectively about records. By compar-
ing records with similar attribute labels, we can use crowdsourced
responses to approximate the idea of a locality sensitive hash func-
tion.

While there has been extensive work on using blocking in tra-
ditional databases, there has been little work on applying some of
these insights to a crowdsourced setting. The closest known work
that we are aware of is that of Marcus et al. [13]. Though not the
main focus of their paper [13], Marcus et al. discuss the idea of
“feature filtering” for crowdsourced joins, which is very similar
to our attribute-based ER. In the “feature filtering” approach, the
number of pairwise crowd judgments are reduced by only consider-
ing pairs of records which agree on some number of crowdsourced
“features,” which are analogous to attributes in our work.

Our work extends that of Marcus et al. in several ways. Marcus
et al. give no insight on how to choose the number of attributes or
how to effectively combat errors introduced by using an attribute-
based approach. Our cost model and probabilistic handling of er-
rors let us quantify the effects of attributes on cost and accuracy,
and our MRR formulation gives us a principled way of choosing
the cheapest strategy for a given recall.

Finally, there have been many studies in recent years investigat-
ing pairwise crowd ER techniques [4,9,10,13,22,24,25,26,27,28].
While our attribute-based approach is most useful when we have no
machine generated pairwise similarity scores (e.g., this is the case
in all four pairwise join strategies described in [13]), our attribute-
based ALC phase can still be used as a preprocessing step to reduce
the cost of most pairwise crowd ER algorithms, even if machine
similarity scores are available. The main assumption we make
about such pairwise methods is that we can roughly estimate the
question cost before going to the crowd, which seems to be the case
for many pairwise approaches in the literature [13, 24, 25, 27, 28].
Our ALC phase can be used in conjunction with such approaches
in order to reduce the cost while still maintaining high accuracy.

11. CONCLUSION
In traditional databases, techniques such as blocking provide a

method to reduce the large number of pairwise comparisons that
must be made while performing crowd entity resolution. However,
in a crowdsourced setting where it is difficult for machines to rea-
son about records, it is not immediately clear how such techniques
can be extended to take advantage of human workers. In this paper,
we showed how an attribute-based approach to crowd ER can be
used to reduce the cost of existing pairwise crowd ER techniques
while still maintaining the accuracy of our results.

While an attribute-based approach is easy to grasp intuitively, we
also found that a naive implementation could quickly lead to unac-
ceptably large errors. To reason about our attribute-based approach,
we developed methods to model both the errors and cost of incor-
porating our ALC stage as a preprocessing step to a pre-existing
pairwise crowd ER algorithm. We saw that there was a tradeoff in
the cost of labeling more attributes and the cost of pairwise com-
parisons we could save, and provided results to select the optimum
number of attributes to reduce the cost. In our solution to the MRR
problem, we showed how to find the cheapest combination of error
mitigation strategies that could still achieve a minimum specified
recall, enabling us to be confident in the quality of the results pro-
duced by our attribute-based approach.

Finally, we tested our attribute-based approach and MRR al-
gorithm with real workers on Amazon Mechanical Turk, and we
found that our approach was able to yield crowd ER strategies that
were several times cheaper than pairwise-only strategies, while still

maintaining high precision and recall. We also saw that not all at-
tributes have the same characteristics, and that to keep costs as low
as possible when using an attribute-based approach, it is helpful to
avoid selecting attributes which are correlated or skewed.
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APPENDIX
A. GENERALIZED ALC

We introduce a generalized model of the ALC approach (gener-
alized ALC or G-ALC) to incorporate non-binary attributes — i.e.
attributes that have more than 2 choices for their labels. We denote
the set of potential attribute labels for the i-th attribute as ai, and
thus |ai| represents the total number of attribute labels for the i-th
attribute. We model the worker accuracy p as the probability that
a worker correctly labels an attribute for a record, assume that if a
worker incorrectly labels an attribute, each of the |ai|−1 remaining
choices is reported with equal probability. As in the binary attribute
case, we define pad as the probability of attribute disagreement be-
tween a pair of records, i.e. the probability that a pair of records of
the same entity have differing true attribute labels.

Before describing the specific mathematics of the G-ALC model,
we can make several high level observations about its implications:

• We no longer need to assume global parameters for all at-
tributes. Because we allow |ai| to vary among our attributes,
we can also introduce attribute-specific worker accuracies and
attribute disagreement probabilities without significantly in-
creasing model complexity. For attribute i, we denote these
as pi and pad,i, respectively.
• Because we incorporate attribute-specific properties, in addi-

tion to specifying a (k, V,M) strategy for the ALC phase, our
MRR algorithm can be used to select which attributes to ask
the crowd to label. Similarly, we can have attribute-specific
error mitigation strategies, as well (see Section A.1).
• Increased numbers of attribute labels allow for greater cost

savings with fewer attributes, as each attribute splits the dataset
into smaller chunks than before.
• Majority voting becomes more effective than in the binary

attribute case. Intuitively, this is because incorrect worker re-
sponses are spread over multiple wrong choices, making the
choice with the plurality of votes more likely to be correct.
• Using approximate matching increases the number of pair-

wise comparisons needed more than in the binary case. Under
approximate matching, we compare records that have differ-
ing sets of reported attribute labels. With more choices for
each attribute, there are more ways for records to have dif-
fering attributes, and thus we require more pairwise compar-
isons. This is made more clear in the mathematical derivation
(Section A.3).
• Because majority voting is more effective and approximate

matching is more costly, we should expect that MRR strate-
gies with non-binary attributes to become less likely to sug-
gest using approximate matching and more likely to use vot-
ing.

In the following sections, we derive the cost and recall of the
ALC approach under this generalized model, and describe how to
update our MRR algorithm to incorporate these new changes.

A.1 Generalized Error Mitigation Strategies
Because we are now modeling non-homogeneous attributes, our

error mitigation strategies should also be non-homogeneous. Thus,
we will allow for attribute-specific extensions to our majority vot-
ing and approximate matching strategies. For majority voting, in-
stead of having V votes per attribute, we will say that attribute i has
Vi votes, allowing for differing number of votes per attribute. This
allows us to allocate more resources toward labeling attributes that
have lower worker accuracy.

For approximate matching under this new setting, it may not
always make sense to consider mismatches among attributes that
have low pad,i values. Thus we will consider the notion of a mis-
match set of attributes, AM . Under this generalization to approx-
imate matching, we will only pair together records that agree in
label on all attributes not in AM , and we will allow for at most
M mismatches among attributes contained in AM . For example,
suppose we have labeled attributes {Ethnicity, Gender, Occupa-
tion, Hair Color}, where our mismatch set AM = {Ethnicity, Oc-
cupation, Hair Color} and M = 1. Then when generating G,
we will pair together records that agree exactly in their label for
“Gender” and have at most one disagreement in their labels for
attributes “Ethnicity”, “Occupation”, or “Hair Color”. In addi-
tion to allowing us to only allow for mismatches amongst prob-
lematic attributes, this generalization allows us a finer knob with
which to choose ALC strategies that utilize approximate match-
ing. This finer-grained control is especially useful because in pre-
vious sections we learned that the approximate matching strategy
can quickly add substantial cost to the ALC approach.

Because of these generalizations to our error mitigation strate-
gies, our MRR algorithm will need to be adjusted to select which
attributes to solicit labels for, the number of votes Vi used to la-
bel each attribute, the set of attributes for approximate matching
AM , and the number of mismatches, M , to allow within AM . We
discuss the adjustments that must be made in Section A.4.

A.2 G-ALC Recall
We can compute the recall of the G-ALC model, i.e. the proba-

bility that two records of the same entity are clustered together af-
ter our ALC phase, in three steps. First, we calculate the accuracy
of majority voting with Vi votes when using non-binary attributes.
Using this and the probability of attribute disagreement pad, we can
then calculate the probability that a pair of records have the same
majority label for a given attribute. Finally, we can use this result to
compute the overall recall by computing the probability of having
at mostM mismatched attributes in the attribute mismatch setAM .

A.2.1 Accuracy of Majority Voting
The accuracy of the plurality of Vi independent votes becomes

trickier to calculate when allowing for non-binary choices. In or-
der to compute this accuracy, it is convenient to enumerate all the
different ways the majority vote is correct by parameterizing on nt,
the number of ways the correct label is tied for the plurality of the
votes, and v, the number of votes received by the correct label. We
will say that nt = 2 corresponds to a two-way tie, and nt = 1 cor-
responds to no ties. We will assume that ties are broken at random,
and will only enumerate cases where the majority is the correct la-
bel.

For example, consider if we have Vi = 5 votes and 4 attribute
labels ai = {A,B,C,D}. Assume the correct label for a record
s is label A. A can have less than half the votes and still be the
majority – e.g. if the votes are {A,A,B,C,D} (i.e. nt = 1,
v = 2), A is the majority even though it received less than 3 votes.
If our votes were {A,A,B,B,C}, we would have a two-way tie,
nt = 2, with v = 2 votes for the majority.

To compute the accuracy of majority voting, we must iterate
through all combinations of v and nt which yield a correct labeling.
Thus, nt is at least 1 (no tie), and at most |ai| (each attribute label
receives equal votes). nt also cannot be greater than the number of
votes Vi, so 1 ≤ nt ≤ min(|ai|, Vi). Because the number of votes
among the tied choices must be less than the total votes available
Vi, we have vnt ≤ Vi, i.e. v ≤ b Vi

nt
c. We also need for the remain-

ing |ai| − nt label choices to have enough votes to total at least Vi
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votes — because these are non-majority choices, they have at most
v− 1 votes each and thus we need (|ai| −nt)(v− 1)+ vnt ≥ Vi,
i.e. v ≥ dVi+|ai|−nt

|ai|
e.

For each arrangement of votes yielding an nt-way tie with the
correct label, where the correct label receives v votes, the proba-
bility of the correct label winning the tie is 1

nt
, and the probability

of any specific arrangement of votes is pvi (
1−pi
|ai|−1

)Vi−v . In order
to calculate the probability of observing any arrangement of votes
giving an nt-way tie with v votes, we must multiply this probability
by the total number of ways of arranging Vi votes with |ai| labels
such that the correct label appears v times and is the majority label
(along with nt − 1 other labels with which it is tied for the major-
ity). This can be counted by noting that there are

(|ai|−1
nt−1

)
ways to

choose the labels that are tied with the correct label,
(
Vi
vnt

)
ways to

choose which of the Vi votes are either the correct label or labels
that are tied with the correct label, and (vnt)!

v!nt ways of arranging the
majority labels among these vnt votes.

Finally, we must calculate the number of ways of arranging the
remaining non-majority votes. We define f(n, r, s) as the number
of ways of selecting r items from a collection of n items, where
each item can be repeated at most s times. In [15], Mendelson
describes an efficient recursive method for computing f(n, r, s).
There are Vi−vnt remaining non-majority votes, which are drawn
from |ai| − nt non-majority labels, where each label can receive
at most v − 1 votes. Thus the total number of ways to arrange the
non-majority votes is f(|ai| − nt, Vi − vnt, v − 1).

Putting this all together, we can explicitly compute pV,i, the
probability of the majority of Vi votes yielding the correct label
for attribute i (with worker accuracy pi and |ai| labels):

pV,i =

min(|ai|,Vi)∑
nt=1

⌊
Vi
nt

⌋∑
v=

⌈
Vi+|ai|−nt
|ai|

⌉
1

nt

(
|ai| − 1

nt − 1

)(
Vi
vnt

)

× (vnt)!

v!nt
f(|ai| − nt, Vi − vnt, v − 1)pvi

(
1− pi
|ai| − 1

)Vi−v

.

We also note that, by symmetry, the probability of any specific
incorrect label being selected as the majority must be 1−pV,i

|ai|−1
.

A.2.2 Pairwise Attribute Label Agreement
We next consider the probability, pA,i, that two records of the

same entity have majority votes which yield the same label for at-
tribute i. If both records have the same true label, which happens
with probability 1−pad,i, then the records will have the same label
if the majority votes are both correct or both select the same wrong

label. These happen with probabilities p2V,i and (1−pV,i)
2

|ai|−1
, respec-

tively. If the true attribute labels disagree between the records,
which happens with probability pad,i, then the majority labels can
only agree if one vote is correct and and one is incorrect, or if
both votes are wrong in the same way. In the former case, this
probability is 2pV,i(1−pV,i)

|ai|−1
. In the latter case, this probability is

|ai|−2

(|ai|−1)2
(1−pV,i)2. Taken together, this allows us to compute the

probability of attribute agreement pA,i for attribute i:

pA,i =

(
p2V,i +

(1− pV,i)2

|ai| − 1

)
(1− pad,i)

+

(
2pV,i(1− pV,i)
|ai| − 1

+
|ai| − 2

(|ai| − 1)2
(1− pV,i)2

)
pad,i.

A.2.3 Approximate Matching
Finally, we calculate the recall of our G-ALC model, given Vi

votes for each attribute and M allowed attribute mismatches from
the mismatch setAM . If we define the set of attribute indicesAI =
{1, 2, · · · , k}, with AM ⊆ AI , then we can compute the recall of
the G-ALC model operating on a dataset S as:

RecG-ALC(S) =
∑
I⊆AM
|I|≤M

(∏
j∈I

(1− pA,j)

) ∏
j∈AI−I

pA,j

 .

A.3 G-ALC Cost
To estimate the cost of the generalized ALC approach (CostG-ALC)

with non-binary attributes, we will consider both the labeling stage
and pairwise comparisons stage separately. The labeling stage has
the same cost as before — αV nk.

To estimate the pairwise stage cost, we again assume each at-
tribute label is equally likely to appear in our dataset. Then there are∏k
i=1 |ai| sets of k attribute labels, each containing approximately
N∏
i |ai|

records. Without approximate matching, we only ask for

pairwise comparisons between these N∏
i |ai|

records, yielding a to-

tal of N2

2
∏

i |ai|
questions. If we allow for approximate matches,

we must also ask for questions between sets of records with the
same attribute labels. Combining any two groups yields another(

N∏
i |ai|

)2
questions. Thus we just need to count how many groups

we need to combine if we allow for at most M mismatched labels.
For example, ifM = 1, each attribute iwould need to be compared
against |ai| − 1 different groups to account for a single mismatch.
Generalizing this, we can model the full cost of both stages as:

CostG-ALC = αN

k∑
i=1

Vi+
βN2

2
∏k
i=1 |ai|

M∑
m=0

∑
I⊆AM
|I|=m

∏
j∈I

(|aj |−1).

Note that if |ai| = L and and Vi = V for all k attributes, and
AM = AI , we can simplify this to:

CostG-ALC = αV Nk + β
N2

2Lk

M∑
m=0

(
k

m

)
(L− 1)m.

Thus, if we do not use approximate matching, we have N2

2Lk pair-

wise questions, but if M = 1, we have (k)(L − 1) N
2

2Lk pairwise
questions. Thus, as we increase the number of attribute labels L,
the cost of using an approximate matching strategy increases for a
fixed M .

A.4 MRR Algorithm
Our MRR algorithm remains essentially the same as before, though

the cost and recall must be calculated using the equations derived in
previous sections. The main change in our MRR algorithm is that
it must now consider each of the k attributes individually, as our at-
tributes are no longer homogeneous. For example, previously for a
fixed value of k in our MRR optimization algorithm, we would only
need to vary M and V when computing cost and recall. Now with
non-binary and distinguishable attributes, we must also consider all
available k-sized subsets of attributes available to us when finding
the optimal strategy. We must also consider all subsets within these
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Figure 18: N = 64 records, plotting MRR-selected strategy cost as we
vary attribute disagreement probability pad,i and number of attribute labels
|ai|. k = 3 total attributes. α = 0.1, β = 1.0, pi = 0.90.
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Figure 15: N = 1024 records, plotting MRR-selected strategy cost as we
vary worker accuracy pi and number of attribute labels |ai|. k = 3 total
attributes. α = 0.1, β = 1.0, pad,i = 0.05.
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Figure 16: N = 64 records, plotting MRR-selected strategy cost as we
vary worker accuracy pi and number of attribute labels |ai|. k = 3 total
attributes. α = 0.1, β = 1.0, pad,i = 0.05.

as candidates for the mismatch set AM . Thus our MRR algorithm,
in addition to determining the best choice of M and V to achieve a
specified recall, also determines which attributes to use to achieve
that recall.

A.5 Simulations
The generalization of the ALC to account for differing numbers

of labels and different attribute-specific properties allows us to ask
interesting questions about what makes an attribute more effective
than others — for example, when choosing between two potential
attributes, is it more important to have more attribute label choices,
a higher labeling accuracy, or a lower attribute disagreement proba-
bility? For a fixed recall, which of these factors matters most when
trying to reduce the cost of crowd ER? To illustrate these trade-offs
more clearly, in the following sections we provide plots of sev-
eral simulations we performed using our generalized model and
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Figure 17: N = 1024 records, plotting MRR-selected strategy cost as we
vary attribute disagreement probability pad,i and number of attribute labels
|ai|. k = 3 total attributes. α = 0.1, β = 1.0, pi = 0.90.
updated MRR algorithm.

A.5.1 Worker Labeling Accuracy vs. Number of La-
bels

To investigate the trade-offs between the number of attribute la-
bels and worker labeling accuracy, we calculated the cost of the
MRR-selected 90% recall strategy as we varied the worker label-
ing accuracy and the number of attribute labels. We used k = 3 at-
tributes, varying their pi value and keeping fixed values for pad,i =
0.05, α = 0.1, and β = 1.0. We plot cost vs. labeling accuracy
for N = 1024 records in Figure 15 and for N = 64 records in
Figure 16.

In Figure 15 where N = 1024 records, we observe that, com-
pared to attribute labeling accuracy, an increased number of at-
tribute labels dominates the effect on cost. However, this effect is
more nuanced in Figure 16, where N = 64 records. For example,
we see that a binary attribute which workers are highly accurate at
labeling can lead to a lower cost than when using an attribute with
|ai| = 3 or |ai| = 4 labels.

The reasoning for this is that when there are many records and
few attributes, the cost of the ER tends to be dominated by the pair-
wise comparison stage. When this is the case, compared to having
high pi, it is much more important to use attributes with larger num-
bers of labels, as these significantly reduce the cost of the pairwise
comparison stage. Lower pi values can be compensated for by ma-
jority voting in the first stage. Because the pairwise cost tends to
dominate the overall ER cost, this extra voting does not affect the
total cost much. However, when the number of records are small
(as in Figure 16), or if β is very low (e.g. due to the presence
of good machine-based similarity scores), or if many attributes are
being used, the labeling cost can dominate the cost of ER. In these
(somewhat rarer) cases, it is sometimes more important to use at-
tributes that can be accurately labeled than to use attributes which
have higher number of labels.

A.5.2 Attribute Disagreement Probability vs. Num-
ber of Labels

To investigate the trade-offs between the number of attribute la-
bels and attribute disagreement probability, we again calculated the
cost of the MRR-selected 90% recall strategy as we varied the at-
tribute disagreement probability pad,i and the number of attribute
labels. We used k = 3 attributes, varying their pad,i value and
keeping fixed values for pi = 0.9, α = 0.1, and β = 1.0. We plot
cost vs. labeling accuracy for N = 1024 records in Figure 17 and
for N = 64 records in Figure 18.

Here we see that there are large ranges of values of pad,i where
it is clearly better to use attributes with higher number of labels
(e.g. if pad,i is between 0.10 and 0.18). However, the cost can
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sometimes change dramatically with a small change in pad,i — e.g.
when increasing pad,i from 0.03 and 0.06 we see there is a large
step increase in the cost. These large step increases correspond to
changes in the approximate matching strategy selected by our MRR
algorithm, leading to increased costs to counteract the decreased
recall caused by increased attribute disagreement. Interestingly, we
also find that these step changes occur at roughly the same values
of attribute disagreement, even as we vary the number of records
and attribute labels. This is because the recall is mostly affected by
pad,i, and only has a weak dependence on the number of attribute
labels |ai| (see Section A.2 for more details).

Thus, it is generally cheaper to use attributes with more attribute
labels than with lower pad,i. However, if small perturbations in an
attribute’s pad,i value could cause a shift in approximate match-
ing strategies, it may be more cost-effective to have lower attribute
disagreement than higher attribute labels.

A.5.3 Summary
The impact on cost (at a fixed recall) of the number of attribute

labels, attribute-specific worker labeling accuracy, and attribute dis-

agreement probability is nuanced. However, from our previous
simulations we observe the following general trends:

• In general we find that the most important factor is for at-
tributes to have more labels, as this greatly reduces the num-
ber of pairwise comparisons.

• The next most important factor is for the pad of the attribute
to be low, as high pad values necessitate the need for expen-
sive approximate matching strategies. An exception to this
is when small changes in pad,i can cause our MRR-selected
strategy to choose a new approximate matching strategy.

• Finally, the least important factor tends to be the worker la-
beling accuracy, as this can usually be mitigated by voting.
Because the labeling stage tends to be much cheaper than the
pairwise stage, the extra voting cost required to counteract
low worker labeling accuracy usually does not substantially
affect the total cost. However, if the ER cost is dominated by
labeling, sometimes worker labeling accuracy becomes much
more important.
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