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Abstract

In a multi-party transaction such as ful�lling an information request from multiple sources

(also called a distributed commerce transaction), agents face risks from dealing with untrusted

agents. These risks are compounded in the face of deadlines, e.g., an agent may fail to deliver

purchased goods by the time the goods are needed. We present a distributed algorithm that

mitigates these risks, by generating a safe sequence of actions (when possible) that completes

a commerce transaction with no risk. We show that the algorithm is sound (produces only

safe multi-agent action sequences) and complete (�nds a safe sequence whenever one exists).

We also show how the algorithm may be extended so that agents may interact directly with

other participants rather than through a trusted intermediary.

Keywords: Distributed commerce transactions, commit protocols, deadlines, trust

1 Introduction

The Internet and World Wide Web have emerged as a remarkable networked information source

that is increasingly being used in a commercial setting. Information is a valuable commodity, and

information sources and brokers seek to make a pro�t by charging for their services. Large companies

that have historically provided information services are establishing themselves in the new computer

networked environment as well. Also emerging, however, is the \infoprenuer", smaller entities or

individuals that choose to focus on a small portion of the information space. Indeed with relatively

low barriers to entry, it is possible for just about anyone to set up an information service. In many

cases, these companies are brokers, not owning the original data source, but just providing some

value-added indexing or integration service. They obtain documents from other sources and re-sell

them to customers, who may in turn be brokering the documents to someone else.

Given the nature of these small, tightly focused services, it is easy to imagine that a single

customer request might cut across multiple services. Therefore, the customer wishes to place an

order that involves many autonomous parties, but has some of the properties of a traditional

transaction. For example, a researcher may wish to generate a report overlaying census data on a

map. The data come from one source, the map from another. He does not want to purchase the

data without the map, nor the map without the data.

Traditional database solutions provide atomic transactions, so the result will be either successful

completion at all sites or as if the request had not been attempted. These commit protocols [2] that

provide atomicity will not work in our scenario, because they rely upon processes trusting each

other, and permitting one to make a decision to \commit" the transaction. On the Internet, the

operating environment tends to be one of distrust: the parties may not have a history of interaction,

exist in the same jurisdiction, or even know each other's identities. Moreover, they may even have

incentives to try to reach conicting transaction states. For example, a source desiring to be

paid for a document it provided to a broker may wish to commit that transaction with a broker,

even if the broker's customer is seeking to abort the transaction to buy the document from the

broker. The distrustful nature is suggestive of Byzantine agreement, where any other node might

be malicious, and may take arbitrary actions to subvert the correct completion [7]. The resulting

algorithms require considerable redundancy to ensure protection from colluding adversaries, making
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them expensive for standard usage. We restrict the problem from this general case, saying that

some agents are known to be trusted, and that malicious agents may simply break commitments,

but cannot cause other interference, such as mimicing a trusted agent. This middle ground between

standard commit protocols and Byzantine agreement we call distributed commerce transactions,

�rst introduced in [4].

In Section 3, we de�ne distributed commerce transactions more formally, introducing the risks

that must be avoided, and the actions which are available to the transaction participants. We walk

through a simple example, showing a solution composed of the available actions that avoids the

risks. In Section 3, we present a fully distributed algorithm that generates solutions for distributed

commerce transactions, when they exist. We demonstrate the algorithm's behavior on two examples.

Section 4 proves that the algorithm is sound and complete. In Section 5, we modify the algorithm

to account for the addition of deadlines to these transactions. A further extension to the algorithm,

described in Section 6, permits relaxing certain conditions when there is trust between some subset

of the agents. Section 7 described related work in database theory, distributed computing, and

electronic commerce. Finally, we o�er conclusions and directions for future work in Section 8.

Appendix A dives into some of the implementation details, describing data structures that e�ciently

represent the necessary information. Appendix B o�ers full details of the proofs outlined in the

body of the paper.

2 Basic Distributed Commerce Transactions

The distributed commerce transaction framework is quite general and applies to many di�erent

types of goods. We will focus on the particular case of information goods. A customer's request

is satis�ed by information contained in documents that are held by sources. A single document

may not contain all of the necessary information, so combinations or conjunctions of documents are

frequently necessary.

As described above, a distributed commerce transaction involves several participants:

� A Customer: The agent with an information request

� A Source: An agent with a document which contributes to the ful�llment of the request.

� A Broker: An agent that acquires documents with the sole purpose of re-selling them.

� ATrusted Intermediary: A middleman trusted by two participants to ensure the fair, successful

completion of an exchange between the two participants. The trusted intermediary might be

a separate third party service, or it might be an on-line bank or payment processor, or an

\electronic mall" where the customer found the merchant.

Brokers, customers, and sources are collectively known as principals. Brokers and sources are

providers of information.

The environment is one of distrust, so that a customer will not give payment before being certain

of getting the requested documents. Similarly, a source will not provide a document before being

certain of getting paid. Trusted intermediaries (such as a shopping mall, Internet service provider,

electronic bank) alleviate the problem, providing a secure way to handle part of a transaction.
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Figure 1: The parties involved in Example 1.

Table 1: The Four Risks of Distributed Commerce Transactions
Risk

1 When the agent acts as a customer, it never spends money without being

guaranteed of receiving the promised document in return.

2 When the agent acts as a provider, it never sends a document to a
customer without being guaranteed of receiving payment.

3 When the agent acts as a customer with a conjunctive request, it will
never pay for one document unless it is able to obtain all of the

conjuncts. (This risk is known as \buying half a conjunction.")

4 When the agent acts as a broker, it will never purchase a document unless

it is guaranteed that a customer will re-purchase the document.

The trusted intermediary receives the document from the source and money from the customer (or

broker), then performs the exchange. If one party does not provide its promised piece, the exchange

is canceled, and the goods are returned to their original owner.

For example, a simple interaction between �ve agents is shown in Figure 1. In this case, the

customer C has an information request. Customer C knows that broker B can locate relevant

sources for such requests. The customer does not know the ultimate source S that provides the

document, but as long as the broker B knows where to �nd some source, the request can be

ful�lled. The exchanges between C and B and between B and S use trusted intermediaries T1 and

T2 respectively to guarantee the outcome of the pair-wise exchange.

In this example, the broker faces a potential risk: B may purchase the document from S, then

�nd that C is no longer interested, and will not buy the document. In order to remove this risk,

customer C can �rst give the money for the document to trusted intermediary T1, enabling broker

B to purchase the desired document from source S, con�dent that the customer will not be able to

back out of the purchase. In order to protect itself from an untrusted source, broker B completes

the pair-wise exchange with the source through trusted intermediary T2. The trusted intermediary

T1 guarantees that when the broker B provides the document, the money that the customer has

entrusted to it will be paid to B, with C receiving the document at the same time.

The risk of a broker's being stuck with an unwanted document is one source of dependencies

among the pair-wise transactions. A second is the customer's desire to buy a conjunction of desired

documents (the map and census data example), agreeing to pay for each of the documents (also

called conjuncts) only if all of the documents can be obtained. These are combined with the risks

intrinsic to a pair-wise exchange to obtain the full set of risks.

The actions that each agent may execute are limited. An agent may send a document to another
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agent, which concludes with the recipient agent knowing the content of the document. An agent may

send money to another agent, resulting in the sender's balance being decremented by the amount,

and the recipient's balance being credited by the amount. A customer may request a document

from a provider, expecting it to be sent to a trusted intermediary (possibly specifying a deadline,

see Section 5); similarly, a provider may request payment be sent to the trusted intermediary from a

customer. Trusted intermediaries can notify a principal that the exchange is lacking only the piece

that must be provided by that principal. For instance, in the example in Figure 1, when trusted

intermediary T1 receives the money from C, it noti�es B the money is guaranteed for the purchase.

The goal is to �nd a way for the agents to use the permissible actions in order to move resources

from the sources to the customer. A partial order of actions which is undertaken by the agents is

called an execution sequence or just a sequence. However, the distrust between agents results in

added constraints on these execution sequences. Intuitively, we want to prevent agents from being

in a position where they might be cheated by a malicious agent. The solution to the problem is

a sequence that is safe for each agent, where a sequence is safe if it guards against all four of the

risks enumerated above, even if other principals deviate from the expected sequence. The sequence

of actions we illustrated for Fig. 1 is safe. However, a sequence (for the same scenario) that starts

with B purchasing the document would not be safe (B can end up with the document and no

money from C). Not every problem instance has a safe sequence, in which case we say the instance

is infeasible. Even the simple case where a customer requests documents from two brokers that

contact di�erent sources is infeasible (Section 3.3).

More formally, a distributed commerce transaction instance is described by:

� The agents and the resources (both documents and money) that they control.

� The connectivity of the agents, including the provider(s) an agent will contact for each request,

and the trusted intermediary to be used between each pair of principals.

� The decomposition of a query into smaller pieces. It may be necessary to divide a query

into sub-queries in order to match available resources that will successfully answer the query.

Di�erent agents may choose di�erent decompositions.

In this paper, we present an algorithm for determining if a problem instance has a safe solution,

and if so, deriving one. This process is complicated by the fact that no single agent has a view

of all the pair-wise exchanges and constraints. There is a tension between one agent's local view

of the transaction and the global view of all of the pair-wise transactions that lead to the query's

ful�llment. From the microscopic view, an agent will expect satisfaction or payment if it ful�lls its

part of the agreement, irrespective of what others do. But the macroscopic view is more complicated

due to the interrelated dependencies, the sum of which no single agent is aware of. Yet, in many

cases, a careful ordering of the component pairwise transactions can produce a safe sequence.

The distributed commerce transaction is an interesting middle ground between the traditional

commit protocol, with its complete trust of other processors, and the Byzantine agreement, with its

complete distrust of other processors. The environment for distributed commerce transactions was

motivated by real electronic commerce examples, and the resulting framework is su�ciently expres-

sive to make powerful distinctions about trust situations, while still permitting e�cient protocols.

For a comparison to these related topics, see Section 7.
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3 Distributed Commerce Transaction Algorithm

The algorithm for �nding safe sequences that we describe here is fully distributed. Each agent

is able to plan and carry out its actions based on its own state and the requests it receives from

neighboring agents. The approach we describe is sound, so that if the algorithm runs to completion,

the proposed execution sequence is safe. The algorithm described here is also complete. That is,

if there is some safe sequence of the permitted actions that results in a completed exchange for a

particular scenario, the algorithm will also �nd it or an equivalent one. The proofs of soundness and

completeness are in Section 4. Recall that in Sections 3 and 4 we ignore deadlines in the customer's

request; these are considered in Section 5.

In the distributed commerce transaction model, each agent operates as an autonomous processor,

with its own knowledge limited to the documents for which it serves as a source, and the areas of

expertise for agents with which it can communicate directly. These data, along with the customer's

information request, form the inputs to the algorithm. The output is the sequence of steps which is

executed by the agents in the system. This sequence will ful�ll (if possible) the customer's request,

while still ensuring that no agent risks entering an unsafe state. If the algorithm is unable to �nd

a safe sequence, then none exists.

When one agent has an information request, it is sent to appropriate neighboring agents who

either ful�ll the request or re-distribute it to other sources not directly available to the original

customer. Several pair-wise exchanges may then be required to move the information back to the

ultimate customer. The status of each of these pair-wise exchanges is kept locally by the agents

involved, and is updated as goods and money ow back and forth. The agents are \event-driven",

reacting to events that are incoming messages describing customer requests, noti�cations from

trusted intermediaries, or the delivery of documents or money. These messages are represented as

method invocations by the sender upon the recipient agent.

Figure 2 shows an example of a distributed commerce transaction where a customer contacts a

broker who decomposes the request into two sub-queries that are sent to two di�erent sources. This

�gure is overlaid with a representation of the di�erent process spaces, showing the computational

boundaries between the agents and which pieces of the state of the global exchange are available

to each agent. For the sake of clarity, we omit the trusted intermediaries that would be interposed

between each pair of agents. Each operates in a separate process space, with its own local copy of

the state of the transaction between the adjacent principals.

A simple description of these agents is as event processing loops. Their operation follows a

simple cycle:

1. Wait for a message event (request, notify, delivery) to arrive.

2. Update the local state concerning the pair-wise exchange with the message sender, based on

the content of the message.

3. Based on the new local state, select the next action. The agent chooses from among the

following four mutually exclusive and exhaustive cases.

1. The agent has all of the pieces to ful�ll the information request. In this case, the agent is

either done (if it is the ultimate customer) or can send the answer on to the requester.
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Figure 2: A conceptual view of the operation of the algorithm.

In the example of Figure 2, if the broker had already received the document from Source 2,

then when it receives the document from Source 1, B has all of the necessary components to

ful�ll the request from C. Since B is not the ultimate customer (C is), B will send them on

to C, through a trusted intermediary.

2. The agent has received noti�cations from trusted intermediaries that they have the documents

that will ful�ll the request. In this case, the agent can safely send money to the trusted

intermediaries to obtain the documents, reducing the problem to the previous case.

In the example of Figure 2, the broker will request the documents from Sources 1 and 2. The

sources have nothing to lose by sending them to the trusted intermediaries that would facilitate

the exchange between themselves and the broker. Therefore, when the trusted intermediaries

(not shown in this �gure) receive the requested goods, they send noti�cations to the broker

that when the broker sends money, it can be guaranteed to receive the desired documents in

exchange. When both noti�cations arrive at the broker, this case occurs.

3. The agent and trusted intermediaries are still missing one piece for the request. In this case,

the agent guarantees payment to the source of the last piece, if its customer has done likewise.

This may expedite the acquisition of the missing piece.

In the example of Figure 2, if the broker has made requests of the two sources, but one has de-

cided not to comply immediately, then this case will arise. The broker will receive noti�cation

from one of the trusted intermediaries saying that the �rst document is available. However,

without the second document, the �rst is of no value. Therefore, the broker undertakes more

e�ort to acquire the second document. By sending money to the trusted intermediary of the
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second document, the broker proves its willingness to buy the second without putting itself

at any risk.

4. The agents and trusted intermediaries are missing two or more pieces for the request, or the

customer has not guaranteed payment. In this case, the agent is reduced to merely asking

sources to provide the necessary pieces without guarantee of payment. The sources may be

willing to do so if they are not required to spend any resources. If they have to spend money

to acquire these documents from other sources, however, they will not without a binding

promise of payment (i.e., until they receive a noti�cation from the trusted intermediary that

the trusted intermediary is holding the customer's funds).

In the example of Figure 2, the broker is not willing to spend money for the documents from

the two sources unless it is sure that it will obtain both. Therefore, rather than sending money,

it �rst makes a request, asking one or both of the sources to forward the desired document to

the shared trusted intermediary in order to move the exchange along.

3.1 Assumptions

We make several reasonable assumptions that simplify the process of solving distributed commerce

transactions. First, we assume the presence of techniques such as watermarking and delivery receipts

that ensure customers will not distribute illegal copies of the document and sources will not send

bogus goods. Second, we assume that the agents use a message delivery protocol which prevents

lost messages. Finally, we make three assumptions which are particular to our algorithm. First,

any pair of principals that wishes to make a pair-wise exchange has access to a shared trusted

intermediary. Second, the price of any single document is negligible compared to the resources

of an agent. Therefore, a broker can always pay \out-of-pocket" to acquire a document without

relying on its customer's payment. Third, each agent has a single provider agent (which might be

another broker) for any given document. Relaxing these assumptions is grounds for future work.

3.2 Algorithm Details

Since the inner workings of the algorithm are somewhat hard to follow in the abstract, we show

the basics on the example from Figure 1. Customer C orders a document D from broker B, who

in turn acquires it from source S. The consumer and broker make their exchange through trusted

intermediary T1, while the broker and the source use T2 for their exchange.

The remainder of this subsection describes each of the steps in the safe sequence. Appendix

A goes into even greater detail, showing the data structures that could be used to implement the

algorithm, and how they would be instantiated in this example.

1. C's setting up the request at C. C knows that it is trying to get document D. Since C knows

about the areas of expertise of its immediate neighbors, C is able to select B as the most relevant

to handle a request for D. C further knows that T1 is the trusted intermediary that it should use

for transactions with B. This information forms the basis for the request.

In order for the algorithm to be able to treat all of the agents in a symmetric fashion, we divide

C into two \personas," one that has initiated the request and controls the agent's money, and a

second that goes about ful�lling the request. C has set aside funds for document D. In order to
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represent this commitment, we essentially model a separate exchange between two personas of C,

one that wants the document, and the one that has the money. Now, the algorithm is able to treat

this special case (one end of a chain) as just another two party exchange, even though both parties

happen to be the same agent, C.

2. C's communicating the request and sending C's money to T1. Now C starts the search for

a safe execution sequence that will satisfy its need for D. C considers the four cases described in

Section 3, and chooses which of the four covers the current status of the transaction.

In this case the third clause is selected, since one document, D, has not been acquired or

requested. Therefore, C takes the next step to obtain the missing document. Since C's \banker

persona" has allocated the money for the purchase of D, C is able to send its money to T1, the

trusted intermediary. T1 stores locally the receipt of payment and saves the payment for future

delivery to B, when B provides D. C may wish to establish a deadline by which the document

must be received or else a refund initiated. This extension is described in Section 5.

3. T1's notifying B of the request, and the presence of C's money.

As a trusted intermediary, T1's action choice is quite simple. It checks to see if this arrival

completes an exchange (if, for example, the source agent had already provided the document for

the transaction), but since it does not, noti�cation is the appropriate action. In this case, T1 noti�es

B that B will receive money as soon as D is provided.

When B receives this noti�cation, B treats it essentially the same way as it would an internally

generated information request (such as C's was). Moreover, since B has committed money by

sending it to T1, it follows very closely to the exchange required in step 1, where C's banker persona

had committed funds and asked C's other persona to acquire document D. B decomposes C's

request into documents that B will be able to obtain. In this example, since B knows that S can

directly provide D, this step is trivial, and no decomposition is required.

4. B's communicating the request and sending B's money to T2. As C did before it, B now

considers which of the four cases from Section 3 is applicable. As before, the third clause is activated.

Because C has guaranteed its intention to purchase by giving money to T1, B can safely give its

own money to T2. B is con�dent that when S provides the desired document, B will be able to

get its money back by giving the document to T1. B sends its payment to T2. T2, as T1 did before

it, checks to see if this payment completes an exchange. Finding that it does not, T2 calls on S to

continue the transaction.

5. T2's notifying S of the request and the presence of B's money. When S receives the noti�-

cation from T2, S quickly discovers that it has the document in question. Here again, however, we

model S as two separate personas, one with the document and one that received the request.

6. S's sending the document to T2. When S tries to determine what to do next, it considers

the four cases from Section 3. The �rst clause (showing that all documents have been received)

is activated. Since S is not the �nal customer, the documents must be sent to their customer via

trusted intermediary T2, that B shares with S.

7. T2's sending the document to B, B's money to S.

Since T2 already has the payment for this exchange from B, it will complete the exchange,

sending the document to the broker B and payment to source S. S deposits the payment, and

checks to see if there is anything further to do for this transaction. But none of the clauses of

Section 3 is activated, so processing at S ends. T2 accomplishes the second half of the exchange by
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Figure 3: The parties involved in Example 2.

sending the document to B.

8. B's sending the document to T1. When B gets the document, it checks the four clauses to

determine the next step. B �nds that the �rst clause is applicable, because all of the documents (in

this case, just D) have been received. Since B is not the ultimate customer, it sends the document

to trusted intermediary T1.

9. T1's sending the document to C, the money to B.

T1 sees a situation similar to the one T2 faced for the previous exchange, and continues it in

the same way|B is sent the payment, and C, the document. When B receives the payment, it

considers what to do next, but �nds that none of the clauses is activated, so B is done with this

transaction. C's receipt of the document also triggers an examination of the four cases. C discovers

that the conditions covering the �rst clause are true, but since C is the ultimate customer, rather

than sending the document on, the transaction is successfully completed. No further processing

occurs at any site, and the example is concluded.

3.3 Conjunctive Example

In the second example (Fig. 3), customer C desires two documents (D1 and D2) and interacts with

brokers B1 and B2 in order to get them from S1 and S2. T1 is the trusted intermediary between C

and B1, T2 is for C to B2, T3 is B1 to S1, and T4 is B2 to S2. This example is infeasible, so the

algorithm cannot �nd a safe execution ordering.

The initial step in the conjunctive example is similar to that of the �rst example in that it sets

up a \dummy" transfer between the two personas of C. We do see a di�erence however, in that the

target information request may only be ful�lled by a conjunction of two components, D1 and D2.

Since these documents are coming from di�erent sources, C plans to initiate two separate exchanges

to ful�ll its request.

When C evaluates which of the four cases of Section 3 is applicable, only the fourth clause's

conditions are met. Since there are two documents that are not yet at the trusted intermediary,

C is unable to advance payment. C faces the risk of \buying half a conjunction"|for example B1

providing document D1 while B2 gives up, and returns the payment. In that case, C has spent half

of its money but not obtained the desired set of documents. So, instead, C performs the riskless

action of requesting both documents from the respective brokers.

The processing performed by B1 and B2 is exactly symmetric, and the operations may be

performed in parallel, or interleaved in some way unknown to C. Since there are no interactions,
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we will assume that B1 processes its request �rst. B1 is trying to ful�ll C's request for document

D1. Since B1 expects to be able to acquire D1 from S1, no further decomposition is necessary.

B evaluates the algorithm to determine which of the four cases is applicable. Although there

is a single document which has not yet been received, the third clause is not applicable, because

the broker has not received noti�cation of payment from C. Therefore, control falls through to the

fourth clause, where B1 requests D1 (without sending money) from S1.

S1 recognizes that it has the desired document D1, which we again model with a completed

exchange from S1 to S1, using no trusted intermediary. Given that S1 now has all of the desired

documents to ful�ll B's request, the �rst clause is activated. S1 sends D1 to T3, the trusted

intermediary it shares with B1. T3 checks to see whether this new arrival completes an exchange,

but �nds instead that no money has yet been sent for this document, so T3 noti�es the client B1

that the document has been received, and the exchange can be completed as soon as the money is

received.

When B1 learns this, the second clause is activated, since all of the desired documents have

already been sent to the trusted intermediary. B1 checks whether C has guaranteed payment for

this document by sending money to their trusted intermediary T1, but C has not. It could not safely

do so, because it faced the risk of buying half a conjunction. Consequently, it could not commit

payment for either piece. Without funds committed from C, B1 is unable in turn to extend money

to S1, in case C decides to retract its o�er. Therefore, B1 cannot send money to T3, and this branch

of the transaction blocks until payment is received from C.

On the other branch of the transaction, going from C to B2 to S2, a completely symmetric

sequence of steps is occurring, yielding the same result: D2 is transferred to T4, but in spite of

noti�cation of this fact, B2 cannot transfer funds to pay for it. As in the other branch, completion

of the exchange is blocked, and the global exchange cannot be completed.

4 Proofs of Soundness and Completeness

4.1 Soundness

In this section, we prove that the algorithm described in Section 3 is sound, that is, any sequence of

actions that the algorithm generates is safe for all of the participating agents. To review, a sequence

is safe for an agent if all of the following conditions are met:

1. When the agent acts as a customer, it never spends money without being guaranteed of

receiving the promised document in return.

2. When the agent acts as a provider, it never sends a document to a customer without being

guaranteed of receiving payment.

3. When the agent acts as a customer with a conjunctive request, it will never pay for one

document unless it is able to obtain all of the conjuncts.

4. When the agent acts as a broker, it will never purchase a document unless it is guaranteed

that a customer will re-purchase the document.
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Theorem 4.1.1: Any sequence of actions produced by the algorithm is riskless.

Proof:

We show in turn that each of the four unsafe conditions cannot arise in a sequence of actions

generated by the algorithm.

1. Whenever a customer sends money, it always receives the document or a refund: A cus-

tomer only gives money to trusted intermediaries. The trusted intermediary will refund the

customer's money or send it to the provider in conjunction with sending the document to

the customer. Therefore, any sequence the algorithm generates will ensure that whenever

a customer spends money without having it refunded, the customer will get the requested

document.

2. Whenever a provider sends a document, it always receives payment or the document is re-

turned: Similar to the previous case. Providers only give documents to trusted intermediaries

that send them on to the customers only when the payment can be sent to the provider at

the same time.

3. A customer never buys half a conjunction: A customer never sends money for one conjunct

unless it is sure that all of the other conjuncts are readily available. Payments are made only

when at most one document is not held by the customer or an intermediary the customer

trusts (case three or four, as described in Section 3).

After payment for the last missing conjunct is forwarded to the shared trusted intermediary,

there are two possible outcomes:

(a) The provider can deliver the document, allowing the customer to obtain the full con-

junction by sending payment to each trusted intermediary, or

(b) The provider fails to deliver the document, so the trusted intermediary returns the cus-

tomer's payment, and the customer has lost nothing, since it has not paid for any of the

other conjuncts.

4. A broker never buys a document without being able to re-sell it: Here again, a conservative

policy by the broker eliminates its risk to this type of exposure. The only condition under

which a broker will purchase a document for re-sale is if the trusted intermediary noti�ed the

broker that the trusted intermediary has received the payment. Therefore, if the broker does

obtain the document, it will be able to re-sell the document, since the trusted intermediary

holds the money from the broker's intended customer, ensuring the customer cannot back out

of the purchase.

Therefore, if none of the four unsafe cases may arise from the sequences suggested by the algo-

rithm, each agent �nds the sequence safe, so it is riskless for the population as a whole. Consequently,

any sequence suggested by the algorithm is riskless.
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Figure 4: A general conjunctive distributed commerce transaction.

4.2 Completeness

In this section, we establish that the algorithm developed in Section 3.2 is complete, that is, it will

�nd a solution whenever one exists. In particular, we will show that if there is a safe execution

sequence for a scenario which results in the customer obtaining the desired documents, the algorithm

will �nd it or one that works equivalently well. The proof is based an inductive argument considering

the number of principals involved in the exchange. It relies on two intermediate results, which we

prove �rst as Lemma 4.2.1 and Lemma 4.2.2.

Lemma 4.2.1: The algorithm will �nd and execute a sequence of actions which

1. is riskless,

2. excludes payment actions, and

13



3. results in the customer having the desired documents

if such a sequence exists.

For Lemma 4.2.1, the customer faces the further restriction that there are no payment actions.

Proof: (by induction of number of principals in the exchange, other than the �nal customer.)

Base case: The algorithm will �nd and execute a sequence of actions which is riskless, excludes

payment actions, and results in the customer having the desired documents, if such a sequence

exists, and involves 0 other principals.

If no other principals are involved (see Figure 4 (b)), it must be the case that the customer has

the desired documents. Therefore, the customer has the documents without any payment actions,

establishing the base case.

Inductive hypothesis: The algorithm will �nd and execute a sequence of actions which is riskless,

excludes payment actions, and results in the customer having the desired documents, if such a

sequence exists, and involves n other principals.

Inductive step: The algorithm will �nd and execute a sequence of actions which is riskless,

excludes payment actions, and results in the customer having the desired documents, if such a

sequence exists, and involves n + 1 other principals.

The proof of this step is somewhat involved. Refer to the Appendix for the details.

Lemma 4.2.2: If a conjunction is risklessly obtainable, then at most one of conjuncts requires

advance payment to obtain.

Equivalently, in a generalized distributed commerce transaction such as Figure 4(a), all or all

but one of the B agents can acquire their documents as in Lemma 4.2.1, without transferring any

money.

Proof: (by contradiction)

Assume there were a riskless way for a customer to obtain all the conjuncts of a conjunction,

even though there are two (or more) documents which the broker agents must spend money to

obtain (i.e., the brokers do not have the documents, and the sources that do have them demand

payment from the broker). Then one of the following orders must occur:

� The customer must put up money for all the documents. Here the customer is risking money

without a guarantee of getting the documents. One broker may provide the document and

receive payment, while another broker does not. Although the money for the missed document

is refunded, the customer still has spent half its money for a useless subset of the requested

information.

� The customer puts up nothing. In this case, the brokers are at risk. If they acquire the

documents with their own funds, they run the risk of being stuck with the documents when the

customer backs out. They have no recourse to return the documents, and have no mechanism

to force the customer to buy the requested document.

� The customer pays for some subset of the documents. This approach combines the problems

of both the previous approaches, while providing no bene�t. The customer may still lose if

the document(s) it paid for arrives but one of the other brokers fails to deliver. A broker that

was not pre-paid for its document may acquire it, only to �nd the customer has disappeared.
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Since any conjunction with at least two documents which require pre-payment in order to be

obtained runs into one of the problems listed above, it cannot be a riskless exchange, contradicting

the antecedent and validating Lemma 4.2.2.

Theorem 4.2.1: The algorithm will �nd and execute a sequence of actions which

1. is riskless, and

2. results in the customer having the desired documents

if such a sequence exists.

Base case: The algorithmwill �nd and execute a sequence of actions which is riskless, and results in

the customer having the desired documents if such a sequence exists and involves 0 other principals.

(Identical to base case for Lemma 4.2.1.) If no other principals are involved (see Figure 4 (b)),

it must be the case that the customer has the desired documents. Therefore, the base case is

established.

Inductive hypothesis: The algorithm will �nd and execute a sequence of actions which is riskless,

and results in the customer having the desired documents if such a sequence exists and involves n

other principals.

Inductive step: The algorithm will �nd and execute a sequence of actions which is riskless, and

results in the customer having the desired documents if such a sequence exists and involves n + 1

other principals.

Here again, we refer the interested reader to Appendix B for the full proof.

5 Timing and deadlines

In the previous examples, when a customer sends payment to a trusted intermediary, the customer

cannot control how long the transaction might take. In a realistic solution, there must be a mech-

anism by which the customer can establish a deadline for receiving the ordered goods, with the

ability to get a timely refund if the deadline is not met. In this section, we show how the algorithm

described in Section 3 can be extended to generate safe sequences that respect the deadline estab-

lished by the customer. We �rst describe the model of time that we use, then show two examples of

deadlines in use, one where the deadline is attainable, the second where it is not. Next we describe

the algorithm in greater detail, �nally turning to the formal properties of the algorithm, showing

its soundness and completeness under this formalization. Full versions of the algorithmic details

and proofs may be found in [5].

We will model time using Lamport's representation of physical clocks for distributed systems

[6]. Each clock value is a number, and larger numbers represent later times than smaller ones.

We ignore the problem of clock synchronization, assuming that all of the agents' clocks show the

same value at one instant in time. Agents also have knowledge of how long delivery may take

to any neighboring agent, and delivery times are symmetric between pairs of agents. Each agent

has access to a local function called DELIVERYTIMETO(x), which returns the upper bound for the

amount of time that a delivery sent to neighboring agent x will take, including any operations by

trusted intermediaries in the exchange. Finally, in this idealization, the time requirement of local

computation is negligible compared to communication time. These assumptions could be relaxed

without signi�cantly a�ecting the logic behind the algorithm.
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Table 2: Steps for �rst deadline example
Time Action

1 0 C requests document (deadline 45) and sends money to T1.

2 5 T1 noti�es B of request (deadline 45) and presence of C's money.
3 10 B requests document (deadline 35) and sends money to T2.

4 15 T2 noti�es S of request (deadline 35) and presence of B's money.
5 20 S sends document to T2.

6 25 T2 sends document to B, B's money to S.

7 30 B sends document to T1.
8 35 T1 sends document to C, C's money to B.

9 40 C receives document, B receives money.

Table 3: Steps for second deadline example
Time Action

1 0 C requests document (deadline 35) and sends money to T1.

2 5 T1 noti�es B of request (deadline 35) and presence of C's money.
3 10 B requests document (deadline 25) and sends money to T2.
4 15 T2 noti�es S of request (deadline 25) and presence of B's money.
5 20 S sends document to T2.
6 25 T2 returns document to S, returns money to B.

7 35 T1 returns money to C.

5.1 Examples using Time

We will repeat the �rst example from Figure 1 under varying time conditions, showing one example

where the transaction is still feasible, and a second where it cannot be completed in time. A deadline

is added to each document request. In order for the request to be satis�ed, the client must receive

the document at or before the deadline. For the examples, assume that all of the delivery times are

at most 5 seconds between an agent and a trusted intermediary, and at most 10 seconds between

two principals. (These values are recorded in DELIVERYTIMETO.)

In the �rst example (Figure 5(a)), C places an order at time 0 for document D, and wants it

before time 45. The sequence of steps is described in Table 2. In step 3, B calculates the deadline

of 35 by knowing that C must have the document by time 45, and B's DELIVERYTIMETO(C) is 10,

so B must send the document by time 35 in order to guarantee its arrival by time 45.

In the second variant (Figure 5(b)), C demands having D at time 35, a full 5 seconds before the

agents were able to guarantee the arrival of the document in the previous example. Consequently,

this second variant is infeasible, if transfers do take their worst case upper bound. The sequence of

steps is described in Table 3.

5.2 Algorithm Description

Our fully distributed algorithm generates a safe sequence of actions which results in the customer

receiving the requested documents before the stated deadline, if such a sequence exists. If the
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algorithm fails to �nd a sequence, the problem instance is infeasible. As in the atemporal case

without deadlines, each agent makes a local decision what to do next based on the current state of

requests with neighboring agents. However, as part of the state information, we now include the

current time, the deadline given by its direct customer, and the \ultimate deadline", given by the

original customer.

As in the atemporal case, the agents choose from among a set of mutually exclusive and exhaus-

tive cases:

1. The ultimate deadline for this exchange has expired. In this case, the agent should end the

exchange as expediently as possible.

2. The agent has all of the pieces to ful�ll the information request. In this case, the agent is

either done (if it is the ultimate customer) or can send the answer to the trusted intermediary

shared with the requester. Even if the document is not guaranteed to get to the customer in

time, there is a chance that it will, and sending to the trusted intermediary does not create

any risk for the sender.

3. The agent has promises from trusted intermediaries that they have the documents that will

ful�ll the request. In this case, the agent evaluates whether all of the documents are guaranteed

to arrive before its deadline. If so, it can safely send money to the trusted intermediaries to

obtain the documents (if its own customer has sent money to a trusted intermediary). The

documents will arrive before the agent's deadline, which was set to give the agent enough time

to re-send it to the requester. If there is only a single document, the agent can safely send

money even if the document is not guaranteed to arrive in time. The trusted intermediary

will send the document only if it will arrive in time, and there is no risk of buying half a

conjunction. (See the following subsection for more discussion on this point.)

4. The agent and trusted intermediaries are still missing one piece for the request. In this case,

the agent determines the deadline by which it must receive the document. To factor in the

time required to travel to the customer y, the agent subtracts DELIVERYTIMETO(y) from the

deadline that y had established. The ultimate deadline is whatever value y passed as its

ultimate deadline. If y has given money to the trusted intermediary for this exchange, the

current agent can do likewise. This may expedite the acquisition of the missing piece.

5. The agents and trusted intermediaries are missing two or more pieces for the request, or the

customer has not guaranteed payment. In this case, the agent is reduced to merely requesting

sources to provide the necessary pieces without guarantee of payment. The agent determines

the deadlines as speci�ed in the previous case.

The trusted intermediaries also have a central role in enforcing deadlines. An exchange which

might not complete by the deadline will not be executed by the trusted intermediary, even if both

the document and money are present.

5.3 Discussion of Algorithm

In order to keep track of the progress toward a transaction, each request contains two separate

deadlines, one for the direct customer and one for the ultimate customer. So in the �rst deadline
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example, for the exchange between S and B, 35 was the deadline, but the ultimate deadline was 45,

the one established by C. These two deadlines provide di�erent information. If the earlier deadline

is met, payment is guaranteed. If the ultimate deadline has passed, then there is no chance the

exchange will succeed, and an agent need not bother taking any further action, other than closing

out the transaction. If the earlier deadline has expired, but the later one has not, then the agent

should take costless actions which may allow the exchange to proceed. In this \gray area", the

exchange may succeed if transit times are less than their worst case DELIVERYTIMETO values, but it

is not guaranteed.

Consider as an example, a broker agent who must send the requested information to the ultimate

customer at time 50. The broker is missing one document, and knows that the DELIVERYTIMETO for

its source's trusted intermediaries is 3. At time 46, the broker receives noti�cation from the trusted

intermediary. (Note: This scenario would not arise under typical conditions, but might with direct

trust, described below.) Clearly, the transaction cannot be guaranteed to complete safely. If the

money takes 3 time units to get from the broker to the trusted intermediary, and the document 3

time units to get to the broker, it will not arrive until time 52, too late to send to the customer.

However, the broker should send the money anyway. The delivery times are worst case values, so

things might turn out better. In particular, if the link from agent to trusted intermediary takes only

1 time unit, then the trusted intermediary can complete the exchange with a guarantee that the

document will arrive at the broker at or before time 50. On the other hand, if the payment takes

3 time units to get to the trusted intermediary, the exchange will not be completed, since there is

the risk of the document arriving after the broker's deadline. Therefore, the trusted intermediary

will simply return the broker's money.

If there are two documents, the agent cannot safely send payment to both, since one agent may

get it quickly and send the document, but the other gets it slowly and returns the money. Therefore,

the agent risks buying half a conjunction. Before any \expensive" action is taken (such as acquiring

a document on behalf of another or sending a document to its requester), a check is made to ensure

that the customer will receive the document in time. If not, the expensive action is not taken, but

(if possible) a riskless action is substituted, such as making a request.

5.4 Soundness

In this subsection, we outline the di�erences to the proof of Section 4.1 caused by deadlines. The

full proofs of soundness and completeness for the temporal algorithm may be found in [5].

Theorem 5.4: Any sequence of actions produced by the algorithm is riskless with respect to the

temporal safety conditions.

We show that each of the four risks cannot arise in a sequence of actions generated by the

algorithm.

1. Whenever a customer sends money, it always receives the document before the speci�ed dead-

line, or it receives a full refund: A customer will only send money to a trusted intermediary.

The intermediary will return the money unless it has received the desired document from the

provider, and is certain that it will reach the customer in time.
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2. Whenever a provider sends a document, it always receives payment, or the document is re-

turned: No change from Section 4.1.

3. A customer never buys half a conjunction: A customer never sends money for one conjunct

unless it is sure that all of the other conjuncts are readily available before the deadline.

Payments are made only when at most one document is not held by the customer or a trusted

intermediary (and always through a trusted intermediary).

After payment for the last missing conjunct is forwarded to the shared trusted intermediary,

there are two possible outcomes:

(a) The provider can deliver the document, allowing the customer to obtain the full con-

junction by sending payment to each trusted intermediary that holds a conjunct, or

(b) The provider fails to deliver the document, so the trusted intermediary returns the cus-

tomer's payment, and the customer has lost nothing, since it has not paid for any of the

other conjuncts.

4. A broker never buys a document without being able to re-sell it: The atemporal aspect is

handled as before, but there is the added risk that the customer's deadline may expire after

the broker buys the document but before it is sent to the customer. To prevent this risk, the

broker, spends money to acquire a document for re-sale only if it is guaranteed that the full

request can be completed and sent to the customer in time.

Therefore, if none of the four unsafe cases may arise from the sequences suggested by the

algorithm, any sequence suggested by the algorithm is riskless.

5.5 Completeness

As in Section 4.2, the temporal version of the algorithm may be shown to be complete by a sim-

ilar inductive argument. In [5], we show the details showing that the customer will use the most

expedient method to notify the provider of the request and the status of payment for that request.

Money will be advanced to a trusted intermediary whenever it may be done so without risking vio-

lation of the soundness conditions. The provider will acquire the documents as quickly as possible,

and dispatch them to the customer as quickly as possible. Moreover, the delivery always involves a

trusted intermediary who moderates the exchange, protecting the document from disclosure without

payment, or disclosure after the deadline.

6 Direct Trust

In the preceding discussion, all exchanges used trusted intermediaries because the principals did not

trust each other. It may be the case, however, that one principal does trust another, because of an

established reputation (e.g., a government institution or a well-known commercial venture) or due

to a history of interactions. Direct trust need not be symmetric. A customer may trust a merchant

without the merchant trusting the customer. Trust is transitive, in that if a source trusts the broker

to return or pay for a document, the source also trusts the broker to make wise decisions about
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who the broker trusts. For instance, the broker may mistakenly trust a customer, who receives the

document but then returns it without paying. Since the broker was not paid, it will not pay the

source, but will return the document, re-iterating the customer's broken promise that no one read

the content.

Direct trust manifests itself in two ways:

1. If a provider trusts a customer, the provider will send a document directly to the customer

even before receiving payment, trusting that the customer will subsequently pay for or return

the document.

2. If a customer trusts a provider, it may advance payment to the provider, trusting that the

money will be returned if the document cannot be obtained.

At �rst glance, the latter point seems trivial. The di�erence between a direct payment and the

guaranteed noti�cation from a trusted intermediary is minor, and only matters if the agent does

not have enough money to acquire the document without the customer's payment. Direct trust

allows some of the customer's money to be spent by the broker for the desired document. In

contrast, if the broker receives only a promise of payment, it might not have enough to purchase

the document and the exchange would fail.

6.1 Changes to Algorithm

The changes to the algorithm to enable direct trust between principals are relatively minor. The

di�erence in behavior, however, may be signi�cant. In each instance where an item was formerly

sent to the trusted intermediary, a check is made to see if the recipient is trusted directly. If so, the

intermediary is bypassed.

Another addition is required to ensure the ful�llment of obligations undertaken as a result of

being trusted. If a customer has received a document from a source that trusts it, it must pay

for the document if the rest of the exchange is completed, or return the document if the exchange

is aborted. After a successful completion, the agents examine the set of documents they handled

to be sure that they have paid for each one, paying the source immediately for any received on

direct trust. For each unsuccessful completion, the documents received on trust must be returned

to the source (or just deleted). Likewise, any payment that the customer advanced to a trusted

provider must be returned if the transaction cannot be completed successfully. The soundness of

these modi�cations is shown in Appendix B.

6.2 Successful Exchange in Example 2 with Direct Trust

Certain exchanges that are infeasible without direct trust become feasible once it is added. The

conjunctive example (Figure 3) was previously infeasible. Here, we consider the same example with

S1 directly trusting B1. Moreover, for the sake of simplicity, we assume that the deadlines are not

constraining, and, therefore, may be ignored. Under these conditions, the exchange is feasible, as

shown in Table 4. The initial steps are the same, up until S1 has discovered that it has D1, the

document required to ful�ll B1's request. Because S1 trusts B1, the document is sent directly to

B1 rather than to T2. Since the exchange is ongoing (B1 has not yet received payment for D1), B1
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Table 4: Steps for Conjunctive Example with S1 trusting B1

Action

1 C requests D1 from B1 and D2 from B2.

2a B1 requests D1 from S1.
2b B2 requests D2 from S2.

3a S1 sends D1 to B1.
3b S2 sends D2 to T4.

4a B1 sends D1 to T1.

4b T4 noti�es B2 of presence of D2.
5a T1 noti�es C of presence of D1.

5b B2 requests money from C.
6b C sends request for D2 with payment to T3.

7b T3 noti�es B2 of request and presence of C's money.

8b B2 sends payment to T4.
9b T4 sends D2 to B2, B2's money to S2.
10b B2 sends D2 to T3.
11b T3 sends D2 to C, C's money to B2.
12a C sends payment to T1.

13a T1 sends D1 to C, C's money to B1.
14a B1 sends payment to S1.

is not obligated to pay S1 for D1, but will pay for it if and when C buys the document. When B1

gets D1, B1 can send the document to the requesting customer. Since there is no trust relationship

between B1 and C, the document is sent to trusted intermediary T1.

When T1 receives the document, it recognizes that no payment for this document has yet been

received, so it noti�es C that when payment comes the document will be sent. This noti�cation is

stronger on two accounts than the payment request that B1 made in the conjunctive example above.

First, it comes from a trusted intermediary rather than an untrusted agent. Second, it promises

that the desired document is already held by the intermediary, rather than merely that money is

required to attempt to obtain the document.

Given this stronger promise, C is willing to assume that it can obtain D1 later at its convenience

(which it will choose to do only if it can also get D2). Under this condition, C is willing to advance

payment to T3 for D2. As such, C faces the same circumstances in obtaining D2 which it faced in

the simple �rst example. The algorithm generates the same sequence of steps which allowed C to

obtain the document in that example, and it results in C obtaining D2. With D2 in hand and D1

at T1, C is almost �nished. C pays T1 in order to obtain D1.

T1 completes the exchange, sending D1 to C, and sending the payment to B1. When B1 gets the

payment, it checks to see if it owes money for any of the source documents. Since D1 was received

on trust, now that B1 has been paid for it, the obligation to re-pay S1 is active. B1 sends the money

to settle up with S1 for the document that S1 sent due to direct trust.
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7 Related Work

This section compares the problem that we are addressing to related work in the area of distributed

databases, distributed computing, electronic commerce and related �elds.

7.1 Transactions and Nested Transactions

In the traditional view of a transaction, all system components share the goal of maintaining a

consistent state. Two phase commit protocols [2] are a way of ensuring that all the components in a

system either perform the update or all of them reject the update and maintain the status quo. The

overall goal of the distributed commerce transaction is similar: the exchange should complete with

all of the parties receiving their expected goods, or the exchange should fail and everyone should

�nish with what they started with.

Distributed commerce transactions di�er from traditional transactions in three signi�cant ways:

knowledge of the participating parties; trust of the participating parties, and the ability to take

advantage of application-speci�c properties of transactions. With respect to knowledge, distributed

commerce transactions limit the ow of knowledge, so that, for example, a customer does not know

the identity of the ultimate source, but only the intervening broker. This compartmentalization is

not for e�ciency, it is to protect the parties' interests. The customer cannot circumvent the broker

and approach the source directly, because the customer does not know the source.

The second di�erence is one of trust between the participating parties. Traditional transaction

processing (TP) makes the assumption that the parties trust each other to try to achieve closure on a

transaction. (A component can fail, but when it recovers, it is supposed to honor its commitments.)

Given the transitory nature of interactions in cyberspace, it is not reasonable to expect other

(possibly anonymous) parties to cooperate beyond the degree of their self-interest.

An extension to the traditional TP model called nested transactions [1] partially addresses these

di�erences. By establishing a hierarchical structure among the component subtransactions that

comprise the global transaction, some parties are freed from direct trust in or direct knowledge of

other parties. Authority to commit a transaction is delegated to a parent transaction, with the

root having ultimate authority. More formally, a single transaction (the nested transaction) may be

composed of a hierarchy of subtransactions. This approach permits multiple \sibling" transactions

to occur simultaneously. Also, if a descendant subtransaction fails, it is not necessary for the

containing nested transaction to abort. Rather, it can search for alternative ways to accomplish the

subtransaction's goal, or decide to continue anyway.

Distributed commerce transactions can be modeled as nested transactions. A pairwise exchange

in the distributed commerce transaction is modeled as a subtransaction. The request of the ultimate

customer is the top-level transaction. The concurrency of sibling transactions (parallel requests) and

the ability to restart subtransactions (�nding another provider) both have the desired semantics in

this model. However, the success of the nested transaction commitments require trust relations that

may not exist in the actual scenario. For example, the nested transaction may give the coordinator

of the containing transaction (i.e., the customer or his deputy) the authority to decide the outcome

of its subsidiary transactions (brokers' acquisitions) when the brokers are not willing to grant this

power to the customer.
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Given that the necessary trust relations do not exist in the commerce situation, how can we

achieve completion of the transactions? The solution to this problem brings us to the third di�erence

between distributed commerce transactions and traditional TP. Whereas traditional TP protocols

are agnostic about the application details that are running within the commit framework, distributed

commerce transactions rely upon them. In particular, in an e-commerce transaction, trust can be

\bought" by forwarding payment to a shared trusted intermediary. This irreversible (subject to a

deadline) action is a credible commitment that allows another autonomous participant to act as

though the payer were trusted and complete the transaction.

For example, in Figure 1, we can view the transaction as two subtransactions, one between C and

B (coordinated by T1), the second between B and S (coordinated by T2). In traditional transaction

processing systems, T1 and T2 would work together to commit the transaction. The problem here

is that T1 and T2 do not trust each other. We break the apparent impasse by a coordination

step between C in the �rst subtransaction and B in the second. By forwarding payment to T1, C

convinces B to commit in the second transaction, relying on the application-speci�c knowledge that

C's action has made it trustworthy with respect to this transaction at least. It was essential that

the noti�cation that C had committed payment came from T1, an agent that B trusts.

7.2 Sagas

A saga [2] is a sequence of actions that result in an acceptable �nal system state when they are

executed. Essentially, the risks intensionally de�ne the set of execution sequences which are \safe"

(acceptable sagas). The representation does not provide any assistance with �nding an execution

sequence which achieves a safe sequence, however. Therefore, the algorithm presented here is a

novel contribution.

7.3 Byzantine agreement

Explicit distrust is a feature shared by the Byzantine agreement problem [7]. To reach a Byzantine

agreement, the nodes following the protocol must reach agreement about a value in the face of

arbitrary failures and deceptions on the part of the \traitorous" nodes. A Byzantine protocol is

successful if the non-failing nodes can agree even if some large fraction (typically up to 1/3) of the

nodes fail to follow the protocol. Distributed transactions have some of the same avor of trying

to protect those following the protocol from the actions of the deviants. Here again, however, the

nodes have di�erent opinions about the acceptable outcomes, and are, in essence, trying to force

\agreement" on their own desired outcome. Moreover, the presence of some trusted nodes allows

agreement without replicating the actions and communication among several equivalent agents and

determining the outcome by guaranteeing a non-traitorous majority.

7.4 Electronic commerce

E-commerce is rapidly exploding on the Internet. Payment systems, delivery systems, and commerce

servers are readily available to permit merchants to receive payment for goods sold over the network.

Nearly all of the systems (e.g., NetBill [8], Cryptolopes [3]) have some form of security built in,

and many guard against the risks of disclosure without payment or payment without receiving a
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document. To our knowledge, however, none considers the risks that arise with transactions with

more than two parties, such as buying half a conjunction or leaving a broker with an unwanted,

unsellable inventory.

8 Conclusion

In distributed network environments, what seems like a single sale to a customer may in fact be

ful�lled by many sources and brokers contributing to a �nal information product. The customer

wishes the whole sale will take place in an atomic fashion, so that if one part of the acquisition

fails, none of the acquisitions succeed, and no money is spent. However, the sources have a di�erent

point of view. They are not concerned with the eventual disposition of documents that they sell, but

expect to be compensated if they sell a document to a broker, even if that broker fails to generate a

�nal sale to the customer. Therefore, a method is required to give the customer the desired atomic

semantics, but still provide protection to the brokers.

If all of the participants in a multi-party transaction trust a single universal agent, simple commit

protocols can ensure the atomicity of transactions, and guarantee that they complete by a deadline.

Real world systems however, such as the Internet, include parties from many di�erent jurisdictions,

and may not have a single trusted authority. Our framework obviates the need for a universally

trusted intermediary, instead enabling transactions where only pair-wise trusted intermediaries

exist. The formal properties of this framework provide a high degree of assurance that all of the

parties in the transaction will pro�t from the interaction and will be protected from unscrupulous

participants.

We have also provided an understanding of what trust means, and the implications (in a qual-

itative way) for the costs of not having trust. When there is no trusted intermediary, certain

transactions can become infeasible to complete without risk. As we add additional direct trust

relations between nodes however, it is possible to complete more and more of the problematic

transactions.

Although we have developed the algorithm in a general way to handle a broad range of dis-

tributed commerce problem instances, it would also be possible to use the algorithm to pre-determine

safe sequences for certain types of transactions and hard code those sequences into special purpose

applications. For example, in setting up an information brokerage that provided single documents

(as in Figure 1, the broker could use the provided safe sequence and only order documents when a

trusted intermediary guarantees payment.

We have provided a solid framework which will form the basis for studying other issues such

as explicitly modeling the uncertainty of source availability and delivery times within a decision

theoretic model. An agent may choose to undertake a risky action (such as forwarding payment

before being sure of receiving all the goods, or paying for goods which are not guaranteed to arrive

before the deadline) especially when potential rewards vastly outweigh the costs of a poor outcome,

or the undesirable outcome is highly unlikely.
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Figure 6: The Contents of the SetRecords for Example 1. In each record, �eld 1 is the document

requested; 2 is the requester; 3 is the trusted intermediary; 4 is the provider; and 5 is a linking
pointer.

Appendix A: Data Structures

There are two main data structures used by the algorithm for �nding safe sequences of pair-wise

exchanges. The �rst is a TaskRecord (TR) which records the details of a single pair-wise exchange,

including its principals, the document exchanged, the trusted intermediary, and the status. Status

is divided into two portions: one for the status of the document (received by the customer, held

by the trusted intermediary, requested by the customer but not yet at the TI, or no action taken),

the second for the money (with corresponding possible values). The second data structure is a

SetRecord (SR), which has TR's as components. While the TR focuses on the details of a single

pair-wise exchange, the SR reects the relationship among various pair-wise exchanges. Each SR

corresponds to one agent's view of the distributed transaction. It is composed of a clientTaskRecord,

which shows the pair-wise exchange with the agent that placed the request with the current agent.

The sourceTaskRecords represent the pair-wise exchanges that the current agent will conduct to

obtain the document constituents that it will compose to generate the document requested in the

clientTR. In addition to the components described here, both SR's and TR's have pointers to

permit the smooth traversal of the structures.

The structure of the SR also reveals the need for the two personas per agent and the \dummy

exchanges" at the extreme ends of the exchange. For the ultimate customer, the exchange between

the banker persona and the other persona forms the clientTR for its SR. On the source side, the

dummy exchange is the sourceTR for the ultimate provider of a document.

Figure 6 depicts the SetRecords constructed by the algorithm in the execution on the example

in Figure 1. Each of the arch shapes is a SetRecord, with the clientTaskRecord appearing on the

left, the parent pointer in the middle, and the sourceTaskRecord(s) on the right. Consider the TR
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Figure 7: Contents of the SetRecords for Example 2.

which is the right \leg" of the leftmost arch. This is the TR with the details of the exchange between

two principals C and B. It describes the agents and the document involved in the exchange, in

this case C is obtaining D from B through T1. Note that this TR is identical to the left leg of the

middle SR. This congruence corresponds to our intuition that the \out-box" of the source is the

\in-box" of the client. The duplication may also be seen in the copies of the local state information

in Figure 2.

The SetRecords that the algorithm generates for this exchange is shown in Figure 7.

Appendix B: Proof Details

8.1 Lemma 4.2.1 Inductive Step

Inductive step: The algorithm will �nd and execute a sequence of actions which is riskless,

excludes payment actions, and results in the customer having the desired documents, if such a

sequence exists, and involves n + 1 other principals.

Figure 4 shows shows in part (a) a generic distributed commerce transaction. The ultimate

customer, C, makes requests of one or more agents, represented by Broker 1 through Broker i

in the �gure. These brokers may in turn contact other agents to assist them in obtaining the

requested documents, though the speci�cs are unimportant from C's point of view. Therefore,

these interactions are abstracted away, represented just as outwardly branching triangles in the

�gure. The number of providers that C contacts causes a division of the scenarios into two classes:

those where C contacts only one broker (in which case i = 1, and Figure 4(c) applies), and those

in which C contacts several brokers (i > 1, Figure 4(a)).

Case 1: i = 1, C contacts 1 broker
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If there is only one document, the third clause of Section 3 applies, but no payment can be made

(enforced by the fact that the customer is considered to have not paid). Consequently, C merely

requests the missing document from the broker B1. This request causes B1 to try to acquire the

document without risking any money. Since this is a problem instance of at most size n, we know

by the inductive hypothesis that if there is a safe execution sequence, the algorithm will �nd and

execute it. Moreover, given the single provider assumption1, if there is a riskless sequence for the

whole transaction, C must obtain the document from broker B1, so this broker must have been able

to obtain it risklessly, satisfying the antecedent of the inductive hypothesis.

The document's arrival at agent B1 triggers B1 to consider what step it should take next. B1

will discover it has all the conjuncts (case #1), and will in turn (if the document does not require

payment, as we assume) send it on to C, the ultimate customer. Therefore, the customer has

managed to obtain the document without transferring any money.

Case 2: i > 1, C contacts multiple brokers

Intuitively, if no money is to be transferred there is no risk of buying half a conjunction, and

the individual conjuncts can be handled as in the previous i = 1 case. The ultimate customer is

seeking several documents as a conjunction. Therefore, when B considers what action to take, the

conditions for the �fth clause are met, and each document that has not been requested yet will be

requested from agents B1 through Bi. As above, each of these individual conjuncts is a problem

instance of size smaller than n, so if there is a way to transfer them to the appropriate B agent,

the algorithm will �nd a way and execute it (according to the inductive hypothesis). As each of

these conjuncts arrive at its individual B, who will (if possible without payment) send it to C,

ful�lling the conjunction. Otherwise, there is no way to complete the exchange without a payment

action, and since the antecedent of the Lemma is falsi�ed, the whole Lemma is trivially satis�ed.

Therefore, if there exists a way to transfer documents to the customer without exchanging money,

the algorithm will �nd and execute the sequence. This establishes our preliminary result.

8.2 Theorem 4.2.1 Inductive Step

As it did for the case of exchanges without money, the cardinality of i (the number of brokers

contacted by C) makes a useful division into cases:

Case 1: i = 1, C contacts 1 broker

In this case, C has made its request to only one source, B1, expecting B1 to pull together all of the

documents necessary to meet C's information need. When C considers which of the four cases of

Section 3 is applicable, it �nds that the conditions for the third are met, as only a single document

is not yet available. Since the theorem permits prepayment to trusted parties and customer C has

allocated money for this information purchase, C will forward payment for the requested document

to the intermediary T1 that C shares with B1. T1 responds by notifying provider B1 of the arrival of

the payment. This signal enables B1 to be sure that it has a guaranteed customer, allowing agent

B1 to make any necessary \out-of-pocket" payment to acquire the desired document. (N.B., We

assume that broker agents have enough money to make the required payment. See Section 3.1.)

1If an agent has multiple providers for a given document, it has to \guess" which one can successfully provide it

at a given time. Alternative providers may be tried serially, but not in parallel. Multiple providers with deadlines

(described below) require the broker to guess which providers will meet the deadline.
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Here we can apply our inductive hypothesis for purchases involving n or fewer principals. Since our

�nal customer C is excluded from consideration, this task falls within the scope of our inductive

hypothesis. Moreover, sinceC has advanced payment to T1, the broker is sure the funds are available,

yielding the required condition for the inductive hypothesis. (In other words, the situation where

B1 knows that T1 has received funds from C is analogous to the situation where C's acquisition

persona knows that its banker persona has committed the funds for the document's purchase.)

Therefore, the algorithm will �nd and perform a safe execution sequence which brings the desired

document to B1, if such a sequence exists. (Given the single source assumption, such a riskless

sequence must exist for B1 to obtain the document, otherwise there can be no way for C to obtain

the document. In that case the theorem will hold because the antecedent is falsi�ed.) As soon as

B1 receives the document, the �rst clause of Section 3 is reached, and the document is sent to the

trusted intermediary T1 shared with the ultimate customer C. Since the intermediary has already

received payment for this item, T1 completes the exchange of this conjunct, and the customer has

receives the desired document.

Case 2: i > 1, C contacts multiple brokers

If C instead divides the request into pieces for di�erent brokers, the presence of more than one

unacquired document immediately triggers the fourth clause in Section 3, and all of the documents

will be requested, without providing payment. In each case, the relevant principal B1 through

Bi will attempt to acquire the requested document Di. Lemma 4.2.1 shows that if the document

may be obtained without exchanging money, the algorithm will �nd and execute a sequence which

obtains it. Therefore, all of the conjuncts which can be obtained without pre-payment will �nd

their ways to the relevant principals B1 through Bi. Upon receipt at the brokers, the brokers will

recognize the existence of the �rst clause (the single document that they are trying to acquire is

present), and they will send the documents to the trusted agent T1 through Ti, the corresponding

principals B1 through Bi share with C. Trusted intermediaries T1 through Ti, recognizing that no

money has been received for these documents, notify C of the need for payment to complete the

exchange. Since these documents were obtained without the expenditure of money from the B

agents, they have nothing to lose if the customer chooses to abort the transaction at this stage.

Combined with the knowledge of Lemma 4.2.2, we know that at most one conjunct will not

have been obtained (held at Ti) at this point. If \at most one" turns out to be zero, and all of

the conjuncts are at the trusted intermediaries T1 through Ti, then when the customer receives

the �nal noti�cation from the particular trusted intermediary, the second clause is applicable. The

�nal customer merely needs to iterate over the desired documents, sending the promised payment

to each trusted intermediary, and receiving the document in exchange. Since the behavior of the

intermediaries is known to be trustworthy, there is no risk that they will fail to provide the demanded

documents. So in this case, the exchange may be completed without risk.

The remaining subcase is when there is exactly one conjunct that requires pre-payment. All

the others have been requested and transferred to the trusted intermediaries between C and the

acquiring broker agent. In this case, the third clause is activated, and C advances payment for the

missing conjunct to the trusted intermediary Ti shared with the the Bi agent that was unable to

acquire its document without transferring money. The resulting outcome is exactly what it would

be if the missing conjunct were the only one that C requested, (i.e., if i = 1). If the missing conjunct

can be obtained once payment is assured, then it will be obtained, and sold to C, as shown in the
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proof of Case 1 above. C can then acquire the remaining conjuncts which are known to be at the

trusted intermediaries. If the missing conjunct cannot be obtained, C receives a refund, and has

lost nothing. Likewise, the agents B1 through Bi and any agents they have contacted have lost

nothing either|their documents were acquired without transferring money.

For the case of all conjuncts obtainable without pre-payment and the case where exactly one

requires pre-payment, it has been shown that the algorithm will �nd and execute a safe execution

sequence if one exists. Furthermore, it has been shown that if two or more conjuncts require pre-

payment, no such safe execution exists. Therefore, the inductive step holds, and our proof has been

established.

8.3 Soundness of Algorithm Modi�cations for Direct Trust

Direct trust weakens the restrictions that agents place upon the exchanges. They no longer insist

upon complete protection against deviant behavior from all the principals in the exchange. In

particular, there are certain agents who are directly trusted, who are permitted greater latitude than

other untrusted agents. A source will send a document to a directly trusted principal, even before

payment has been guaranteed, believing that the recipient will eventually pay for the document or

return it in good faith. A customer who directly trusts a source is willing to send payment before

receiving the goods.

Theorem 1: Any sequence of actions produced by the algorithm modi�ed for direct trust is riskless

with respect to the direct trust safety conditions.

We show in turn that each of the four unsafe conditions cannot arise in a sequence of actions

generated by the algorithm, assuming that directly trusted agents obey the algorithm.

1. Whenever a customer sends money, it always receives the document or a refund: In the

algorithmmodi�ed to permit direct trust, the customer will occasionally send payment directly

to a trusted provider (in addition to trusted intermediaries). If the provider is able to acquire

the document, the provider will enter a state where the document is sent directly to the

customer. If the provider fails to obtain the desired document, the money is returned to the

customer. Each failure condition such as an unknown document, deadline expiration, or a

deadlock due to conjunctions causes the provider to return any funds it has been advanced on

trust. Therefore, any sequence the algorithm generates will ensure that whenever a customer

spends money without having it refunded, the customer will get the requested document.

2. Whenever a provider sends a document, it always receives payment or the document is re-

turned: If the document is sent via a trusted intermediary, the document is available to the

customer only when the payment is also sent to the provider. If the document is sent di-

rectly to a trusted customer (who happens to be the ultimate customer), the provider receives

payment when the customer obtains all of the desired documents. If the customer is itself

acting as a broker, an inductive argument shows that the broker to the ultimate customer

will either be paid or receive the document back, with the result (either document or money)

being propagated backwards to this agent. If the customer is unable to get the rest of the

documents in the conjunction, the document sent on trust is returned when the failure is de-
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tected. Therefore, any sequence the algorithm generates will ensure that whenever a provider

sends a document without having it returned, the provider will receive payment.

3. A customer never buys half a conjunction: and

4. A broker never buys a document without being able to re-sell it: Direct trust does not im-

pact the decisions of agents about purchasing documents. Therefore, the conservative policy

followed in the original algorithm works for these cases as well.

Therefore, if none of the four unsafe cases may arise from the sequences suggested by the

algorithm, any sequence suggested by the algorithm is riskless.
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