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1 Introduction

Few P2P file-sharing networks developed to date have
successfully provided mechanisms to ensure the au-
thenticity of documents delivered to clients. For ex-
ample, when a P2P client receives a hit for “Origin of
Species,” the client currently has no assurance that
the corresponding downloaded document is an au-
thentic copy of Charles Darwin’s work. The docu-
ment could be a “decoy” and could contain the con-
tent of the book by Charles Darwin with several key
passages altered. The document might even be a dif-
ferent work entirely that advocates creationism. Even
worse, the client has no way to tell if the downloaded
document might be a newly deployed virus. We call
the problem of determining whether a document is
authentic the document authenticity problem.

Note that document authenticity is different from
data integrity. The goal of data integrity is to ensure
that data corruption due to communication problems
is detected and corrected. Techniques such as CRCs
and hashing are well-understood methods that can be
used to construct “digests” for documents to guaran-
tee data integrity during document transfer.

There are many possible definitions for what it
might mean for a document to be authentic. A doc-
ument might be considered to be authentic if it was
the first one submitted with a particular set of meta-
data [7, 11]. If Charles Darwin was the first author
to ever submit a document with the title “Origin of
Species,” then his document would be considered an
authentic match for a query looking for “Origin of
Species” as the title; documents submitted with the
title “Origin of Species” after Charles Darwin’s sub-
mission would be considered inauthentic. However, if
the first user to submit a document with a particular
set of metadata is malicious (i.e., a “name squatter”),
the document may not be any more or less authentic
than ones submitted later by “good” nodes with the
same metadata.

Alternatively, documents may be deemed authentic
by an authoritative node. For example, George Har-
rison may run an authoritative node that keeps track
of “authentic” Beatles’-related documents, and users
may consult with this node to determine the authen-
ticity of a supposed Beatles’-related document. How-
ever, this node may fail or may not be able to scale to
accomodate the needs of users. George Harrison may
not even be interested in running such a node! An
approach based on an authoritative node may not be
the best match for P2P systems because it introduces
a point of centralization, and we want P2P systems
to be decentralized for fault-tolerance purposes 1.

In the absence of a single authoritative node, we
may want to use the collective opinion of multiple
nodes to improve our ability to locate authentic doc-
uments. But some nodes may either purposefully or
inadvertently promote the propagation of inauthentic
documents. Therefore, a mechanism is necessary to
help determine which nodes’ opinions can be trusted.
A reputation-based system uses a node’s past interac-
tions to weigh the opinions of other nodes when re-
trieving an authentic document. The system specifies
how information about the trustworthiness of nodes
is created, updated, and propagated to other nodes
in a P2P network [15].

The key goal we would like to achieve with repu-
tation systems is to minimize the probability that a
client may retrieve an inauthentic document due to
the presence of malicious nodes.

Several reputation systems have been proposed for
locating authentic documents in a P2P network [10,
6, 12, 3, 9, 17, 1]. Reputation systems have also
been proposed for applications ranging from auction-
ing systems [14] to mix networks [5, 4]. Some analysis

1Note that we may use digital signature schemes (i.e., RSA,
ECC, ElGamal, DSA, etc.) to remove the “online” requirement
of the authoritative node, but the certificate authority then be-
comes the point of centralization and/or single point of failure.
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of these systems has been done [2, 8]. However, these
proposals are often “point” solutions that make dif-
ferent assumptions and are not always built on a for-
mal model. These systems are rarely evaluated prior
to their deployment, and the success of such reputa-
tion systems has been subject to various limitations.
Learning about the pros and cons of these systems
has taken place in an ad-hoc fashion only after their
deployment.

In this paper, we briefly sketch a model that lets
us talk about issues presented by these systems more
formally, and lets us explore different design options.
We use the model as a vehicle to explore several im-
portant research questions that arise in designing a
model and metrics that can be used to evaluate such
reputation systems. After describing our model, we
discuss questions that need to be addressed.

2 Retrieval and Authenticity

We choose to model a document D as a file consist-
ing of metadata MD and content CD. The metadata
contains information such as title and author. We as-
sume that a document’s metadata uniquely describes
its content. If there are multiple versions of the
same book, then the version number is included in
the metadata, such that given fully-specified meta-
data (MD) there exists at most one piece of content
(CD) that is described by that metadata. An authen-
tic document is one in which the metadata accurately
describes the content.

For simplicity, we assume there exists an absolute
global authenticity function A that takes as input
a document D and returns a binary value (0 or 1).
A(D) = 1 if the metadata MD is an accurate descrip-
tion of the content CD and A(D) = 0 otherwise. In
our model any node Ni can evaluate the function A
for any document, but the evaluation will most likely
be very costly and involve human interaction. This
models a user downloading a MP3 document and lis-
tening to it in order to determine whether it actually
is the song for which she was searching. In some cases,
the user may not be qualified to verify the authentic-
ity of a document and a third-party expert may need
to be consulted.

2.1 Query/Response/Selection Model

A document is retrieved from the P2P system by issu-
ing a query, receiving a set of documents in response
to the query, and selecting a document from the re-

sponse set. We use the following model for document
retrieval:

Query When a source node S wants to retrieve doc-
ument D, it issues a query for some metadata
Q ⊆ MD. This query is propagated to other
nodes. We separate the mechanism of search
from document retrieval. Conducting a query re-
turns the metadata of all documents whose meta-
data is a superset of the query. A user then se-
lects a specific metadata response to retrieve the
unique corresponding document.

Response Any node that receives the query may re-
turn any one of the documents it stores (or it
may even generate a new document) in response
to the query Q. The reply may be sent either
directly to the source S of the query, or else may
reach S indirectly by retracing the path taken by
the query.

Selection The source node S now chooses a docu-
ment Di from the set of replies. The user per-
forms A(Di) to check its authenticity. If the doc-
ument proves to be inauthentic, another docu-
ment from the reply set is chosen. The authentic-
ity function is calculated on documents in the re-
sponse set until an authentic document is found,
or all replies are expended.

For efficiency, a real system returns only a docu-
ment’s metadata, digest, and/or a pointer to the con-
tent in the response stage. Only when a document
is chosen in the selection stage would the content
be retrieved from the node. However, to keep our
model simple, we will assume the entire document is
returned with the response. Both retrieval models are
equivalent for the purposes of our discussion.

Three types of documents may be returned in re-
sponse to a query:

Correct document The authentic document that
the user was expecting as the result of their
query.

Incorrect documents An authentic document that
is not the document the user expected, either
because the query was not specific enough or a
document whose metadata does not match the
query was returned. Our assumptions of queries
uniquely matching a document preclude the pos-
sibility of the former and, if nodes compare their
query metadata to that of any returned docu-
ment in the selection stage, we can filter out all
incorrect documents and thus ignore them.
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Fake document These documents have metadata
that is inconsistent with the content. They were
created to intentionally propagate erroneous in-
formation or may have been inadvertently cor-
rupted.

How can we reduce the probability of selecting a
fake document? There are many types of heuristics
that can be used in the selection stage to determine
which document to choose. If the authenticity func-
tion is easy to compute and can be automated, then
the client can run it on each document returned and
present only a truly authentic document.

However, there are few domains for which the au-
thenticity function can be programmatically com-
puted. Instead, we may wish to present the docu-
ments to the user ordered according to the likeliness
they may be authentic based on a selection heuristic.
For example, one method would be to select the most
frequently returned documents first.

A reputation system specifies one or more selec-
tion heuristics. More specifically, a reputation system
collects, updates, and propagates information about
nodes in the network and rates their “trustworthi-
ness.” This information is used in the selection stage
to rank the replies based on the replying node’s rep-
utation rating in order to increase the probability of
presenting the user with an authentic document.

3 Reputation System Model

A peer-to-peer reputation system requires two under-
lying mechanisms. First is the P2P routing protocol,
which manages network topology and query/response
propagation. Gnutella, CAN [13], Chord [16], and
Tapestry [18] are all examples of P2P routing proto-
cols.

Second is some form of user identification. In order
to build reputation, a user or node must have some
form of identity which is valid over a period of time.
The longer the period of time and the more resistant
the identity is to forging, the more accurately the rep-
utation system can rate nodes [15].

3.1 Reputation Matrix

As nodes interact with each other, they record their
experiences and develop a reputation rating for each
other. For example, they may keep track of the frac-
tion of documents received from each node that were
authentic. The collection of reputation-related infor-

mation a node has gathered can be modelled as a
reputation vector of length n, where n is the total
number of nodes in the network. Initially, all en-
tries are undefined since no node has interacted with
any other node. As nodes exchange documents they
record statistics about each other based on the qual-
ity of the documents received. The vectors can be
arranged into an n × n reputation matrix, R, where
the ith row is node i’s reputation vector. Cell Ri,j

would contain node i’s “opinion” of node j. Since
there is likely to be little interaction between nodes
compared to the total size of the network, R will be
sparse.

3.2 Threat Model

When designing a reputation system it is important
to consider the possible behavior of both the well-
behaved and malicious nodes. Malicious nodes may
reply to any request with a fake document. They
may reply with fake documents to all queries, only a
percentage of queries, or only when the request orig-
inates from specific nodes. Malicious nodes may also
lie when sharing reputation information with other
nodes and may collaborate with other malicious nodes
to artificially raise their reputations.

Well-behaved nodes may themselves inadvertently
provide fake documents in response to queries. If a
node shares documents that it retrieved from other
nodes, but has not reviewed their authenticity, it may
unknowingly be sharing inauthentic documents.

We choose to model the node behavior described
above as a probability that a given node will send
an authentic copy of a document to another node
requesting the document. For example, good nodes
may reply correctly 90% of the time (0.9), while mali-
cious nodes only reply correctly 10% of the time (0.1).
These probabilities can be arranged in a threat ma-
trix, T , where Ti,j contains the probability that node j
will reply with an authentic document to request from
node i. The advantage of modelling the threat model
in this form is described in the following section. The
threat matrix characterizes the threat model at a spe-
cific time, Ti,j(t), since nodes may behave well at first
and then begin acting maliciously.

3.3 Goals and Metrics

The main objective of a reputation system is to reduce
the number of documents the user must look at before
finding the correct document for their query. This is
equivalent to minimizing the number of times the au-
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thenticity function is calculated in the selection stage.
This metric seems the most practical and direct mea-
sure of a particular selection heuristic’s performance.

We are also interested in exploring other useful met-
rics for comparing reputation systems. If a node’s
reputation rating is expressed as the probability that
a node returns an authentic document, then the rep-
utation matrix, R, approximates the threat matrix
T .2 For some reputation systems, R converges to T .
How quickly convergence takes place may be a use-
ful metric. Since R is most likely a sparse matrix,
an appropriate matrix distance algorithm needs to be
used/developed.

4 Sample Reputation Systems

In this section, we consider several high-level ap-
proaches to designing reputation systems, and show
that the model we have defined in the previous section
appears expressive enough to capture these different
approaches. Due to space limitations, our goal here
is not to describe any particular reputation system in
detail, but rather to suggest how our simple model
can encompass a broad range of proposals.

4.1 Voting Systems

One approach to designing a reputation system is for
a node to ask other nodes for their opinion about
possible alternatives before deciding on a course of
action. These opinions are aggregated according to
some mechanism to produce a single recommenda-
tion that determines the course of action taken by
the node. The reputation of nodes that contributed
an opinion is then updated depending on the out-
come (success or failure) of the action. The family of
reputation systems based on this approach are called
voting systems.

For concreteness, let us consider the following ex-
ample of a voting system. Before selecting a docu-
ment, a node may ask other nodes whether they be-
lieve this document is authentic. The document is
selected if and only if a majority of the nodes that
reply believe it is authentic. After checking the au-
thenticity of the document for itself, the node keeps
track of which other nodes contributed a correct opin-
ion about the authenticity of the document. Nodes

2Ti,j is the a priori probability that j sends an authentic
document to i. Ri,j is the probability with which i expects j
to reply to it with an authentic document based on past expe-
rience.

that contributed an incorrect opinion are ignored in
the future.

In our framework, we can model this voting system
as follows. The entry Ri,j of the reputation matrix is
undefined if node Nj has never expressed an opinion
to node Ni. Otherwise Ri,j = 1 if the latest opin-
ion contributed by node Nj to node Ni was correct,
and Ri,j = 0 otherwise. Node Ni only takes into
account a vote contributed by node Nj if Ri,j 6= 0.
Clearly a limitation of this approach is that a node
that once votes incorrectly is never given a second
chance. Our framework makes it possible to define
much more complex voting systems that address this
and other issues (such as weighted voting based on
the percentage of times the vote was correct).

4.2 Trust is Transitive

We consider the following example of a reputation sys-
tem based on the assumption that trust is transitive.
We assume that the topology of the overlay network is
constructed and maintained in such a way that a node
is never connected to nodes that seem untrustworthy.
If a neighbor misbehaves, the node disconnects from
it and reconnects to another random node. We re-
quire that replies be tagged with the path they take
from the source of the reply back to the source of
the query. (This path information can be faked or
corrupted.) The node that issued the query orders
all the replies it received by increasing path length,
and requests the corresponding documents until one
is found that is authentic. In our framework, we could
model this reputation system, for example, by letting
Ri,j = 1/k where k is the distance between nodes
Ni and Nj measured as the number of hops between
them in the overlay network, and Ri,j = 0 if nodes
Ni and Nj belong to disconnected components. With
R thus defined, a node need simply rank a reply sent
by node Nj according to the value Ri,j . This basic
scheme suffers from obvious limitations, starting with
the fact that trust is unlikely to always be transitive.
Again, we only seek to demonstrate that our model
is flexible enough to allow us to evaluate a basic (or
even a more refined) “trust is transitive” scheme.

4.3 Trust is Local

Yet another type of reputation system would have ev-
ery node hold its immediate neighbors accountable for
every reply they forward. In other words, the repu-
tation information maintained by a node extends no
further than a 1-hop horizon in the overlay network.
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A basic example of such a scheme might work as fol-
lows. Queries are propagated between nodes anony-
mously, with replies sent back along the same path as
the query, only in opposite direction. A node ranks
the replies it receives according to the reputation of
the immediate neighbor from which they come. The
reputations of immediate neighbors is constantly up-
dated depending on the authenticity of the replies
they send. If the reputation of an immediate neigh-
bor falls below a certain threshold, the link to that
neighbor is severed and another link is established at
random with some other node in the network. In our
framework, this reputation system can be modelled
by letting Ri,j = 1 if there is a link in the overlay
network between nodes Ni and Nj , and Ri,j = 0 oth-
erwise.

5 Research Questions

The model presented above is a framework to facil-
itate discussion of the issues involved in comparing
reputation systems. Validating our assumptions will
require further study as well as input from the re-
search community. We are in the process of exploring
the following questions when designing a formal eval-
uation model for document authenticity reputation
systems:

• Should there indeed be only one global authen-
ticity function, or are multiple such functions
needed to model users with different preferences?
Can we expect peers to agree on the authentic-
ity of any given document? Should we assume
that every node can even evaluate the authentic-
ity function?

• Is evaluating authenticity indeed binary (a doc-
ument is or is not authentic), or can it be proba-
bilistic (a document is authentic with probability
0.90)?

• What are the real-world attacks against doc-
ument retrieval networks that reputation sys-
tems must combat? Is our threat matrix flex-
ible enough to characterize the expected threat
models?

• How do we measure how well a particular rep-
utation system is performing in both absolute
terms and relative to each other? What are the
strengths and weaknesses of each suggested met-
ric, such as measuring the number of authenticity
function evaluations and/or the distance between

the reputation matrix and the threat matrix?
Can we classify the reputation systems which do
not behave according to certain metrics? What
phenomena might not be captured by the metrics
at all?

A formal evaluation framework will help classify
and evaluate the various reputation systems for P2P
networks that have been proposed. We are studying
their architecture with respect to the following ques-
tions:

• Which nodes should indeed be considered trust-
worthy? Should each trustworthy node be con-
sidered to be equally trustworthy, or should in-
teractions with nodes be weighted in some way?

• What information should the system store about
other nodes? How can this information be used
to determine if a node is trustworthy or untrust-
worthy? How is this information created, up-
dated, and propagated to other nodes? For ex-
ample, can propagation of reputation informa-
tion be modelled via linear combinations of rows
in the reputation matrix?

• What reputation rating should a system use to
compare two nodes’ levels of trust? Should it be
scalar or is a single number incapable of captur-
ing the information (such as the both the esti-
mated trust and the confidence in that estima-
tion)?

• How long does it take to bootstrap the reputation
system? Does it converge to some sort of steady-
state? How do we evaluate what it means for
the system, or a new node, to have completed
bootstrapping?

• How long does it take for a new, well-behaved
node in the system to build up a trustworthy
reputation? Once a node turns bad, how long
does it take for it to be deemed untrustworthy
by other nodes?

In conclusion, we have presented a simple model
and metrics for evaluating reputation systems tar-
geted at mitigating the document authenticity prob-
lem in peer-to-peer networks, suggested how this
model can be used to study some sample reputation
systems, and raised several important research ques-
tions that need to be addressed in designing a formal
framework for evaluating these types of reputation
systems.
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