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Abstract

Topologies and routing protocols for peer-to-peer networks have witnessed a flurry of research
activity recently. Almost all designs employ greedy routing in one form or the other. Randomized
topologies that are currently under investigation fall into two categories: (a) small-world network
topologies based upon Kleinberg’s construction [Kle00], and (b) randomized variants of deterministic
topologies like hypercubes and Chord [SMK+01]. Our results pertain to the performance of greedy

routing with/without 1-lookahead in these network topologies. greedy routing permits a node to
consider only its own sets of connections for making routing decisions. The idea of 1-lookahead is
for a node to consider its neighbor’s neighbors as well to make better routing decisions. In practice,
such information is available (almost) for free since pairs of nodes are connected by TCP connections
which anyways exchange keep-alive messages.

The picture that emerges from our investigations is quite interesting: Deterministic topologies
like hypercubes and Chord have Θ(logn) links per node where n denotes the number of nodes; the
diameter is Θ(logn); greedy routing is optimal as it routes along shortest paths; 1-lookahead

offers no improvement. Randomized variants of both the networks, defined quite naturally, shrink the
diameter to Θ(logn/ log logn) in expectation. greedy routing fails to find short routes, requiring
Θ(logn) on average. Surprisingly, augmented with just 1-lookahead, routes are Θ(logn/ log logn)
on average, which is asymptotically optimal. The same behavior is true for adaptations of Kleinberg’s
construction, which we analyze for smaller values of out-degree per node as well. In the process, we
bring out the connections between Kleinberg’s construction, randomized hypercubes and Chord.

We also present a deterministic variant of hypercubes that can route in worst case Θ(logn/ log logn)
hops with only Θ(logn/ log logn) links per node.

1 Introduction

Small-world networks have recently been developed for modeling certain statistical properties of graphs
that occur in nature. Examples of such graphs include social acquaintance-ship networks, electric power
grids, telephone call graphs, neural wiring of worms and influence networks. Models such as those by
Watts and Strogatz [WS98] are characterized by a successful mixture of regularity and randomness to
faithfully reproduce three statistical properties: the “characteristic path length”, the “average vertex
degree” and the “clustering coefficient” [NWS02].

The Small World Phenomenon is a property exhibited by social acquaintance-ship networks. It
was discovered in early studies carried out by Pool and Kochen [PK78] and Stanley Milgram [Mil67].
The studies provided evidence that random pairs of individuals are connected by very short chains of
acquaintance-ships. Rather surprisingly, Milgram’s study also demonstrated that individuals are able to
route messages to unknown targets by using only local information.

In order to model Milgram’s findings, Kleinberg [Kle00] recently developed a family of random graphs
that focused on the routing properties of social networks, an aspect which had been hitherto ignored by
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researchers. He showed that if n nodes were placed in a 2D mesh and each node were equipped with
a small set of “local” contacts and only one “long-range” contact drawn from a harmonic distribution,
greedy routing could be used to route messages between any pair of nodes in O(log2 n) hops on average.

Recently, Kleinberg’s construction has enjoyed success in the context of devising low-degree routing
networks for peer-to-peer (P2P) systems. Such systems consist of a very large number of computers
spanning the Internet that wish to cooperatively maintain a data structure, for example, a distributed
hash table. In order to achieve high scalability, the emphasis in P2P systems is on decentralization.
Kleinberg’s construction is especially useful for P2P routing because individual nodes have low degree yet
they are able to route messages efficiently using only local information.

Our work addresses the following question for Kleinberg-style routing networks:

What is the impact of look-ahead upon greedy routing?

The basic idea is to allow a node to gain knowledge of its neighbor’s neighbors for assistance in making
better routing decisions. In the context of P2P routing networks, such knowledge is readily exchanged
over TCP connections between pairs of nodes. For example, neighborhood-related information can be
piggy-backed over keep-alive messages.

We present tight bounds for greedy with/without lookahead not only for adaptations of Klein-
berg’s construction [MBR03] but also for randomized variants of hypercubes [MM02] and Chord [SMK+01,
ZGG03, GGG+03], a deterministic P2P routing topology. All these topologies have Θ(log n) links per node
where n denotes the total number of nodes. We demonstrate that greedy routing requires Θ(log n) hops
on average, which is non-optimal. Surprisingly, augmented by just 1-lookahead, route lengths become
Θ(log n/ log log n), which is asymptotically optimal. For smaller values of out-degree, 1 ≤ k ≤ log2 n, we
show that greedy routing over adaptations of Kleinberg’s construction require Θ((log2 n)/k) hops on
average. With 1-lookahead, the average is only O((log2 n)/(k log k)).

Our theoretical investigation was inspired by experimental results [MBR03] that showed significant
reduction in average path lengths achieved by 1-lookahead. We use the prefix “1-” in 1-lookahead

distinguish it from L-lookahead in general, where long-range contacts of all nodes reachable within L
hops are taken into account for making routing decisions.

2 Previous Work

Routing topologies and protocols for peer-to-peer (P2P) networks have seen a flurry of research activity
recently. Broadly, the goal is to establish a small set of connections among a large number of nodes such
that messages can be routed from any node to another in few hops. Characterization of the tradeoff
between the number of connections per node and average routing latency, is of great interest to designers
of P2P routing networks [RSS02].

Each node participating in a P2P network is labeled with an ID, a positive integer that uniquely
identifies it. Each node makes a set of connections with other nodes based on its ID. The set of nodes is
dynamic as nodes arrive and depart. Recent work on ID selection [AAA+03, AHKV03, NW03, Man] and
emulation of static networks in dynamic settings [AAA+03, NW03, Man03] has shown that the problem
of ID selection can be cleanly decoupled from the choice of routing topology. In fact, it is possible to
group nodes such that the number of groups is a power of two. Each node then establishes connections
with other nodes based on its group ID. Therefore, for simplicity, in this paper, we will limit ourselves to
network topologies over a power of two nodes.

Deterministic P2P Topologies: CAN [RFHK01], Chord [SMK+01], Tapestry [HKRZ02] and Pas-
try [RD01] are among the earliest deterministic topologies proposed for P2P routing. CAN is a multi-
dimensional grid whereas Pastry and Tapestry are hypercubes. In a network over n nodes, each node has
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Deterministic Topologies
Topology Routing # Links Avg route length Addressed in
Chord greedy is optimal 2 log2 n− 1 Θ(logn) [SMK+01, GM04]

Hypercube greedy is optimal log2 n Θ(logn) [RD01, HKRZ02]

Randomized Topologies
Topology Routing # Links Avg route length Addressed in

Any Topology(∗∗) greedy k Ω(log2 n/(k log logn)) [ADS02]

Kleinberg greedy 1 O(log2 n) [Kle00]

— greedy 1 Ω(log2 n) [BFKK01]

— greedy 1 ≤ k ≤ log2 n O((log2 n)/k) [ADS02, MBR03]

R-Hypercube greedy log2 n Θ(logn) (this paper)
— 1-lookahead log2 n Θ(logn/ log logn) (this paper)

R-Chord greedy log2 n Θ(logn) (this paper)
— 1-lookahead log2 n Θ(logn/ log logn) (this paper)

Symphony* greedy 1 ≤ k ≤ log2 n Θ((log2 n)/k) (this paper)

— 1-lookahead 1 ≤ k ≤ log2 n O(log2 n/(k log k)) (this paper)

Table 1: Summary of known results pertaining to Chord/Pastry/Tapestry and randomized Kleinberg-style net-
works. Deterministic networks use bidirectional links whereas randomized networks use uni-directional links. In
the terminology of [ADS02], the routes are two-sided and one-sided respectively. (**) The result by Aspnes et
al [ADS02] applies to one-sided greedy routing in topologies in which each of the k links is chosen from the same
probability distribution.

Θ(log n) links per node and both the diameter and the average shortest-path length are Θ(logn). Chord
has more edges than a hypercube (we will present a formal definition of Chord in Section 3). Each Chord
node has Θ(log n) links and greedy routing requires O(log n) hops on average. The standard Chord
routing protocol in [SMK+01] is not optimal because each edge is used in only one direction. In a recent
paper[GM04], the shortest paths in Chord were characterized. Both the diameter and average length of
the shortest paths were shown to be Ω(log n).

Research into low-degree deterministic routing networks was sparked by Viceroy [MNR02], a random-
ized topology that was the first to offer Θ(log n) average latency using only Θ(1) links per node. Soon
after, various groups [KK03, FG03, NW03, AAA+03, LKRG03] discovered deterministic constructions
based on de Bruijn graphs to arrive at the same tradeoff, namely Θ(log n) average latency with Θ(1) links
per node. In fact, in a companion paper [Man], we show how a novel ID selection scheme makes the job
of emulating arbitrary families of both deterministic and randomized routing topologies straightforward.
This means that any of the routing networks used for parallel inter-connection networks [Lei92], e.g.,
butterflies, de Bruijn, shuffle-exchange, etc., can be employed for P2P routing. Several of these offer
Θ(log n) average latency with Θ(1) links per node.

Randomized P2P Topologies: Viceroy [MNR02] was the first randomized P2P topology. It is an
adaptation of butterfly networks and offers Θ(log n) average latency w.h.p. with only Θ(1) links per node.
Symphony [MBR03] showed how Kleinberg’s static routing [Kle00] network could be adapted to arrive
at a randomized P2P topology. Kleinberg showed that greedy could route in O(log2 n) hops on average
when each node has 1 long-distance link. Barriere et al [BFKK01] showed that the result was tight by
establishing a lower bound of Ω(log2 n) hops for greedy. Symphony establishes k links per node and
was shown to route in O((log2 n)/k) hops on average as long as k ≤ log2 n. The same bound was proved
by [ADS02] who also showed that for k = α log2 n with α > 1, average route lengths are O(log n/ log α).

Aspnes et al [ADS02] studied greedy routing in Kleinberg-style networks where each node estab-
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lishes long-distance links by drawing random numbers drawn from some fixed but unknown probability
distribution. They showed that greedy requires Ω(log2 n/(k log log n)) hops on average if each node has
k links and each link is used along only one direction. The randomized topologies we study in this paper
do not fall into the general class studied by Aspnes et al because the long-distance links are drawn from
different distributions.

Our Results: Results proved in this paper are listed in Table 1.
The picture that emerges is the following: A simple deterministic topology like hypercube or Chord

having Θ(log n) links per node has diameter Θ(log n); greedy routing is optimal; 1-lookahead performs
no better. Now, if we transform these deterministic networks into randomized structures in a natural
fashion, the diameter shrinks to Θ(log n/ log log n) in expectation. However, greedy routing is unable
to route along short paths. In fact, expected average route length remains Θ(log n). Now, if we augment
greedy with 1-lookahead, average route length shrinks to Θ(log n/ log log n) in expectation, which is
asymptotically optimal.

Our results influence P2P routing network design in two ways. First, it shows that 1-lookahead is
a worthwhile idea. Second, it obviates the need to resort to asymmetric routing networks based on de
Bruijn graphs for optimal routing vs degree tradeoff. We explain this point in detail: Recently, it has been
argued that low-degree networks are not resilient to link and node failures [LNBK02] and that nodes ought
to have Ω(log n) links per node for resilience, i.e., for surviving the failure of up to a constant fraction
of the participating nodes. Deterministic networks like CAN, Chord, Pastry and Tapestry indeed have
Θ(log n) links per node. However, the average routing latency in all of these networks is Θ(log n). Lately,
de Bruijn graphs based topologies have been advocated as a substitute for CAN/Chord/Pastry/Tapestry
since they offer Θ(log n/ log log n) average latency with Θ(log n) links per node. In fact, Koorde [KK03]
is a recent implementation of de Bruijn graphs by the Chord group. A major problem with de Bruijn
style networks is that they are highly asymmetric and not as well-understood as hypercubes [Lei92].
Our results show that it is possible to avoid asymmetric networks based on de Bruijn graphs in favor
of symmetric randomized networks like Symphony, or randomized variants of symmetric deterministic
networks, namely Chord, Pastry and Tapestry.

3 Definitions

Consider a set of n = 2` nodes lying in a circle, labeled 0 thru n − 1 going clockwise. Each node has an
`-bit ID.

3.1 Topologies

o Hypercube: The degree of each node is `. Node x is connected by an edge to node y iff the two
IDs differ in exactly one bit position. Edges are undirected.

o R-Hypercube (Randomized Hypercube): The out-degree of each node is `. For each 1 ≤ i ≤ `,
node x makes a connection with node y defined as follows: The top i− 1 bits of y are identical to
those of x. The ith bit is flipped. Each of the remaining `− i bits is chosen uniformly at random.
Edges are directed.

o Chord [SMK+01]: For each 0 ≤ i < `, node x is connected by edges to the nodes (x ± 2i) mod n.
Edges are undirected and the degree of each node is 2`− 1.

o R-Chord (Randomized Chord): Node x makes ` connections as follows: Let r(i) denote an integer
chosen uniformly at random from the interval [0, 2i). Then for each 0 ≤ i < `, node x creates an
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edge with node (x + 2i + r(i)) mod n. Edges are directed. Each node has out-degree `. General
comments1.

o Symphony*: Node x establishes a short-distance edge with node (x + 1) mod n. Let δ denote a
real number satisfying ln δ = (lnn)/k. Let I1 = [1, δ]. For 1 < i ≤ k, let Ii = (δi−1, δi]. For interval
Ii, let φi denote a probability distribution over integers in Ii such that the probability at integer
d is proportional to 1/d. For each 1 ≤ i ≤ k, an edge is established with a node lying clockwise
distance d away, where d is an integer drawn from φi. Edges are directed. The out-degree of each
node is k. General comments2.

3.2 Routing Protocols

In the next paragraph, for brevity, we will define routing protocols using the word “distance metric”. For
Chord, R-Chord and Symphony*, the phrase “distance metric” should be understood as “clockwise dis-
tance to destination”. For Hypercube and R-Hypercube, “distance metric” should be replaced by “number
of prefix-bits shared with destination”. Note that Chord and Hypercube are undirected graphs whereas
R-Chord, R-Hypercube and Symphony* are directed. In directed topologies, a message is forwarded only
along the out-going edges3.

o greedy: Node x forwards a message destined for y along that edge which minimizes the “distance
metric”.

o greedy with 1-lookahead: Consider node x that wishes to forward a message destined for y.
Let N(x,y) denote the set of nodes reachable from x in one hop such that the “distance metric”
does not increase. Let N ′(x,y) denote the set of nodes reachable from nodes in N(x,y) in one hop
such that the “distance metric” does not increase. From among the members of N(x,y)∪N ′(x,y),
node z is identified such that the “distance metric” is minimized. If edge (x, z) exists, x forwards
the message directly to z. Otherwise there is a node u such that both (x,u) and (u, z) exist. Node
x forwards the message to u which then forwards it to z4.

3.3 Average Routing Latency

Let Φ(n) denote the average length of routes in a network over n nodes.

o Deterministic topologies (Hypercube/Chord): Φ(n) = n−2
∑

x,y∈[0,n−1]R(x,y) where R(x,y) de-
notes the length of the route from node x to node y.

1Networks similar to R-Chord have also been proposed by [ZGG03] and [GGG+03]. Kademlia [MM02] is a variant of
Pastry/Tapestry which is similar to R-Hypercube. Skipnet [HJS+03] and Skip-graphs [AS03] are two more protocols that
resemble Chord.

2Symphony* is identical to Kleinberg’s construction [Kle00] in 1 dimension when k = 1. For larger values of k, it is
akin to chopping the probability distribution into k equal pieces and carrying out stratified sampling. Symphony* differs
from Symphony [MBR03] where k links were chosen independently from a continuous 1-harmonic probability distribution.
Experimental results show that Symphony* is slightly superior to Symphony in practice.

3In the terminology of [ADS02], we analyze two-sided greedy routing in deterministic topologies but one-sided greedy

routing in randomized topologies.
4The protocol is slightly different from the lookahead-based routing scheme proposed in the original Symphony pa-

per [MBR03]. The difference is as follows: In greedy with 1-lookahead, node x forwards the message to u and u

forwards the message to z. However, in the scheme proposed in [MBR03], node x forwards the message to u, which then
re-evaluates the best-possible neighbor based on lookahead. As a result, u may or may not forward the message to z. The
latter protocol is slightly harder to analyze. However, the asymptotic routing complexity is the same for both protocols.
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o Randomized topologies (R-Chord/R-Hypercube/Symphony*): Φ(n) = n−2E
∑

x,y∈[0,n−1]R(x,y)
where R(x,y) denotes the length of the route from node x to node y. By linearity of expectations,
Φ(n) = n−2

∑
x,y∈[0,n−1] ER(x,y). All topologies and protocols are symmetric with respect to each

node. Therefore Φ(n) = n−1
∑

d∈[0,n−1] EL(d) where L(d) = R(0,d), the length of route from node
0 to node d.

Although the results in this paper extend to general values of n, restricting n to a power of two eases
the exposition of proofs. In a companion paper [Man], we describe an ID selection algorithm that shows
how routing networks can be constructed dynamically over small-sized groups of nodes where the number
of groups is a power of two.

4 Analysis of greedy Routing

For greedy routing in Hypercube, Φ(n) = Θ(log n) hops because routing from x to y amounts to
setting the 1-bits of x⊕ y to 0 in succession. In Chord, greedy routing from x to y amounts to setting
the 1-bits in the binary representation of (y − x + n) mod n to 0 in succession. For both topologies,
Φ(n) = `/2 = Θ(log n). We now analyze greedy routing in R-Chord, R-Hypercube and Symphony*.

Theorem 4.1 Φ(n) = Θ(log n) hops for greedy routing in R-Hypercube.

Proof: Consider the greedy route from node x to node y. Successive hops correspond to fixing the top
bit of z ⊕ y, where z is the current node. The probability that a specific bit requires fixing is half. It
follows that Φ(n) = `/2 = Θ(log n). �

For R-Chord, we first prove a lemma that will prove useful in its analysis. Consider the following
process: A particle starts at position m where m > 0 is an integer. At successive time-steps, the particle
moves to a new position. When the current position is p, then the new position is a random variable Xp

that ranges over the integers 0, . . . , p. We assume that for all i ∈ [0, p − 1], Pr[Xp = i] > 0. The process
terminates when the particle reaches position 0. Let T (m) denote the number of steps required for the
process to terminate.

Lemma 4.1 If for all p ≥ 2, Pr[Xp = i] ≥ 2i−1Pr[Xp = 0] for i ∈ [0, p − 2], then ET (m) = Ω(m).

Proof: Consider the same process but with each probability distribution Xp replaced by Y p where
Pr[Y p = i] = 2i−1Pr[Y p = 0] for 1 ≤ i ≤ n − 2 and Pr[Y p = p − 1] = Pr[Y p = p] = 0. If U(m)
represents the number of steps required for the new process to terminate, then ET (m) ≥ EU(m). For
each p, Pr[Y p = 0] = 1/2p−1 and Pr[Y p = i] = 2i−1/2p−1 for 1 ≤ i ≤ p − 2. Using induction, it can be
shown that for m > 0, EU(m) ≥ cm for some constant c < 1. �

Theorem 4.2 Φ(n) = Θ(log n) hops for greedy routing in R-Chord.

Proof: Upper bound: Consider any specific R-Chord topology resulting from the random choices made by
all nodes. At every forwarding hop, the remaining distance reduces from d to at most 3d/4−1. Therefore,
the worst-case routing latency to cover clockwise distance d is O(log d). Summed over all choices and all
possible distances, Φ(n) = O(log n).

Lower bound: We define phases as follows: Phase 0 consists of one integer, namely 0. For p ≥ 1, phase
p consists of all integers in the interval [2p−1, 2p−1). Consider a message in phase p ≥ 2, i.e., its remaining
distance is d such that d belongs to phase p. For 0 ≤ p′ ≤ p− 2, let φ(p→ p′) denote the probability that

6



the next phase is p′. By the definition of R-Chord, only two links at the current node decide the next
hop for forwarding the message. For d′ ∈ [0, d − 2p], the probability that the remaining distance is d′ is
exactly 1/2p−1. For d′ ∈ [d−2p +1, d−2p +2p−1], the probability is exactly (2p −d−1)/(2p−12p−2). The
latter probability is larger iff d ≤ 3 · 2p−2 − 1. In any case, φ(p→ p′) ≥ 2p′−1φ(p→ 0) for 0 ≤ p′ ≤ p− 2.
In fact, the equality holds if d > 3 · 2p−2. There are log2 d different phases if the initial distance is d.
By applying Lemma 4.1, we deduce that the expected number of routing steps for distance d is Ω(log d).
Averaged over all possible values of d, we get Φ(n) = Ω(log n). �

Theorem 4.3 Φ(n) = Θ((log2 n)/k) hops for greedy routing in Symphony* when 1 ≤ k ≤ log2 n.

Proof: Upper bound: While routing a message, let α ≥ 2 denote the clockwise distance remaining to
the destination. Let φ denote the probability that an out-going link at the current node diminishes
the clockwise distance by at least half. We will shortly show that φ = Ω(k/ log n), independent of the
value of α. Therefore, the expected number of nodes encountered along the route before we come across
a distance-halving link is O((log n)/k). If the initial distance is d, the maximum number of times the
remaining distance could possibly be halved is log2 d. Therefore, EL(d) = O((log n log d)/k) hops. It
follows that Φ(n) = O((log2 n)/k).

Proof that φ = Ω(k/ log n): Recall the definition of δ in Symphony*: log δ = (log n)/k. For 1 ≤ i ≤ k,
let si =

∑
j∈Ii

1/j. Then the probability of choosing the ith link at distance d ∈ Ii is 1/(dsi). It can be
shown that for all i, 1/si = Ω(k/ log n).

If all the integers between dα/2e and α lie in some interval Ii, then φ ≥ s−1
i log(α/dα/2e) =

Ω(k/ log n), independent of the choice of α. Otherwise, the set of integers between dα/2e and α lies in ex-
actly two intervals: Ii and Ii+1. Let β denote the smallest integer in Ii+1. Then φ > max[s−1

i+1 log(α/β), s−1
i log((β−

1)/dα/2e)] = Ω(k/ log n).

Lower bound (Proof sketch): We define phases as follows: Phase 0 consists of one integer, namely 0.
For p ≥ 1, phase p consists of all integers in the interval [2p − 1, 2p+1 − 2]. Consider a message in phase
p ≥ 2, i.e., its remaining distance is d such that d belongs to phase p. For 0 ≤ p′ ≤ p − 2, let φ(p → p′)
denote the probability that the next phase is p′. By the definition of Symphony*, at most two links at
the current node decide the next hop for forwarding the message. Now φ(p → p′) equals the probability
that greedy routing chooses a link whose clockwise distance equals some integer lying in the interval
[d − 2p′+1 + 2, d − 2p′ + 1]. We can then show that for 1 ≤ p′ ≤ p − 2, φ(p → p′) ≥ 5

4φ(p → p′ − 1).
This allows us to leverage a lemma similar to Lemma 4.1 to claim that the number of phases is Ω(log n).
Next, we claim that once the route enters a phase, it spends an expected Ω((log n)/k) hops in that phase.
Putting the two claims together, it is possible to derive that the total number of hops is Ω((log2 n)/k).
�

General Comments: greedy routing is exactly the standard Chord routing protocol [SMK+01].
However, the routes are not always optimal since each undirected edge is used only in one direction. For
n = 2` nodes, the average length of the shortest paths is `/3 + Θ(1) hops [GM04]. In fact, one of the
routing protocols that routes along shortest paths turns out to be a variant of greedy: Minimize the
absolute distance (the minimum of clockwise and anti-clockwise distances) to the destination at each step.
Theorem 4.3 can be shown to hold also for Symphony [MBR03], where k links are chosen uniformly at
random from a harmonic distribution.

5 Analysis of greedy with 1-lookahead Routing

For both Chord and Hypercube, Φ(n) = Θ(log n) hops since greedy with 1-lookahead is no bet-
ter/worse than greedy. We now analyze R-Hypercube, R-Chord and Symphony*.
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Theorem 5.1 Φ(n) = Θ(log n/ log log n) hops for greedy with 1-lookahead routing in R-Hypercube.

Proof: Upper Bound: greedy with 1-lookahead considers all nodes reachable in two hops and
forwards the message (in at most two hops) to the node with the longest matching prefix with the
destination. At least one bit gets fixed per hop. For n = 2` nodes, with ` > 2, let ` = `1 + `2, where
`2 = d`/ log2 `e. The last `2 bits require no more than O(`/ log `) hops even if they get fixed sequentially,
one bit per hop. We will now show that fixing the top `1 bits require at most 2`1/blog `2c hops in
expectation.

Let b < `1 denote the number of top bits that the current node shares with the destination y. Thus,
the current node differs from y in bit-position b+ 1. Consider the neighbors of node x corresponding to
the last `−b−1 bits. Each of these neighbors has the top b bits in common with x. Further, each of these
neighbors establishes a link with some node which shares the top b bits, flips the next bit and chooses
the trailing bits uniformly at random. Since b < `1, there are at least `2 such neighbors. Therefore, the
expected number of bits that get fixed is at least blog2 `2c.

The top `1 bits require no more than 2`1/blog2 `2c hops in expectation. Substituting `1 < `, `2 =
Ω(`/ log `) and ` = log n, we get Φ(n) = O(log n/ log log n).

Lower bound: R-Hypercube has Θ(log n) links per node. For any topology (deterministic or random-
ized) with O(log n) links per node, Φ(n) = Ω(log n/ log log n) hops. �

Theorem 5.2 Φ(n) = Θ(log n/ log log n) hops for greedy with 1-lookahead routing in R-Chord.

Proof: Upper bound: Consider node x holding a message destined for a node clockwise distance d
away. Let I denote the interval [d − d′ + 1, d], where d′ = dd log log n/ log ne. Let 2p ≤ d < 2p+1

such that p > log n/ log log n. The probability that x has an out-going edge with a node in interval I
equals φ = a

2p + b
2p+1 − ab

2p2p+1 where a = 2p − (d − d′ + 1) and b = d − 2p + 1. Simplifying, we get

φ = a+b
2p + a

2p+1 (1 − b
2p ) ≥ a+b

2p since 1 ≤ b ≤ 2p. Since a + b = d′, we obtain φ ≥ d′/2p. Substituting
d′ = dd log log n/ log ne and d/2p ≥ 1, we get φ ≥ log log n/ log n. Let u denote a neighbor of x lying
between x and x + d. The probability of u having an edge into interval I is also at least φ. There
are at least p > log n/ log log n such neighbors of x. Therefore, with probability at least 1 − e−1, x can
reach some node in I in at most two hops. In other words, the expected number of hops to diminish the
distance from d to at most d log log n/ log n is O(1). Thus in O(log d/ log log n) hops, distance d can be
diminished to a value less than 2p where p < log n/ log log n. The remaining distance requires no more
than O(p) hops (since the distance diminishes by a ratio of at least 3/4 at each hop). Combining the
two, expected route length for distance d is O(log n/ log log n). Averaged over all values of d, we get
Φ(n) = O(log n/ log log n).

Lower bound: R-Chord has Θ(log n) links per node. For any topology (deterministic or randomized)
with O(log n) links per node, Φ(n) = Ω(log n/ log log n) hops. �

Theorem 5.3 Φ(n) = O(log2 n/(k log k)) hops for greedy with 1-lookahead routing in Symphony*
when 2 ≤ k ≤ log2 n.

Proof: Consider node x that holds a message destined for node y lying clockwise distance d away. While
proving Theorem 4.3, we had established that greedy routing takes O((log n log d)/k) hops. Therefore, if
log d ≤ log n/ log k, then the remaining distance can be covered by greedy with 1-lookahead (which
is faster than plain greedy) in O(log2 n/(k log k)) hops.
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We now consider large d satisfying log n/ log k < log d ≤ log n. Let r(d) = (ck log d)/ log n where d is
the clockwise distance currently remaining and c is a constant that we will shortly fix. Since logn/ log k <
d ≤ log n, we deduce that ck/ log k < r ≤ ck. Let E denote the event that the current node is able to
diminish the remaining distance from d to at most d/r(d) in (at most) two hops. Let φ(E) denote the
probability that event E occurs. We will shortly prove that φ(E) = Ω(k/ log n), independent of d. Thus
the expected number of nodes encountered before a successful event E occurs is O((log n)/k). Since
ck/ log k < r, there can be at most O(log n/ log k) such events for a total of O(log2 n/(k log k)) hops.
When d becomes small enough to satisfy log d < log n/ log k, plain greedy routing will take at most
O(log2 n/(k log k)) hops. Summing the two, the total number of hops is O(log2 n/(k log k)).

Proof of φ(E) = Ω(k/ log n): Recall that E is the event that the current node is able to diminish the
remaining distance d to at most d/r(d) in (at most) two hops. Let d′ = dd(1 − 1/r(d))e. Let ψ denote
the probability that node x has a link in [d′, d]. There are at least k log d/ log n nodes (including x itself)
reachable from x in zero or one hop, such that the node is at most clockwise distance d away. Let ψ denote
the probability that such a node has a link in [d′, d]. Overall, the probability that one or more of these
nodes has a link in [d′, d] is φ(E) ≥ 1− (1−ψ)(k log d/ log n). We will shortly show that ψ ≥ c′k/(r(d) log n)
where c′ is some constant. We had defined r(d) = (ck log d)/ log n. We set c = c′. This ensures that
(c′k/(r(d) log n))(k log d/ log n) = k/ log n ≤ 1. Using the fact that 1 − (1 − x)t ≥ xt/2 if x ∈ (0, 1) and
xt ≤ 1, we deduce that φ(E) ≥ (c′k2 log d)/(2r(d) log2 n). Substituting r(d) = (c′k log d)/ log n, we get
φ(E) ≥ k/(2 log n).

Proof of ψ = Ω(k/(r(d) log n)): Recall that ψ denotes the probability that node x has a link in
[d′, d] where d′ = dd(1 − 1/r(d))e. From the definition of δ for Symphony*, ln δ = (lnn)/k. If [d′, d] is
completely contained in some interval Ii (for definition of Ii, see the definition of Symphony*), then ψ =
s−1
i

∑
i∈[d′,d] 1/i. Now

∑
i∈[d′,d] 1/i = Ω(ln 1/(1 − 1/r(d)) = Ω(1/r(d)). Substituting s−1

i = Ω(k/ log n),

we get ψ = Ω(k/(r(d) log n)). If [d′, d] spans two intervals Ii and Ii+1, then ψ = ψ1 + ψ2 − ψ1ψ2, where
ψ1 = s−1

i

∑
i∈[d′,δi] 1/i and ψ2 = s−1

i+1

∑
i∈(δi,d] 1/i. Using the fact that a+b−ab ≥ 3

4 (a+b) if a+b ≤ 1, we

deduce that ψ ≥ 3
4 (ψ1+ψ2). Since both s−1

i and s−1
i+1 are Ω(k/ log n), we get ψ ≥ 3

4(ck/ log n)
∑

i∈[d′,d] 1/i,
where c is some constant. It follows that ψ = Ω((k/ log n) ln 1/(1 − 1/r(d))) = Ω(k/(r(d) log n)). �

We state without proof that when k = 1, Φ(n) = Θ(log2 n). From Theorem 5.3, it follows that when
k = Θ(log n), Φ(n) = Θ(log n/ log log n), which is optimal. We suspect that there is a matching lower
bound for Symphony*, Φ(n) = Ω(log2 n/(k log k)) hops, when greedy with 1-lookahead routing is
employed. The intuition is along the following lines: Using the definition of phases (in the proofs of
Theorem 4.2 or Theorem 4.3), we could show that routes go through Ω(log n/ log k) phases. Moreover,
once the route enters a phase, we could show that it requires Ω((log n)/k) hops in expectation. Putting
the two claims together, we might arrive at the lower bound.

Theorem 5.3 can also be shown to hold for Symphony, in which k links are drawn uniformly at random
from a 1-harmonic distribution.

We believe that the augmentation of Chord where a node establishes links with each of log2 n imme-
diate successors of itself in ID space [LNBK02], could also route in Θ(log n/ log log n) hops on average, if
we restrict the usage of 1-lookahead to long-range contacts of only the set of log2 n successor nodes.
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