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Abstract 
 
 A sensor network with a tree topology faces 
challenges in efficient data aggregation, especially in 
normalizing energy consumption.  Our paper 
introduces a new load-balancing algorithm that works 
autonomously to reduce overload and to distribute 
energy requirements without an energy-aware 
module in the sensor.  We investigate the differences 
produced by two approaches to decision-making: a 
semi-centralized approach or a fully-distributed one.  
We also discuss how to avoid cascading reorganization 
as loads are balanced. 
 
1. Introduction: What is a Sensor Network? 
 
 A sensor network is a collection of 
communicating devices that monitor the physical 
world.  There are two elements in a sensor network: 
sensor nodes and base stations (or, sinks).  In general, 
a sensor node collects information from the physical 
world, while a base station collects information from 
the sensor nodes. 

A sensor node contains a physical sensory 
component, a wireless communication component, a 
processor and memory, and a power source, such as a 
device called a sensor mote in [1].  In this paper, we 
assume that the power source is an exhaustible 
battery, as opposed to a device that can generate 
power indefinitely (e.g., a solar cell).  (Note, however, 
that the algorithms we will present can still work with 
inexhaustible power supplies.)  Sensor nodes can 
communicate with other sensor nodes within some 
radio range.  The nodes are typically deployed over 

some target physical space (e.g., a rain forest whose 
rainfall we wish to monitor), and each node can 
usually communicate with only a small fraction of the 
other nodes.  Our work covers embedded stationary 
sensor networks, mentioned in [2], not mobile sensor 
networks or Mobile Ad Hoc Networks (MANETs).  
Our interest is in Data-Centric networks rather than 
address-based networks, and we assume that our 
sensor network is not for application-specific tracking, 
which can abridge data amounts in a certain way, but 
for collecting phenomenal data at specific locations 
that do not move.  In terms of network topology, our 
sensor network is different from an original definition 
of a Data-Centric network because we use node 
identifiers in load-balancing operations. 

A base station has the same components as 
a sensor node, minus the sensor.  However, a base 
station may have more powerful hardware and may 
have a permanent power source (e.g., a regular 
electrical 120V power source).  A base station collects 
and may aggregate data from sensor nodes, and may 
transmit results over a widespread land connection to 
other computers.  In this paper, we consider a 
scenario with only a single base station, although our 
results can easily be generalized to multiple base 
stations. 

This paper presents the results of a 
simulation that compares three load-balancing 
algorithms to illuminate the difference between 
semi-centralized and fully-distributed 
decision-making, and to identify the effectiveness of 
avoiding a chain reaction and convergence of load.  
We propose a semi-centralized decision-making 
load-balancing algorithm that can reduce “overload” 



in the network by 35-90% compared with no load 
balancing, and by 86% compared with a 
fully-distributed decision-making load-balancing 
algorithm.  In our experiments, the semi-centralized 
load-balancing algorithm expands the lifetime of the 
sensor network by 180% compared with no load 
balancing, and by 130% compared with the 
fully-distributed load-balancing algorithm, with low 
transmission costs in some situations.  The lifetime 
of network means duration because the network is 
initiated until the first node’s death.  Our results 
show that the algorithm works well over varied radio 
ranges and varied “compression ratios,” which is 
defined in Section 3. 
 
2. Problem 
 

Consider a sensor network with N sensor 
nodes and one base station B.  We identify each 
sensor with an integer between 1 and N.  
Conceptually, the data generated by sensor nodes is 
placed into a relation R(S, T, D), where S is the sensor 
number, T is the time when the data was generated, 
and D is the data itself.  We refer to the data 

generated by node i as Ri. (That is, Ri is σ C R, where C 
is “ S= i ”.)   

Periodically, the base station B needs to 
compute some function f(R) of the data collected by 
the sensors up to that point in time.  In particular, 
say the function needs to be evaluated at times t1, 
t2, .... To make explicit the collection of data from the 
sensor nodes, let us use Ri[n] to represent the data 
collected by node i in round n, i.e., between time tn-1 

and time tn.  (That is, Ri[n] is σ C R, where C is “ S=i 
and tn-1 < T ≤ tn”.) 

Thus, at time tn (end of round n), B 
computes 
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One way to perform the computation is to have each 
sensor node i send to B the new data it collected in 
round j (i.e., Ri[ j ] ) so that B can compute the value of 
f  at time tj .  To send the data, node i asks some 
node within its radio range to forward the data to 
some other node, and so on, until some node that is 
within radio range of B delivers it to B.  The data 
forwarding is done by forming a tree rooted at B, such 
that nodes forward data to their parents in the tree. 

Sometimes function f can be computed in a 
distributed fashion. For instance, if f computes the 
sum of all D values, each node i can send its parent at 
time tj the sum of all D values in Ri[ j ].  The parent 
node, say k, can then add the values received from all 
its children for round j, add Rk[ j ], and forward the 
result to the parent of k. 

The goal, in general, is to perform the f 
computations efficiently and reliably.  In particular, 

• We want to minimize overload, i.e., cases 
where a sensor node has too much work.  
During a round, each sensor node must collect 
data from its sensor, receive data from its 
child nodes, possibly perform computations, 
and forward the results to its parent.  The 
amount of work may exceed the capacity of 
the node, which causes data to be lost.  The 
load for a given node can be decreased by 
reducing the number of child nodes. 

• We want to balance the load across sensor 
nodes.  Nodes consume battery power in 
proportion to their computational load.  If 
the load is unbalanced, some nodes will do 
more work and will exhaust their battery 
prematurely.  By balancing the load, we can 
delay the time when nodes start dying due to 
dead batteries. 



• We want to gracefully recover from sensor 
node failures.  Nodes may fail because of 
dead batteries or for other reasons.  Of 
course, when a node fails, we will no longer be 
able to get data from its sensor.  However, we 
want to reorganize the forwarding tree so that 
data from live nodes, which used to go 
through the dead node, continues to reach B. 

 
3. Behavior of Sensor Nodes 
 

A node basically has four functions: 
generating data from its sensor, receiving data from 
its child nodes, storing and possibly aggregating data 
in its memory, and sending data to its parent node.  
We refer to the load resulting from the collection of 
sensor data as the local load. 

Nodes can unilaterally send a message to 
one or more nodes at the same time because of 
wireless broadcasting.  When a node sends a 
message to a specific node, all other nodes that receive 
the same message will ignore it (by checking the 
message’s destination header).  We assume that 
every node has the same radio range, which means 
that links are symmetric: if node i can talk to node j, 
then j can talk to i. 

 The sensor network evolves in two phases: 
construction of the communication tree and 
aggregation of data.  In the construction phase, the 
root of the tree B broadcasts a message of type 
“constructing tree,” with a level field set to 0, 
indicating that B is at the root level.  When node i 
receives a “constructing tree’’ (level k) message from 
node p, node i checks if it already has a parent.  If i 
has a parent, it ignores the message.  If not, node i 
registers p as its parent, and sets its level to k+1.  
Then, node i broadcasts the same message with its 
new level value to its adjacent nodes, and, as a result, 
it may become a parent to the adjacent nodes. 

Base station B can complete the tree 
construction process in two ways.  First, B can 
simply wait for a fixed amount of time after sending 
the initial “constructing tree” message.  Second, B 
can request that the nodes send it an 
acknowledgement after they join the tree.  In this 
second case, B declares the process complete when it 
receives some desired number of acknowledgements 
from sensor nodes. 

In the aggregation phase, data is generated 
by the sensor nodes and periodically relayed to B.  
The relaying occurs through the tree, with each node 
forwarding data from its children to its parent.  As it 
relays the data, each node can filter or aggregate data. 

To avoid overloads, each node monitors its 
load, which includes both the local load and the 
forwarding load.  A node runs a load-balancing 
algorithm to reduce its load if its runtime load exceeds 
a pre-set threshold. 
 
4. Load Model 
 

Suppose again node p is the parent of child 
nodes C.  Where i ∈C, let R’i[ j ] denote i ’s computed 
output data for round j, which is brought into p, and 
let Rp[ j ] denote data generated by p’s sensor in round 
j.  Then the runtime load of p, Lp, is described as a 
relational expression, as below: 
 

Lp = α• Rp[ j ] + β•∑
C

iR' [ j ]+ γ , 

 
where α, β are parameters to estimate the 
computational load from the data amount.  We thus 
make an assumption that the load is directly 
proportional to the data amount for the sake of 

simplicity.  γ is a load that p handles irrespective of 
the data manipulation.  The computed output data 

from p, R’p[ j ] will be a fixed size of data δ in the case 



where aggregation function is minimum, maximum, 
average and so on; otherwise, R’p[ j ] will be 
proportioned to Lp if there is some data compression.  
Therefore, the expression is 
 

R’p[ j ] = { λ• Lp  or  δ }, 
 

where λ estimates the output data of p from its run 
time load. 

We limit the range of Lp as [0, 1.0] since each 
node except B has limited processing capacity.  If Lp 
required to compute data exceeds the limit, 1.0, the 
overloaded node p, releases the extra load.  p 
increments the superfluous amount of load as 
“discarded load,” which is used only for the purpose 
of observation in our experiment.  The sum of the 
discarded loads indicates how much data is lost in 
the network.  To observe how much load the 
network can operate with load-balancing algorithms, 
which are described in Section 6, our model 
eliminates the cache or retransmitting features 
(which also can reduce discarded loads) in the node’s 
function. 

 
5. Recovery 
 

Recovery occurs if a parent node fails to 
respond to its children for a certain time because of 
overload, failure or power exhaustion.  Then, after a 
timeout, the child nodes decide to change route to B by 
registering another node as their new parent.  In 
some cases, each node maintains an information table 
showing the link quality of adjacent nodes based on 
the proportion of packets received from adjacent nodes, 
(described in [3]), in order to choose the superior node.  
We used the means by which a node simply finds a 
new route after the loss of its parent by collecting a 
level value of and load information about its neighbors.  
In our model, however, we do not consider the tradeoff 

between the usage of link quality before and the 
discovery of a new parent after the loss of a child 
node’s parent, because this is not the focus of our 
study. 
 Route change in recovery may cause the 
arrival delay of data at B because if the parent node 
does not respond to its child, the child waits a certain 
time to determine if the parent has failed.  Compared 
with this, route change in load balancing is planned, 
so it does not need a timeout to determine whether its 
parent is in failure or not.  However, the new parent 
may have different levels in the tree, and it takes time 
to update level data in the children’s sub-tree.  If 
there are two route modifications in the same sub-tree, 
with the second route registering the new parent node 
in the first modified sub-tree before completing its 
updates of the levels in the sub-tree, this situation 
may cause an excess of the maximum level of the tree.  
Consequently, the new parent may receive data at 
varied times, reducing the sleep time of the new 
parent node without benefit of filtering or 
computation in the node.  Updating level data also 
consumes power.  In fact, route changing consumes 
power.  Therefore, the number of route modifications 
should be minimized. 
 

 
Fig. 1 

 
6. Load-balancing Algorithms 
 

To achieve load balance, we develop 
algorithms that switch a route to B from an 
overloaded node to an alternate node.  Figure 1(a) 



illustrates the situation.  The output load from 
children i, j, k are Li = 0.4, Lj = 0.3, Lk = 0.4.  If we 
assume β=λ=1.0, then the input load for a parent p is 

1.1, which is higher than a threshold τ (0 < τ  ≤ 1.0).  
We call node p an overloaded node.  The 
load-balancing algorithm will find new parents for p’s 
children.  In Figure 1, the potential parents are 
nodes q, q2, q3..., which are nodes within radio range 
of at least one of the children. 

There are two potential problems as we try 
to find a new parent for i,j,k...: 
• chain reaction: a chain reaction occurs when a 

child node i  registers a new parent q and the 
output data from i causes an overload.  The 
overload may also occur at any node on the path 
from q to the base station B.  For example, in 
Figure 1(b), the local loads for q, q-1, q-2 are 0.2, 
0.3, 0.0, and the local load of the other child of q-2 
is 0.2.  Before i switches parents, the output load 
from q-1 is 0.3+0.2=0.5. Thus, the total input load 
for q-2 was 0.5+0.2=0.7.  Consequently, after i's 
route modification from p to q, there is 0.4 
increase at q‘s output load, 0.2+0.4.  The 
consequence is that the load at q-2 is 1.1 in total. 

• convergence: convergence occurs when several 
children select the same new parent q, thus 
overloading q with the joint new loads.  For 
example, in Figure 1(c), q’s input load is 1.1 since i, 
j, k choose the same parent q. 

 A chain reaction may be avoided by 
checking a new parent’s average load before changing 
the route.  Estimating the load increase from hop to 
hop toward B may also help nodes avoid the chain 
reaction.  Convergence may be avoided by modifying 
the route, not by the individual children of an 
overloaded node, but in a centralized fashion by the 
overloaded node.  The overloaded node can 
coordinate which child connects to which new parent, 
and this coordination not only eliminates the 

convergence but also reduces the need for route 
modification. 
 

In the following subsections, we use p for an 
overloaded node where Lp >τ. (See Fig.2.)  We also 
use i ∈C and q ∈Q, where C is the set of p's children, 
Q is the set of potential parents for i.  The node p-1 
stands for a parent node of p, and p-2 is a parent node 
of p-1, and so on.  Likewise, q-1 stands for a parent 
node of q.  Since L is varying value over time, 
algorithms use average load Ĺ for evaluation of new 
routes to B.  When L is generated, each node 
increments a count number, a total load over the time, 
and calculates an average load Ĺ.  The count number 
and the total load over the time are reset when 
re-configuration occurs, such as emergence of new 
child or disappearance of child. 

 
Fig. 2 

 
6.1 Drop Links 
 

An algorithm we have named “Drop links” 
(“DROP”) deals with neither chain reactions nor 
convergences.  In this algorithm, p asks the children 
C to use a different parent.  Then, a child node i ∈C 
broadcasts a message to collect information about 
potential parents Q.  To avoid a loop, q ∈Q checks 
that q does not have p as an ancestor (q-n where n≥1).  
If an average load Ĺi from i is acceptable, Q responds 
to the message with its average load and level data.  
“The load from i is acceptable” means Ĺq + β• Ĺi ≤ 1.0.  
Node i registers node q as a new parent, which has a 



minimum value of θq•(Ĺq + β•Ĺi), a heuristic way to 
turn down both load and the level value.  (θq denotes 
the level of the node q in the tree.)  If we use only (Ĺq 
+ β•Ĺi) value, node i may likely choose a leaf node for 
its new parent, and the level value of the network 
may consequently continue to grow up. 

DROP may cause chain reactions and 
convergences.  In terms of chain reactions, for 
example as Figure 3 shows, for example, a route 
modification of node i, whose runtime load is 0.2, 
causes an additional load β•λ•Li = 0.1 at q when β•λ 
is 0.5.  The increase in load at q also increases the 
load at q-1 by β2•λ2•Li = 0.05 and by βn+1•λn+1•Li at 
q-n.  Those increases may cause a new overload at 
q-n, where n≥0.  As for convergences, child nodes 

may register the same q because child nodes do not 
share information about their new parent choice.  
Thus, their route modifications may trigger an 
overload at q. 
 

 
Fig. 3 ( β•λ = 0.5 ) 

 
Here is the pseudo code that shows how DROP works. 

 IF ( Lp>τ ) THEN send message ( Route Modification Request (RMR), To = p’s children C, From = p) ; 

 IF ( i ∈C receives RMR ) THEN send message ( Collect Candidates’ Information (CCI), To = Q, From = i , Average load at i = Ĺi , 

Overload ID = o_id ) ; set ( timer at (i) ) ;  

Comments: o_id is a unique number to distinguish overloads and children. 

 IF ( q ∈Q receives CCI from i ) 

THEN IF ( check ancestors ( no p in q’s ancestors) AND Ĺq + β•λ•Ĺi ≤ 1.0 ) 

THEN send message ( Response Candidate’s Information (RCI), To = i, From = q, Value = Ĺq , Level θq ) ; 

 IF ( i receives RCI ) THEN preserve result ( q , θq•( Ĺq + β•Ĺi) ) ;          Comments: adds data to sets of parents 

 IF ( timer at (i) expires ) THEN { 

IF (results exist ) THEN { 

choose and register new parent ( from preserved results, choose q that has the smallest θq•( Ĺq + β•Ĺi) value ) ; 

update ancestors’ information( to descendents of i ) ; } 

 ELSE do nothing ; } 

6.2 Delegation and Check the Propagations 
 

In our second algorithm, “Delegation and 
check the propagations” (“DELE”), p assigns route 
modifications to its child nodes by the RMR message, 
as in algorithm “Drop links.”  However, each 
candidate q sends a “Forward Candidate’s 

Information” (FCI) message to its parents with an 
initial value of Lmax , Ĺq + β•λ•Ĺi to store a maximum 
load at q-n, where n≥0 and θq-n ≥ 1.  q-n propagates 
the FCI message as long as Ĺq-n + βn+1•λn+1•Ĺi ≤ 1.0 at 
q-n, where n≥0 and θq-n ≥ 1, to make sure that the 
route modification does not cause a chain reaction. 
(We assume no overload at B, where θq-n = 0.)  If Ĺq-n 



+ βn+1•λn+1•Ĺi > 1.0, q-n drops the FCI message.  
Each node q-n preserves the transmitter’s 
identification q-n+1 of the FCI message for a reversed 
route to i.  In the FCI message, the node q-n updates 
a maximum load Lmax for comparison of candidates, if 
Ĺq-n + βn•λn•Ĺi  is larger than Lmax.  The message 

with Lmax returns to i, following preserved 
identification data after the FCI message reaches a 
node whose level θ is 1.  After waiting for a certain 
timeout, the child node i compares the maximum data 
and chooses a new parent that has smallest Lmax. 

 
Here is the pseudo code that shows how DELE works. 

 IF ( Lp>τ ) THEN send message ( Route Modification Request (RMR), To = p’s children C, From = p ) ; 

 IF ( i ∈C receives RMR ) THEN { 

send message ( Collect Candidates’ Information (CCI), To = Q, From = i, Average load at i = Ĺi , Route_ID = r_id ) ; 

Comments: r_id is a unique number to distinguish overloads and paths back to an original child node. 

set ( timer at (i) ) ; } 

 IF ( q ∈Q receives CCI From i ) THEN { 

IF ( check ancestors ( no p  in q’s ancestors) AND Ĺq + β•Ĺi ≤ 1.0 ) THEN { 

Lmax : = Ĺq + β•λ•Ĺi ; 

send message ( Forward Candidate’s Information (FCI), To = q’s parent q-1, From = q, Candidate node = q, Original 

child node = i, Ĺi , Lmax , r_id ) ; 

preserve ( pointer to i , r_id ) ; } } 

ELSE do nothing; 

 IF ( q-n  receives FCI From q-n+1 ) THEN { 

IF ( Ĺq-n + βn•λn•Ĺi ≤ 1.0 ) THEN { 

IF ( Lmax < Ĺq-n + βn•λn• Ĺi ) THEN Lmax : = Ĺq-n + βn•λn•Ĺi ; 

IF ( level θq-n = 1 ) THEN send message ( Response Candidate’s Information (RCI), To = q-n+1, Candidate node = q, 

Original child node = i , Lmax , r_id ) ; 

ELSE IF (level θq-n > 1 ) THEN { 

send message ( Forward Candidate’s Information (FCI), To = q-n ’s parent q-(n+1), From = q-n, Candidate node 

= q, Original child node = i , Lmax, R r_id ) ; 

preserve ( pointer to q-n+1, r_id ) ; } } 

ELSE do nothing; 

 IF ( q-n  receives RCI AND ( pointer to q-n+1, r_id ) exists ) THEN send message ( RCI, To = q-n+1, Candidate node = q, 

Original child node = i , Lmax , rid ) ; 

 IF ( q  receives RCI AND (pointer to i, r_id) exists) THEN send message ( RCI, To = i, Candidate node = q, Original child node = 

i , Lmax ) ; 

ELSE do nothing; 

 IF ( i  receives RCI ) THEN preserve result ( q, Lmax ) ; 

 IF ( timer at (i) expires AND result exists ) THEN choose and register new parent ( q  that has the smallest Lmax value) ; update 

ancestors’ information( to descendents of i ) ; 

ELSE IF ( result does not exist ) THEN do nothing; 



 

6.3 Centralized Decision 
 
In the third algorithm, “Centralized 

decision” (“CNTR”), p determines all the route 
modifications of its child nodes.  Node p sends a 
message to its parent p-1, and each node p-n where 
n≥0 forwards the message to p-n-1 until it reaches B, 
to establish a reverse route between p and B.  Then, 
p sends a message to its child nodes to collect a 
candidate’s data for children, avoiding any chain 
reactions or convergences.  Each candidate q ∈Q for 
a new parent of the child nodes forwards a message to 
q’s parent.  For example, q forwards the message to 
q-1 after checking Ĺq + β•λ•Ĺi ≤ 1.0 and updating a 
maximum load Lmax, if any.  Let m denote the node 
where q-n = p-n’ , (n≥0, n’ ≥1).  Then as Figure 4(a) 
shows, at node m, the probe message is forwarded 
toward p through the reverse route, without any 
check or renewal between p and B.  Node q could be 
node m, as Fig. 4(b) shows.  In this case, the message 
is forwarded to p with a maximum load Lmax= 0, as 
lines 13 - 15 in the CNTR’s pseudo code show. 

 
Fig. 4 

 
After starting the CNTR process, node p 

waits a certain time, and, after the timeout, it decides 
which child node should change its route.  At first, p 
sets a target amount of how much load p wants to 
reduce, and chooses one child that has a higher 
average load, until the target amount is reached.  In 
this case, a successful candidate of a new parent, q, 
has already been chosen as a new parent of another 
child node, and, consequently, p estimates whether 
the additional route modification affects a node or not, 
which has a maximum load at q-n between q and m.  
After choosing route modifications, p sends a message 
ordering its selected child nodes to register new 
parents.  If the target amount is not reached, p 
executes the same algorithm with its grandchild 
nodes. 

 
Here is the pseudo code that shows how CNTR works. 

 IF ( Lp>τ ) THEN { 

send message ( Route Modification Request (RMR), To = p’s children C, From = p , Overload ID = o_id ) ; 

Comments: o_id is a unique number to distinguish overloads and common reverse routes back to an overloaded node. 

send message ( Establish Route From B to p (ERBP), To = p’s parent p-1, From = p , Overload ID = o_id ) ; 

set ( timer at (p) ) ; } 

 IF ( p-n  receives ERBP ) THEN { 

preserve ( pointer to p-n+1, o_id ) ; 

IF (p-n ≠ B) THEN send message ( ERBP, To = p-(n+1), From = p-n ) ; 

ELSE do nothing; 

 IF ( i ∈C receives RMR From p ) THEN 

send message ( Collect Candidates’ Information (CCI), To = Q, From = i, Overloaded node = p , Ĺi , o_id) ; 

 IF ( q ∈Q receives CCI From i ) THEN { 



IF ( (pointer to p-n+1 , o_id ) exists ) THEN { 

Lmax : = 0 ; 

send message ( Response Candidate’s Information (RCI), To = p-n+1, Child node = i, Candidate node = q, Lmax , Ĺi , 

o_id) ; } 

ELSE IF ( check ancestors ( no p in q’s ancestors ) AND Ĺq + β•λ•Ĺi ≤ 1.0 ) THEN { 

Lmax := Ĺq + β•λ•Ĺi ; 

send message ( Forward Candidate’s Information (FCI), To = q ’s parent q-1, From = q , Child node = i, Candidate node = 

q, Lmax , Ĺi , o_id ) ; } } 

ELSE do nothing; 

 IF ( p-n  receives FCI ) THEN { 

IF ( ( pointer to p-n+1 , o_id ) exists ) THEN 

send message ( Response Candidate’s Information (RCI), To = p-n+1 , Child node = i, Candidate node = q, Lmax , Ĺi , 

o_id) ; 

ELSE IF ( Ĺp-n + βn•λn•Ĺ p-n+1 ≤ 1.0 ) THEN { 

IF (Lmax < Ĺp-n + βn•λn•Ĺ p-n+1 ) THEN Lmax : = Ĺp-n + βn•λn•Ĺ p-n+1 ; 

send message ( Forward Candidate’s Information (FCI), To = p-n ’s parent p-n+1, From = p-n , Child node = i, Candidate 

node = q, Lmax , Ĺi , o_id) ; } } 

ELSE do nothing; 

 IF ( p-n+1  receives RCI ) THEN 

IF ( ( pointer to p-n, o_id ) exists ) THEN send message ( Response Candidate’s Information (RCI), To = p-n , From = p-n+1, 

Child node = i, Candidate node = q, Lmax , Ĺi , o_id) ; 

 IF ( p  receives RCI ) THEN preserve result ( i, q, Lmax , Ĺi ) ; 

 IF ( timer at (p) expires ) THEN { 

IF ( result does not exist ) THEN search new routes at grandchildren ( ) ; 

 ELSE { 

set ( target amount (ta) ) ; 

while ( ta > 0 AND results exist ) { 

choose child and its new route ( choose i that has the highest Ĺi and for i choose q  that has the smallest Lmax value ) ; 

ta : = ta - the child’s average load Ĺi ; } 

IF ( ta ≤ 0 ) THEN send message ( Request to modify route (RMR), (To, New parent) = ( i , q ) , …) ;  

ELSE search new routes at grandchildren ( ) ; } } 

 IF ( i  receives RMR ) THEN register new parent ( from p to q ) ; update ancestors’ information( to descendents of i ) ; 

 

7. Experimental Metrics and Results 
 
 We conducted an experiment to identify the 
differences between algorithms in our model.  We 
used a three-dimensional cube, 1.0 x 1.0 x 1.0, for a 
deployment space.  In the space, we put 100 nodes, 

including B, at random positions P(x, y, z), where 0≤x, 
y, z<1.0.  After the deployment, the construction 
phase is initiated from B, and B waits a certain time, 
as we mentioned in Section 3.  After construction of a 
tree, the simulator initiates the aggregation phase.  
The nodes generate their local loads, random value 



where 0.0 ≤ R[ j ] < M, (M is a maximum value for the 
local load.  We used 0.3 in our simulation) which 
mimic phenomenal data.  The nodes at the same 
level generate data at the same time since those nodes 
combine local data with children’s data.  For example, 
in Figure 5, nodes a, b, c generate data at the same 
time for round j, and send data to their parents d, e.  
Then, nodes d, e, f generate local data and send their 
output data to nodes g, h, and those nodes send data 
to B.  We call the time to receive, generate, calculate, 
and send data “sub-round.”  Node a’s sending data 
phase overlaps d ’s receiving data phase in practice.  
However, in our simulation, we assume that a 
sub-round is completed in one logical time unit, no 
matter how many children a node has.  We use a 
logical time unit that is exactly the same duration as a 
sub-round.  All nodes a, b, c,…,h start their active 
sub-round based on their level.  For example, if one 
round starts every 5 time units, nodes a, b, c, whose 
level θ is 3, generate and send data at time 5( j - 1 )+ 
( 5 - 3 ) for round j, where j≥1.  Nodes d, e, f, θ=2, 
handle data from their children and send those data 
at time 5( j - 1 )+ ( 5 - 2 ), and so on. 

 

Fig. 5 
 
 We used the following parameters in our 
simulations; 

 radio range: sensor nodes can communicate 
with other nodes within some radio range 
expressed by ω.  This parameter relates to 
density of the sensor network.  If ω is large, the 
density of the network is high and vice versa. 

 compression ratio : in Section 3, we assumed 
that a runtime load is the combination of a local 
load and output data of its children, and those 
output data are proportional to loads in the 
receiving node.  We use compression ratio 
expressed by β to convert output data into those 
loads. 

 
For evaluation of our simulations, the 

following metrics are used.  All metrics are 
cumulative: an each time interval, we compute the 
increment to the metric (e.g., storage used during the 
interval or messages sent during the interval) and 
then we cumulate in a running total (for the entire 
run). 

 storage costs: storage costs consist of two 
factors: one is routing table storage (the routing 
table guides messages in load-balancing 
algorithms) and the second is the storage for 
preserving results of candidates until nodes 
register new parents.  We use one cost unit for 
keeping one routing record (pointer to a certain 
node and an identifier) in the table over one 
time unit, and one cost unit for a preserved 
result of one candidate over one time unit.  We 
measure storage costs by adding up those units 
over time.  Generally, the amount of memory in 
a sensor node is limited.  Therefore, a small 
storage cost for load balancing is preferred. 

 over-thresholds: for load balancing, a node 
starts an action to modify children’s routes 
when a runtime load exceeds a pre-set threshold 

τ (0 < τ  ≤ 1.0).  We set a threshold at 0.7 in our 
experiments.  The number of over-thresholds 
indicates how many times the threshold is 
violated. 

 repair actions: the number of repair actions 
describes how many times a load-balancing 
action is initiated due to a threshold violation 



after the sensor network is started.  The 
number of over-thresholds is a different metric 
from repair actions since a node does not run its 
repair action while another repair action at the 
same node is running. 

 transmission costs: we separately counted the 
messages a node received or sent for load 
balancing, which is denoted as Received 
Messages and Sent Messages in our graphs.  
Nodes communicate by broadcasting messages 
and ignore some of the messages based on a 
destination header.  The number of ignored 
messages may relate to power consumption in 
the MAC layer.  However, we did not count the 
number of ignored messages in those metrics 
since we do not assume any specific devices in 
our simulator. 

 route modifications for load-balancing: there 
are two types of route modification: one is a 
route modification for recovery from battery 
exhaustion, lack of response and failure, etc., 
and the second is a route modification for load 
balancing, done by the algorithms we presented 
in Section 6.  We only present results for the 
second metric. 

 overloads: when a node’s runtime load exceeds 
a limit 1.0 (which is the maximum a node can 

handle), we count an overload.  Recall, we set τ 
at 0.7. 

 discarded loads: discarded load is the total 
number of loads that nodes cannot handle.  If 
node i 's runtime load exceeds 1.0, we add Li - 1.0 
to the metric. 

 battery value: there is no graph that directly 
shows battery values.  However, we used this 
metric for two metrics: dead nodes and time of 
the first node death, described in the two 
bulleted sections below.  To mimic the lifetime 
of node, the runtime load of a node is decreased 

from its battery value at each sub-round.  The 
initial battery value is 1,000 in our simulation to 
provide enough rounds for aggregation.  For 
example, if node i ’s runtime load Li is 0.7 at the 
first sub-round, the battery value will change to 
999.3.  Our load-balancing algorithms do not 
use the remaining battery information in any 
way.  We did not simulate battery consumption 
by repair actions since our model has neither 
specific phenomenal data nor a means of 
converting the repair action’s load into power 
consumption. 

 dead nodes: we measured the number of live 
and dead nodes based on remaining battery 
values.  If a battery value becomes zero, we say 
a node is dead. 

 time of the first node death: to compare how 
long load-balancing algorithms delay the time 
when nodes start dying due to dead batteries, 
we recorded the time of the first node death. 

 
7.1 Radio Range & Metrics Graphs 
 

To cover various types of sensor networks, 
we varied both the radio range, ω, and a compression 
ratio, β.  At ω=0.2, B has potential connections to only 
52% of the nodes since there are network partitions in 
the sensor network.  At ω=0.25, B has connections to 
90% of the nodes.  We think more than 90% is 
enough to measure metrics for the purpose of our 
simulation.  At ω=0.5, B continues to have 42% of 
nodes directly as children nodes since, in our model, B 
does not have a maximum runtime load and a 
maximum number of communicational channels.  At 
ω=0.45, B has direct connections to 31% of nodes, 
which means we can observe about 70% of nodes.  
Therefore, for the sake of analysis, we ignore any data 
at ω≤0.2 and ω≥0.5. 

We show graphs at β=0.8, for 0.25≤ω≤0.45.  



There are few overload occurrences at 0≤β<0.7, and 
the resulting graphs are not informative.  We could 
derive the same conclusion from any graphs at 
0.7≤β≤1.0, and we decided that β=0.8 represents those 
results. 

We ran our simulation through time = 1300, 
since, by then, there were enough nodes’ deaths and 
network partitions.  For our graphs, we show results 
at time = 500, since it is about that time that nodes 
start dying, as Figure 18 shows, and repair actions or 
route modifications have been done for enough times 
to allow us to observe differences between algorithms 
(Figs. 8 and 9). 

At β=0.8, the centralized decision by CNTR 
has stable and good qualities from the perspective of 
discarded loads, transmission costs, and route 
modification at many radio ranges and times.  The 
following graphs, Figures 6 to 17, represent discarded 
loads, storage costs, the number of repair actions, the 
number of route modifications for load balancing, and 
the number of sent or received messages at time = 500 
for the three load-balancing algorithms that we 
presented in Section 6 .  Graphs with a “NONE” 
label, such as in Fig. 7, indicate that its simulation 
was done without any load-balancing algorithms. 
 

 
Fig. 6 

 
 As Figure 6 demonstrates, we determined 
that the storage costs of DELE are very high.  Figure 

6 shows that the storage costs with CNTR are similar 
to those with DROP, rather than with DELE, even 
though a potential storage cost of one repair action of 
CNTR is high. (CNTR requires an overloaded node’s 
children to check load propagation along each new 
route candidates.  CNTR basically results in higher 
storage costs than DROP.)  The reason for this 
similarity is that load balancing by CNTR is more 
efficient and requires fewer repair actions at the same 
node. 

Figure 8 shows that the number of CNTR’s 
repair actions is less than 150 at any radio range, 
where β=0.8.  Compared with CNTR, DROP has the 
higher number of repair actions, except at ω=0.4.  As 
Figures 7 and 8 show, the duration of CNTR’s 
operation might relate to the number of its repair 
actions since a node does not initiate a new repair 
action while the load-balancing algorithm is running.  
The delay for repair action is not critical compared 
with the delay in recovery.  In the route modifications 
by DROP, nodes tend to off-load their loads to each 
other in turns since they individually determine their 
new parent; off-loading in turns is one of the behaviors 
that we call chain reactions. 
 

 

Fig. 7 
 



 
Fig. 8 

 
The small number of repair actions with 

CNTR relates to the number of sent messages (Fig. 9), 
and the number of sent messages.  The graphs for 
received messages and sent messages have the same 
shape with each algorithm.  Thus, we have chosen to 
include only one graph that shows the number of 
received messages.  CNTR keeps the lowest 
transmission costs at any radio ranges, as Figure 9 
shows. 
 

 

Fig. 9 
 

Figure 10 shows that the number of route 
modifications for load-balancing that results from 
repair actions with CNTR is smaller than with DROP. 
 

 
Fig. 11 

 
We measured the number of overloads 

(Fig.11).  As a result of overloads, nodes discard a 
certain amount of load (Fig. 12).  As ω increases from 
ω=0.25 to ω=0.75, the number of overloads with 
NONE, DELE, or DROP decreases.  However, as 
seen in Fig 12, from ω=0.25 to ω=0.75, the amount of 
discarded loads increase.  This fact shows that we 
should evaluate those load-balancing algorithms by 
how much load is discarded.  Figure 12 also shows 
that the discarded loads with DROP and DELE, 
which are based on individual decisions, vary widely 
over radio ranges compared with CNTR’s stable 
effectiveness in load balancing.  The small number of 
discarded loads with CNTR indicates that its sensor 
network consists of more efficient routes.  
Furthermore, the efficient routes with CNTR are 
achieved by the small numbers of the repair actions 
and route modifications for load-balancing, as shown 
in Figures 8 and 10. 
 



 
Fig. 11 

 

 

Fig. 12 
 
7.2 Compression Ratio & Metrics graphs 
 

We evaluated our metrics with various 
compression ratios, 0≤β≤1.0.  We show data at time = 
500; however, the relative performance of the 
algorithms is similar at any time in the simulation.  
At β≤0.5, the results of all three algorithms are almost 
the same.  As β increases beyond 0.6, the differences 
become larger. 

Figure 13 shows that the storage costs with 
DROP are smaller than with CNTR at several radio 
ranges, except at β=0.8.  At β≥0.8, the storage costs 
with CNTR are similar to those with DROP.  This is 
because the number of DROP’s repair actions is large 
at β≥0.8 (Fig. 14).  Figure 15 shows that the number 
of route modifications with CNTR is smaller than 
with DROP at any compression ratio. 

 

 
Fig. 13 

 

 

Fig. 14 
 

 
Fig. 15 

 
As Figures 16 and 17 show, the discarded 

loads and sent messages are fewer with CNTR than 
with any other algorithms at any compression ratio. 



 

 
Fig. 16 

 

 
Fig. 17 

 
7.3 Node Death & Metrics Graphs 
 

In Fig. 19, we show the time of the death of 
the first node as a function of the compression rate β.  
The graph shows that, at β=0.8, the lifetime of a 
network running CNTR is 180% longer than that of a 
network with no load balancing.  Again at β=0.8, a 
CNTR network lives 130% longer than a DROP 
network; on the other hand, at β=0.3, a CNTR 
network lasts 1.5% less than a DROP network. 

The Nodes whose loads are balanced by 
CNTR have few discarded loads, as Figures 12 and 17 
show.  The number of dead nodes is, in the end, 
greater with CNTR than with DROP or NONE (Fig. 
18).  This is because the load that is not discarded 
consumes battery power in our model.  The battery 

consumption that is caused by forwarding more data 
to B is the largest amount with CNTR; nevertheless, 
the lifetime of the sensor network with CNTR (Fig. 
19) is the longest one depicted in the four graphs at 
varied compression ratios. 

 

 
Fig. 18 

 

 
Fig. 19 

 
8. Conclusion 
 
 We have analyzed the performance and 
costs of load-balancing algorithms in sensor networks 
based on simulation experiments.  We hypothesize 
that it is possible to estimate how loads propagate up 
a transmission tree, based on a compression ratio in 
the data aggregation model. Consequently, a 
semi-centralized decision-making load balancing 
algorithm such as CNTR can minimize overload with 
inexpensive transmission costs better than a 



fully-distributed decision-making algorithm such as 
DROP (especially for a severely loaded network). The 
load-balancing algorithms we introduced work 
without knowledge of the remaining battery power.  
The CNTR approach allows the network to aggregate 
more data at the base station and provides a longer 
lifetime.  However, the CNTR approach has 
expensive storage costs.  Hence, if node modules 
have enough memory, the semi-centralized 
load-balancing approach would be an effective means 
of organizing a sensor network. 
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