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Abstract

This paper explores an inherent tension in model-
ing and querying uncertain data: simple, intuitive
representations of uncertain data capture many
application requirements, but these representa-
tions are generally incomplete—standard opera-
tions over the data may result in unrepresentable
types of uncertainty. Complete models are the-
oretically attractive, but they can be nonintuitive
and more complex than necessary for many ap-
plications. To address this tension, we propose
a two-layer approach to managing uncertain data:
an underlying logical model that is complete, and
one or more working models that are easier to un-
derstand, visualize, and query, but may lose some
information. We explore the space of incomplete
working models, place several of them in a strict
hierarchy based on expressive power, and study
their closure properties. We describe how the
two-layer approach is being used in our prototype
DBMS for uncertain data, and we identify a num-
ber of interesting open problems to fully realize
the approach.

1 Introduction
We are developing a new database management system,
Trio, that supports accuracy and lineage of data as first-
class concepts, along with the data itself. Numerous moti-
vating applications for Trio are provided in [33], including
scientific and sensor databases, data cleaning and integra-
tion, approximate query processing, and others. This paper
covers a set of new observations and results obtained dur-
ing our development of the accuracy (or uncertainty) model
for the Trio system.

The fundamental difference between a traditional re-
lational database and an uncertain relational database is
that an uncertain relation represents a set of possible re-
lation instances, rather than a single one. There has been
a significant amount of prior work on uncertain databases,
e.g., [3, 13, 16, 18, 21]. Much of that work focuses on
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defining complete models for uncertain relations, with c-
tables [18] being an influential early example. Informally,
completeness means that any possible set of relation in-
stances is representable by an uncertain relation in the
model. One important consequence of completeness is that
the model is closed under relational operations: the result
of applying any relational operator on inputs represented in
the model can also be represented in the model.

We identify an inherent tension in modeling and query-
ing uncertain data: intuitive models that appear to capture
the most common types of uncertainty in data typically are
not complete or even closed under some standard relational
operators. Complete models, on the other hand, can be
complex, and their representation can be difficult for hu-
mans to understand and reason about. Note that this ten-
sion does not arise in the relational model, since it is easy
to grasp and at the same time closed and complete.

To address this tension, we propose a two-layer ap-
proach to managing uncertain data: an underlying logical
model and a new working model. Whereas the underlying
logical model should be complete, the working model typi-
cally is incomplete. In fact, the system may support several
working models, and choose between them depending on
the application context. The working model is a view on
the underlying complete model that is easier to understand,
visualize, and query. By nature, the working model may
lose some information present in the underlying model.

There are multiple benefits to supporting a simpler
working model:

1. Complete models are overkill for some applications.
Sometimes, all of an application’s uncertain data can
be captured in a simpler incomplete model, and that
model is closed under all operations needed by the ap-
plication. Conceptual data modeling is easier with a
simpler model in mind, and we may be able to support
operations on the data in a more streamlined fashion.

2. Even when a complete model is required for an appli-
cation, an incomplete model can be used for the hu-
man interface to the data. The incomplete represen-
tation typically is more “readable,” it may be a close
approximation to the underlying complete representa-
tion, and the complete representation is accessible if
desired.

3. Often there is additional structure to data uncertainty,



beyond being an arbitrary set of possible instances.
For example, we may know that all possible instances
of an uncertain relation must have the same number
of tuples, or that every instance has a counterpart in-
stance with swapped values. Working models can im-
pose more structure on the representation of uncer-
tainty than typical complete models, and hence allow
more meaningful queries on the uncertainty itself.

To support the two-layer approach, this paper explores the
space of incomplete models for uncertain data. We be-
gin with a simple and intuitive model—a restricted form
of the Trio Data Model introduced in [33]. We see that
standard operations quickly take us out of this model, so
we introduce several extensions of the model accordingly.
Most extensions are based on adding existence constraints
across tuples in the database, so we consider various forms
of constraints based on their complexity. By identifying
fundamental properties of uncertain data that the various
working models can or cannot express, we are able to es-
tablish a strict hierarchy of expressive power.

In addition to establishing the hierarchy, we investigate
the closure properties of the incomplete models: We iden-
tify those operations under which each model is closed, and
those operations that take us out of one model and into a
more expressive one. Finally, we describe a number of in-
teresting open problems that have arisen as we design an
actual two-layer system for managing uncertain data, and
we suggest preliminary results and research directions for
some of them. In the next section we motivate our problem
and contributions more concretely through a sample appli-
cation and series of examples.

2 Motivation
As a motivating example, we consider data management
for the Christmas Bird Count (CBC) [1, 33]. Each year,
volunteers and professionals worldwide observe birds for a
fixed period of time, recording their observations. The data
from year to year is used to understand trends in bird popu-
lations, and to correlate bird life with short-term and long-
term environmental conditions. Individual bird sightings
may not always be precise in terms of species, location,
or time, and the observations of professionals may provide
higher-confidence data than those of amateurs. Thus, there
is inherent inaccuracy and uncertainty in the data.

In this paper we considerably simplify and hypothesize
some of the CBC data and functionality to keep the exam-
ples relevant and simple. We use the following schema in
our examples; for the actual CBC schema see [1].

BirdInfo(birdname, color, size)
Sightings(observer, when, where, birdname)

In our sequence of examples we begin with two simple
types of uncertainty, which also form the basis of our initial
uncertainty model in Section 4:
• Instead of a single value, an attribute value may be an

or-set of possible values. For example, a sighting may

list several possible birds, or a set of possible times or
locations; the information about a bird may contain a
set of possible colors or sizes.

• A tuple may belong in a relation with less than full
confidence. For example, an amateur birdwatcher
may record a sighting but not be 100% sure he saw a
bird. In this paper we reduce confidence to a boolean:
each tuple is either definitely in the relation, or it is a
maybe-tuple (denoted “?”).

As we will see, these two simple types of uncertainty
quickly lead to other types when operations are performed
on the data. The examples below will illustrate the sub-
tleties.

Independent of the effect of operations, there are a num-
ber of obvious and natural extensions to the simple types
of uncertainty specified here: approximate values that are
continuous intervals instead of finite sets, explicit proba-
bility distributions over possible values, numeric instead
of boolean confidence, coverage values for incomplete re-
lations [33], dependencies between values of different at-
tributes, and so on. Some of these extensions are discussed
in Section 7. In general we have found that beginning
with just the two core types of uncertainty specified above
has enabled us to understand the fundamental challenges of
modeling uncertainty.

2.1 Introduction to Modeling Uncertainty

Let us begin with an observer, Amy, who definitely saw
a jay, and may or may not have seen another bird that was
either a crow or a raven. These observations are represented
in the Sightings relation with uncertainty as:

[Amy, 12/23/04, Stanford, jay]
[Amy, 12/23/04, Stanford, {crow,raven}] ?

where “{crow,raven}” indicates uncertainty between
the two values, and “?” denotes uncertainty that the tuple
is in the relation. Intuitively, this uncertain relation repre-
sents the following set of three possible relation instances,
the first containing only a single tuple, and the other two
containing two tuples and differing on birdname:

I1: [Amy, 12/23/04, Stanford, jay]
I2: [Amy, 12/23/04, Stanford, jay],

[Amy, 12/23/04, Stanford, crow]
I3: [Amy, 12/23/04, Stanford, jay],

[Amy, 12/23/04, Stanford, raven]

2.2 Completeness and Closure

A first natural question to ask is whether every possible
set of relation instances can be captured with one of our
uncertain relations. The answer is no, meaning our initial
model is incomplete.

Example 2.1: Consider for example the following three
instances, in which Amy saw either a crow, a raven, or both.



I1: [Amy, 12/23/04, Stanford, crow]
I2: [Amy, 12/23/04, Stanford, raven]
I3: [Amy, 12/23/04, Stanford, crow],

[Amy, 12/23/04, Stanford, raven]

To see why this set of instances cannot be represented in
our model, note that we would need two separate tuples for
crow and raven, otherwise we would not get I3. Both
of these tuples would have to be marked “?” (to get I1 and
I2). However, then the empty relation (no birds sighted)
would also be a possible instance, which we did not intend
to include. �

Now let us explore what happens when we perform opera-
tions on data in our model.

Example 2.2: Suppose we have the following sighting of
either a dove or a sparrow:

[Bill, 12/27/04, Palo Alto, {dove,sparrow}]

and the following relevant tuples in the BirdInfo rela-
tion:

[dove, gray, medium]
[sparrow, brown, small]

If we perform a natural join of these two relations, there are
two possible instances in the result:

I1: [Bill, 12/27/04, Palo Alto, dove,
gray, medium]

I2: [Bill, 12/27/04, Palo Alto, sparrow,
brown, small]

Using the types of uncertainty we have, there is no way to
represent that exactly one of these two tuples exists, but not
both. �

Example 2.3: Consider the same sighting tuple from the
previous example, but now as a contrived example for illus-
trative purposes, suppose the BirdInfo relation contains:

[dove, gray, medium]
[dove, white, small]

Now the natural join produces the following possible in-
stances:

I1: [Bill, 12/27/04, Palo Alto, dove,
gray, medium],

[Bill, 12/27/04, Palo Alto, dove,
white, small]

I2: empty

Using the types of uncertainty we have, there is no way
to represent that either both of the dove tuples exists or
neither do. �

2.3 Adding Constraints to the Model

Examples 2.2 and 2.3 show that our model is not closed
under the natural join operation. Specifically, Example 2.2
shows that for closure we need some form of mutual ex-
clusion over tuples (exclusive-or, denoted ⊕), while Exam-
ple 2.3 shows that we need mutual inclusion (iff, denoted
≡).

These examples suggest extending our model to include
constraints over the existence of tuples, and in fact later we
will see that by allowing arbitrary existence constraints, we
obtain a complete (and therefore closed) model. The next
example shows that constraints involving only ⊕ and ≡ are
not sufficient for completeness.

Example 2.4: Consider the following set of instances rep-
resenting zero, one, or two sightings, but the later sighting
cannot be recorded without the earlier one:

I1: empty
I2: [Carol, 12/25/04, Los Altos, bluebird]
I3: [Carol, 12/25/04, Los Altos, bluebird],

[Carol, 12/26/04, Los Altos, bluebird]

The reader may verify that this set of instances cannot be
represented in our model either. Intuitively, this example
requires an implication constraint between two tuples. �

For complexity reasons it is natural to consider con-
straints that are restricted to binary clauses: 2-satisfiability
is polynomially solvable, whereas 3-satisfiability is NP-
hard [15]. It turns out 2-clauses are not sufficient for com-
pleteness either, as seen in the next example which also
explores the effect of selection predicates on uncertain at-
tribute values.

Example 2.5: Suppose we have the following sighting of
either a crow, a sparrow or dove:

[Dave, 12/25/04, Menlo Park, {crow,sparrow,dove}]

and the following relevant tuples in the BirdInfo rela-
tion:

[crow, black, medium]
[sparrow, brown, small]
[dove, gray, medium]

If we perform a natural semijoin of BirdInfo with
Sightings, the result has the following set of three pos-
sible instances:

I1: [crow, black, medium]
I2: [sparrow, brown, small]
I3: [dove, gray, medium]

Representing this set of instances requires an exclusive-or
among three tuples, so it cannot be modeled with only 2-
clauses. �



2.4 Shortcomings of Complete Models

Much previous work has been devoted to defining and
analyzing complete models for uncertain relations. The
first and foremost such model is c-tables, introduced orig-
inally in [18]. A c-table is comprised of tuples, possibly
containing some variables in place of values. Each tu-
ple has an associated condition, specified by a conjunction
of (in)equality constraints. A c-table may also contain a
global condition (introduced in [16]). Each assignment of
values to variables that satisfies the global condition repre-
sents one possible relation instance: the relation containing
all tuples whose conditions are satisfied with the given as-
signment.

Example 2.6: Recall the example uncertain relation in
Section 2.1, representing a sighting of a jay and a possible
sighting of either a crow or a raven. This example is
represented in a c-table as:

[Amy, 12/23/04, SF, jay]
[Amy, 12/23/04, SF, crow] (x = 0) ∧ (y = 1)

[Amy, 12/23/04, SF, raven] (x 6= 0) ∧ (y = 1)

The reader can verify easily that assignments of values to
x and y yield exactly the three possible instances. �

While c-tables are a very elegant formalism, the above
example illustrates one of its disadvantages: it can be hard
for users to read and reason with. In fact, some studies [27,
29] suggest that the use of variables is what makes it hard.
In contrast, the uncertainty model with which we started in
Section 2.1 is variable-free.

A related advantage of simpler models is that they lend
themselves more readily to intuitive and clean database
modeling. For example, it is easy to envision straight-
forward extensions to the Entity-Relationship (E/R) model
that capture the simpler forms of uncertainty we have
been discussing. For example, a traditional entity set
Sightings need only be extended with or-sets for at-
tributes and “?” labels on entities.

However, an E/R-based conceptual model that captures
all possible sets of instances in a simple, intuitive way is
difficult to imagine. For example, consider the following
set of instances:

I1: [Emily, 12/31/04, Atherton, sparrow]
I2: [Emily, 12/31/04, Atherton, crow],

[Frank, 12/31/04, Atherton, jay]
I3: [Emily, 12/31/04, Atherton, raven],

[Frank, 12/31/04, Atherton, jay]

While it is clear that Emily has seen a bird, which is ei-
ther a sparrow, a crow, or a raven, two of her sightings are
conditioned on Frank sighting a jay. How would this type
of uncertainty be captured in a straightforward extension of
the E/R model? Certainly we can no longer base our design
on a single entity set Sightings and simple uncertainty
primitives associated with it.

This discussion brings out the fundamental observation
that a simpler model imposes structure on the uncertainty.
One consequence of this structure is that it enables query-
ing the uncertainty itself. Continuing with our example,
we may wish to find all sightings where the uncertainty in
birdname is limited to at most two possible birds. Using
our simple model for uncertain relations, such a query has
an intuitive interpretation: Select all Sightings tuples
where the set of possible values for attribute birdname
has cardinality ≤ 2 and retain “?” annotations on the
selected tuples in the answer. Consider a more complex
model that no longer has a simple notion of sightings and
their uncertainty. Now the answer to this query may not
even be well-defined.

A detailed study of queries and operations over the un-
certainty itself, and the interaction with our choice of mod-
els, is an important topic of future work. However, the
example above already illustrates the benefits of simpler
working models for this purpose.

2.5 Summary of Issues and Rest of Paper

The examples and discussion in the previous subsections
motivate the following observations:

1. Simple, intuitive types of uncertainty—sets of possi-
ble values along with maybe-tuples—may be suffi-
cient for some applications. However, they are not
sufficient to capture the types of uncertainty that can
arise with complex data relationships or as the result
of some operations involving uncertain data.

2. More complex types of uncertainty may take many
forms, but in general can be captured by adding ex-
istence constraints among tuples. Different forms of
constraints capture different types of uncertainty.

As discussed in Section 1, we advocate a two-layer ap-
proach to managing uncertain data, where a simpler incom-
plete model is used as a working model, layered over an
underlying complete model. One of our main goals is to
understand the space of incomplete models: how they re-
late to each other (Section 4), which operations preserve
closure (Section 5), and how working models can be used
in tandem with a complete model in a real system for man-
aging uncertain data (Section 6). Section 7 covers some ex-
tensions to the core results in the paper as well as future di-
rections, and related work is covered in detail in Section 8.

3 Fundamentals of Uncertain Databases
We now review and define a number of basic formal con-
cepts needed in the remainder of the paper. Note that var-
ied terminology for many of these concepts has been used
in previous related work.

A relation schema is defined as a set of attributes
{A1, A2, . . . , An}. A tuple is an assignment of one value to
each of the attributes in the schema. A relation instance is a
multiset of tuples. We consider multiset semantics through-
out the paper, although we briefly discuss set semantics.
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Figure 1: Defining operations on uncertain relations.

We use the term ordinary relation to refer to conventional
relations with no form of uncertainty.

Definition 3.1 (Uncertain Relation). An uncertain rela-
tion R is defined as a set of possible instances, I(R) =
{R1, R2, . . . , Rn}, where each Ri is a relation instance. �

A data model (or simply model) defines a method for
representing an uncertain relation R, i.e., a way of rep-
resenting the set of instances I(R). Section 2 motivated
many possible data models for uncertain relations, by in-
troducing various extensions to the basic relational model:
sets of possible attribute values instead of single values,
maybe-tuples, and existence constraints among tuples.

Definition 3.2 (Completeness). A data model M is said
to be complete if any finite set of relation instances corre-
sponding to a given schema can be modelled by an uncer-
tain relation represented in M . �

In Section 2 several examples illustrated incompleteness by
showing a model M and a set of instances S such that no
R in M could represent S, i.e., there was no R expressible
using M such that I(R) = S.
Next we formalize operations on uncertain relations, and
the closure property.

Definition 3.3 (Operations on Uncertain Relations). Con-
sider uncertain relations R1, R2, . . . , Rn, and an n-ary re-
lational operator Op. The result of Op (R1, R2, . . . , Rn)
is an uncertain relation R such that I(R) = {I | I =
Op (I1, I2, . . . , In), I1 ∈ I(R1), I2 ∈ I(R2), . . . , In ∈
I(Rn)}. �

Note this definition can be applied to any data model for
uncertain relations according to Definition 3.1.

Figure 1 illustrates the definition for a unary operator
Op. The definition first considers the set of instances I(R)
of an uncertain relation R, and then applies Op on I(R),
obtaining the set of instances A. The result of applying Op
on R is the uncertain relation R′ for which I(R′) = A. The
first question raised by this definition is whether such an R′

even exists in the model under consideration. Closure is the
condition that formalizes the existence of R′ in a model M :

Definition 3.4 (Closure). A data model M is said to be
closed under an operation Op if performing Op on any un-
certain relation in M results in an uncertain relation that
can be represented in M . �

Naturally, when M is closed under Op, any reasonable im-
plementation would compute Op directly on R and not go
through the set of possible instances, as depicted in Fig-
ure 1.

For a given model M , it is natural to consider the com-
plexity of a number of membership problems. A consider-
able amount of past work has studied these problems, e.g.,
[2, 3, 16, 17, 18], so we do not focus on them in this paper.
We do mention some complexity results for these problems
with respect to the new data models we introduce, showing
that some of the incomplete models permit more efficient
membership testing. The membership problems are defined
as follows:

• Instance membership: Given a relation instance I
and an uncertain relation R, determine whether I ∈
I(R).

• Instance certainty: Given a relation instance I and an
uncertain relation R, determine whether {I} = I(R),
i.e., determine whether R actually represents the ordi-
nary relation I .

• Tuple membership: Given a tuple t and an uncertain
relation R, determine if there exists some I ∈ I(R)
such that t appears in I .

• Tuple certainty: Given a tuple t and an uncertain re-
lation R, determine if t appears in every I ∈ I(R).

Closure versus Completeness

Every complete model is closed under all relational oper-
ations, since every operation generates a finite set of in-
stances, and any set of instances is representable by a com-
plete model. The converse is not true however: models
may be closed under many operations even though they are
not complete. An extreme example is a model that per-
mits only ordinary relations. This model is closed under
all relational operations but certainly is not complete. We
argue that closure is more important than completeness: If
a model M is sufficient to represent an application’s data,
and is closed under the operations the application needs to
perform, then it does not matter that there are some sets of
instances M cannot represent, since they will never arise
in the application. Effectively, these states are unreachable
by the application, and hence need not be representable.
In Section 5 we study closure properties of the incomplete
models introduced in the next section.

4 A Space of Incomplete Models
As motivated earlier, we are interested in incomplete mod-
els as working models—they may be sufficient for a broad
set of applications and they are generally more understand-
able than complex complete models. In this section we de-
scribe a space of incomplete models, inspired by the goal
of capturing the simple types of uncertainties we saw in
Section 2 and the interrelationships among them. We es-
tablish a strict hierarchy of expressive power among the in-
complete models we consider, and we identify the compu-
tational complexity of the membership problems for them.



Model RA R? RA
?

R⊕≡ R2 RA
2 Rsets

Building Block a-tuple tuple a-tuple tuple tuple a-tuple tuple
Constraints none ? ? binary ⊕, ≡ 2-clause 2-clause n-way choice

Table 1: Nomenclature and Definition of Incomplete Models

4.1 Definition of Incomplete Models

As illustrated in Section 2, we consider two fundamental
kinds of uncertainty:
• or-sets, where we are uncertain about which of a finite

set of values a particular attribute value takes
• existence constraints, which enable us to specify un-

certainty about whether a tuple exists in a relation, or
how its existence depends on the existence of other
tuples

These types of uncertainty have been considered in the
past: or-sets have been considered in [10, 19, 23], and
maybe-tuples have been considered in the context of
queries on relations with nulls [8].

We begin by defining a complete model, denoted RA
prop,

which captures both types of uncertainty. We then de-
fine incomplete models in terms of different restrictions on
RA

prop.
In RA

prop, a-tuples (for approximate tuples) are tuples
with one or more or-sets for attribute values, and exis-
tence constraints are expressed as boolean formulas over a-
tuples. An instance of an a-tuple is a regular tuple in which
we choose a single value for each attribute. Formally, an
RA

prop relation is represented by:
1. a multiset of a-tuples, T = t1, . . . , tn, and
2. a boolean formula f(T ).

Note that in f(T ) the tuples are used as propositional vari-
ables with the intent that ti is True if and only if ti is in the
relation instance. T is a multiset because there may be two
tuples ti and tj , i 6= j, that have identical values for each
attribute. A satisfying assignment for f(T ) is a mapping
that assigns either True or False to each ti ∈ T , and
such that f(T ) evaluates to True. The following defines
the instances of an RA

prop relation.

Definition 4.1 (Instances of RA
prop). The set of instances

I(R) of an RA
prop relation R = (T, f) is the set of ordinary

relations R that can be obtained as follows:
1. Let σ be a satisfying assignment for f(T ). Consider

the set of a-tuples T ′ in T for which σ assigns True.
2. Let R be an ordinary relation that includes one in-

stance for every a-tuple in T ′. �

Example 4.2: The set of instances from Example 2.4 can
be represented as an RA

prop relation as follows:

t1 = [Carol, 12/25/04, Los Altos, bluebird]
t2 = [Carol, 12/26/04, Los Altos, bluebird]
constraint: t2 => t1

�

A proof for the following theorem is in appendix A.

Theorem 4.3. RA
prop is a complete model. �

Two comments regarding RA
prop:

• Clearly it is possible to express or-sets using boolean
formulas, and hence a-tuples do not strictly add to the
expressive power of RA

prop. However, as we will see
later, singling out a-tuples enables us to identify inter-
esting incomplete models. In addition, if we allow or-
sets with an infinite number of possible values (Sec-
tion 7), then they can no longer be represented with
boolean constraints.

• c-tables [18] is also a complete model, and is therefore
equivalent in expressive power to RA

prop. However,
restrictions on c-tables do not yield the interesting in-
complete models we will discuss.

We now define a family of incomplete models as restric-
tions on RA

prop. These models are shown in Table 1. Re-
strictions are obtained either by limiting the kind of con-
straints that appear in f , denoted in the subscript of the
model name, or limiting the model not to include a-tuples,
denoted in the superscript of the name. Specifically, we use
the following notation in Table 1. The superscript A on R
means the model allows a-tuples, otherwise only ordinary
tuples. The subscript specifies the type of constraints al-
lowed. An empty subscript in RA means that each a-tuple
must be present in the relation. A subscript “?” means that
maybe-tuples are allowed. A subscript “2” means that f
is a conjunction of clauses with at most two literals. The
subscript of “⊕ ≡” in R⊕≡ means that f is a conjunction
of formulas of the form (ti ≡ tj) or (tk ⊕ tl).

Example 4.4: In Example 2.2 we joined an a-tuple with
two ordinary tuples, but the result was not expressible with
a-tuples. However, the result of the join can be expressed
with an R⊕≡ relation:

t1 = [Bill, 12/27/04, Palo Alto, dove
gray, medium]

t2 = [Bill, 12/27/04, Palo Alto, sparrow
brown, small]

constraint: t1 xor t2

�

The last model in Table 1 that needs explanation is Rsets.
Informally, an Rsets relation R consists of a multiset
{r1, r2, . . . , rm} where each ri is a set of ordinary tuples
and each ri is optionally labeled “?”. An instance of R
is obtained by choosing exactly one tuple from each un-
labeled ri, and choosing at most one tuple from each ri

labelled “?”.



In the notation of RA
prop, Rsets can be represented

by a constraint f(t1, t2, . . . , tn) that takes the following
special form. We partition T into m disjoint parts, cor-
responding to r1, . . . , rm. For each rj containing say
{tj1 , tj2 , . . . , tjn

}, f contains the constraint ¬tjl
∨ ¬tjm

for every pair 1 ≤ l < m ≤ n. If rj is unlabeled, then the
partition also contains the constraint tj1 ∨ tj2 ∨ . . . ∨ tjn

.

Example 4.5: The result of the semijoin in Example 2.5
was not representable with a-tuples alone. However, we
can represent it with Rsets with the constraint

f = (¬t1 ∨ ¬t2) ∧ (¬t2 ∨ ¬t3) ∧ (¬t1 ∨ ¬t3) ∧ (t1 ∨ t2 ∨ t3)

over the tuples

t1 = [crow, black, medium]
t2 = [sparrow, brown, small]
t3 = [dove, gray, medium]

�

4.2 A Hierarchy of Expressive Power

Given a set of models, a natural question is their relative ex-
pressive power. We now establish a strict hierarchy among
the models defined in Table 1. The following definition
formalizes relative expressive power of models. Recall that
an uncertain relation in a data model M represents a set of
possible instances (where an instance is an ordinary rela-
tion).

Definition 4.6 (Relative Expressive Power). A model M2

is more expressive than a model M1 if every set of instances
that can be represented by a relation in M1 can also be rep-
resented by a relation in M2. We say that M2 is strictly
more expressive than M1 if M2 is more expressive than M1

and not vice versa. �

As a simple example, RA
?

is more expressive than RA. The
following theorem establishes the main result of this sec-
tion.

Theorem 4.7 (Expressiveness Hierarchy). The expressive-
ness hierarchy is depicted in Figure 2. An arrow from
model M1 to model M2 denotes that M2 is strictly more
expressive than M1. �

The proof of Theorem 4.7 is based on identifying a set of
properties that distinguish the expressive power of the dif-
ferent models. These properties are interesting in their own
right. We are interested in when a property holds for all
uncertain relations R expressed in a given model M .

• Constant Cardinality: All instances of R have the
same number of tuples.

• Tuple Swapping: Given any two distinct instances I1

and I2 of R, there exist tuples t1 ∈ I1 and t2 ∈ I2 with
t1 6= t2 and (I1−t1 +t2) ∈ R and (I2−t2 +t1) ∈ R.

RA
2

R2

RA
?

RA

Rsets

R?

R⊕≡

Figure 2: Expressiveness Hierarchy of Incomplete Models

• Path Connectedness: A path between two instances
I1 and I2 of R is a sequence of ordinary relations be-
ginning with I1 and ending with I2 where each rela-
tion adds, deletes, or replaces a single tuple in the pre-
vious relation in the sequence. We say that a model
M is path connected for R if for any pair of instances
I1 and I2 of R, there is a path between I1 and I2 such
that every relation I along the path is also an instance
of R.

• Unique Minimum: R has a unique instance with a
minimum number of tuples.

• Complement: Every instance I of R has a comple-
ment Ic ∈ R such that: (1) I ∪ Ic contains the entire
set of tuples that could appear in any instance of R,
and (2) I ∩ Ic contains the set of tuples that appear in
every instance of R.

• Adjacent 3-Tuple Exclusion: Tuples are said to be
adjacent if they differ in exactly one attribute value. A
model satisfies the adjacent 3-tuple exclusion property
if there is no relation R expressible in M such that
there exist three adjacent tuples t1, t2 and t3 satisfying
the following property: every instance I ∈ R contains
exactly one ti, and (I−ti+tj) ∈ R for 1 ≤ i 6= j ≤ 3.

The following theorem specifies exactly which models sat-
isfy the properties defined above. The proof of Theo-
rem 4.7 follows from this theorem, both proved in Appen-
dix B.1

Theorem 4.8 (Properties of Incomplete Models). Table 2
establishes the properties of our models. If Y appears in
the row for property P and column for model M , then M
satisfies the property P , and otherwise it does not. A “−”
entry in the table specifies that P is not defined for M . �

The properties we mentioned above are also important
because they impose structure on the uncertainty, which
may be queried as discussed earlier, and may be useful in
other ways. For example, when the path connectedness
property holds, we can define proximity between instances
and the diameter of uncertainty of a particular relation.
Both the tuple-swapping and path connectedness properties

1Note that two of the columns in Table 2 are identical, but in the proof
we show that these two languages have different expressive power.



Property-Model RA R? RA
?

R⊕≡ R2 RA
2 Rsets

Constant Cardinality Y N N N N N N
Tuple Swapping Y N N N N N N
Path Connectedness Y Y Y N N N Y
Unique Minimum N Y N N N N N
Complement N Y N Y N N N
Adjacent 3-Tuple Exclusion N Y N Y Y N N

Table 2: Properties Satisfied by Incomplete Models

enable sophisticated visualizations of an uncertain relation.
When either the constant cardinality or unique minimum
properties hold, then it is easier to summarize the uncer-
tainty of a relation. All of these ideas further argue that
incomplete models are attractive as working models, and
we plan to explore them in depth as future work.

While our main motivation for studying incomplete
models is their usability, we also show in the following the-
orem (proved in Appendix C) that the incomplete models
may have some computational advantages compared to the
complete ones.

Theorem 4.9 (Membership Problems).
• The instance membership and certainty problems can

be solved in polynomial time for RA, R?, RA
?

, and
Rsets. �

• The tuple membership problem and the tuple cer-
tainty problem can be solved in polynomial time for
all of our incomplete models.

To contrast these results with the corresponding ones on
complete models, we note that the instance membership
and certainty problems are NP-hard for the complete mod-
els [3]. For the second bullet, the tuple membership and
tuple certainty problems can be solved in polynomial time
for the complete models only if the relations were obtained
by conjunctive queries over certain kinds of restricted input
relations, whereas for the incomplete models there are no
restrictions on how the relations are derived.

5 Closure of Incomplete Models
An incomplete model is sufficient for an application if the
application’s data can be represented in the model, and the
model is closed under the operations the application per-
forms on the data. In this section we study the closure
properties of the models we introduced in Section 4. We
consider the relational operators union, intersection, cross-
product, equi-join, difference and projection, in addition to
duplicate elimination and aggregation. As it turns out, clo-
sure under selection subtly depends on the exact form of
selection. We consider three forms of selection predicates
of the general form A1 op A2:

1. In Selectee both operands have exact values.
2. In Selectes one operand has an exact value and the

other is an or-set.
3. In Selectss both operands are or-sets.

Closure-Model RA R? RA
?

R⊕≡,R2,RA
2 ,Rsets

Union Y Y Y Y
Selectee Y Y Y Y
Selectes N Y Y Y
Selectss N Y N Y
Intersection N Y N N
Cross Product Y N N N
Join N N N N
Difference N Y N N
Projection Y Y Y Y
Duplicate Elimination N Y N N
Aggregation N N N N

Table 3: Closure Properties of Incomplete Models

As an example of the subtlety, RA is closed only under
Selectee, while RA

?
is closed only under Selectee and

Selectes.
The following theorem, proved in Appendix D, estab-

lishes the closure properties of our models.

Theorem 5.1. The closure properties of our models are
specified in Table 3. If Y appears in the row for operation
Op and column for model M , then M is closed under the
operation Op, and otherwise it is not. �

It is interesting to note that while R⊕≡, R2, Rsets, and
RA

2 have differing expressive power, they have exactly the
same closure properties.

In Appendix D we also specify closure properties under
set semantics instead of multiset semantics. As an example
of the differences, RA

?
is closed under multiset union but

not set union. To illustrate, consider the union of two RA
?

relations, one of which has the single (simplified) a-tuple
[{crow,raven}] and the other has the single a-tuple
[{crow,sparrow}]. The set union of these should not
have any instance with two [crow] tuples, but this con-
straint cannot be imposed in an RA

?
relation.

To complete the picture on operation closure, the fol-
lowing theorem (also proved in Appendix D) considers the
cases in which a model is not closed under a particular op-
eration. The theorem shows how we transition between
models upon performing these operations.

Theorem 5.2. An arrow in Figure 3 from model M1 to
model M2 with label Op means that the result of perform-
ing Op on relations in M1 is expressible in M2. �

All the Y entries in Table 3 could have been shown as self-
arcs in Figure 3 but are omitted for readability. In addition,
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Figure 3: Model State Transition on Performing Operations

when there is a transition from a model M to the complete
model RA

prop on a particular operation, then the same tran-
sition holds for all models that are more expressive than
M , also omitted for readability. Finally, for all models ex-
cept R?, aggregation and duplicate elimination transition
to RA

prop, and these arrows are not shown either.
In summary, we have shown when the incomplete mod-

els are closed under operations and how we transition from
one model to another upon performing some operations.
These results lay the groundwork for the two-layer ap-
proach we now propose.

6 A Two-Layer Approach
The previous two sections explored in detail a number of
incomplete working models for uncertain data. For a given
application, one of these models may suffice: it may be ex-
pressive enough to represent the application’s data, along
with any data produced by operations used in the applica-
tion. However, adopting an incomplete data model as the
basis for a general-purpose system would be a short-sighted
and limiting approach.

Our solution, which we are implementing in the Trio
system, is a two-layer approach to managing uncertain
data: The system is based on an underlying complete
model, but also supports one or more incomplete working
models to provide “user-friendly” views on the underlying
complete model. Depending on the data, a working model
representation may be an approximation, however the sys-
tem always provides access to the underlying accurate rep-
resentation if desired.

Example 6.1: Recall the set of instances from Exam-
ple 2.1, representing Amy’s sightings of a crow, a raven,
or both (but not neither). We can represent this data in any
complete model; for example in RA

prop it is:

t1 = [Amy, 12/23/04, Stanford, crow]

t2 = [Amy, 12/23/04, Stanford, raven]
constraint: t1 or t2

If our working model is RA
?

, we cannot represent the data
accurately, but we can approximate it as:

[Amy, 12/23/04, Stanford, crow] ?
[Amy, 12/23/04, Stanford, raven] ?

This representation, although inaccurate since it permits the
empty instance, may be satisfactory in many cases. Alter-
natively, if our working model is R2 or RA

2 , we can rep-
resent the data accurately, even though these models are
incomplete. �

This extremely simple example still brings out some
questions that should be answerable in the two-layer ap-
proach:
(1) For a given application A and incomplete working

model M , is M sufficiently expressive for A? (Al-
ternatively, given an application A, what is the sim-
plest sufficient model M?) If we know in advance the
form of A’s data and all of the operations A needs to
perform, we can answer these questions “statically”
based on the definitions and results in Sections 4
and 5.

(2) For a given set of instances, or a given uncertain re-
lation in a complete model, is a particular incomplete
model M sufficient to represent the data accurately?
(Alternatively, what is the simplest sufficient model
M?) This question is more challenging, and supports
“dynamic” (data-dependent) decisions about working
models.

We will discuss question (2) in Section 6.3, after some dis-
cussion of how to select complete and incomplete models
in Sections 6.1 and 6.2 respectively.

6.1 The Underlying Complete Model

Recall the complete model RA
prop introduced in Sec-

tion 4.1, at the top of the hierarchy in Figure 3. In RA
prop,

attribute values may be or-sets, and arbitrary existence con-
straints may be specified over the a-tuples. For the Trio
system we have decided to use a variant of RA

prop that we
refer to formally as RA+

prop. RA+

prop, specified rigorously in
Appendix E, is identical to RA

prop except it adds a new
set of propositional variables to the constraints as opera-
tions are performed on the data. It turns out that by adding
these variables, all of the relational algebra operations be-
come implementable in polynomial time; the algorithms
are specified in Appendix E. In the remainder of this paper
we refer to RA+

prop as TCM, for Trio Complete Model, since
it is the complete data model on which the Trio system is
being built.

TCM is a strict superset of each of the working mod-
els presented in Section 4, adding or-sets and/or more ex-
pressive constraints. This relationship helps us integrate
the working models and TCM into our two-layer approach,



which would be more difficult for example if we used c-
tables [18] as our underlying complete model. TCM has
some additional advantages over other possible complete
models, such as RA

prop and c-tables, which we mention here
with most justification omitted due to space constraints:
• TCM can easily model both multiset and set semantics.
• TCM can be extended naturally to continuous-interval

approximations and probability distributions (see Sec-
tion 7).

• TCM may be more suitable than other models for
queries over uncertainty, since it has natural restric-
tions to working models that enable answering these
queries (as seen in Section 2.4)

• Because of the way operations on TCM can be imple-
mented (see Appendix E), TCM may be particularly
supportive of lineage tracing, another important com-
ponent of the Trio system [33].

6.2 The Working Models

Now let us consider which working model, or family of
working models, should be layered over TCM. If an appli-
cation does not require the full power of TCM, then it makes
sense to select the least expressive (i.e., simplest) working
model that is sufficient for the application. Otherwise, we
want to select a model that can closely approximate the un-
derlying data while still remaining intuitive and usable.

As with complete versus incomplete models, we face a
trade-off: moving up the hierarchy of incomplete working
models is likely to give better approximations but lower
“usability”. Quantifying “usability” is a very difficult task
that should include user studies as well as other evaluation
methods, and we do plan to conduct extensive studies as
we develop the interface to our system. In the remainder of
this section we briefly explore the other factor: approximat-
ing uncertain data. We term this problem approximate ap-
proximation, since uncertain data is itself already a type of
approximation. We provide some initial ideas and prelim-
inary results for this problem, but a thorough analysis and
suite of solutions is the subject of important future work
within the Trio project.

6.3 Approximate Approximation

For the purpose of discussion, suppose we choose RA
?

for
our working model. Recall that RA

?
includes or-sets and

maybe-tuples, but not general constraints.2 Given a TCM
relation R, we would like to transform R into an RA

?
rela-

tion R′ that minimizes the “error” in R′ as a representation
of R. There has been some past work in this general area,
specifically showing that finding the “best” Horn-clause ap-
proximation for a general logical expression is a difficult
problem [20].

2Actually RA

?
is not a random choice. An RA

?
relation is likely to

be visually appealing and easily understandable because it contains no
variables or constraints. At the same time, it incorporates both attribute-
and tuple-level uncertainty. It is likely that we will end up choosing some
variant(s) ofRA

?
as our primary working model in the Trio system.

There are many possible definitions for “best approxi-
mation,” depending whether we require an approximation
to cover a superset of the correct instances, whether we care
about the number of tuples in the approximation, whether
we care about the number of incorrect instances repre-
sented, and so on. Here we illustrate one possibility for
approximations in RA

?
.

Definition 6.2 (Best RA
?

Approximation). Given a TCM
relation R, an RA

?
relation R′ is a best approximation for

R if:
(1) Every instance of R is also an instance of R′.
(2) For any other RA

?
relation R′′ satisfying (1),

|R′′| ≥ |R′|, where |R| denotes the number of a-tuples
in R. �

Example 6.3: Recall the approximation in Example 6.1. It
contains all the instances of the desired uncertain relation
(and one additional instance, the empty instance). Clearly
any RA

?
approximation with fewer than two tuples cannot

contain all the instances of the uncertain relation—in par-
ticular it cannot contain the instance with both crow and
raven. Thus the given representation is a best approxima-
tion. �

The following theorem states a negative result on finding
such best approximations efficiently. Its proof is based on
a reduction from the graph k-colorability problem (see Ap-
pendix F for details).

Theorem 6.4 (Hardness of Approximation). Finding the
best RA

?
approximation to a given TCM relation is NP-hard.

�

Most other definitions for best approximation we have stud-
ied so far have similar hardness results. Thus, we might
consider an alternative approach: instead of fixing a single
working model M and trying to find the best approximation
of a TCM relation in M , we can define simple conversion
mechanisms from TCM to a number of different working
models. Then we ask the following question: After con-
version, which of the different representations best approx-
imates the underlying data? If we wish to minimize the
number of tuples as in Definition 6.2, this check is easy.
If we instead wish to minimize the number of incorrect in-
stances represented (as in [20]), it turns out we can still an-
swer this question efficiently for many of the incomplete
models we have studied: For RA, R?, RA

?
, Rsets, and

R⊕≡, we can calculate easily the number of instances a
given uncertain relation represents (see Appendix F). Then
we choose the representation with the least number of in-
stances. Unfortunately, finding the number of instances of
an R2 or RA

2 relation is not as easy, since counting the
number of satisfying assignments in 2-SAT is known to be
#P-hard [31].

7 Additional Types of Uncertainty
For the purpose of rigorously defining and comparing dif-
ferent data models for uncertainty, we started with a sim-



plified version of the original uncertainty (accuracy) model
proposed for Trio in [33]. In that proposal, we allowed
not only or-set approximations, but also continuous inter-
vals, Gaussians, and non-uniform probabilities on or-set el-
ements. Furthermore, we proposed tuple-level confidence
values in [0, 1], rather than simply “maybe” to denote confi-
dence < 1, and we proposed relation-level coverage values
in [0, 1] to quantify missing data. Here we consider briefly
how these extensions might affect this paper’s formaliza-
tion and results. We merely illustrate and discuss the issues
and challenges; concrete, comprehensive solutions are the
subject of future work.

First consider continuous approximate values. Suppose
we modify the definition of an a-tuple to allow intervals
as well as or-sets. Now an uncertain relation might have
an infinite number of instances. While Definition 3.3 for
relational operations might carry over to infinite numbers of
instances, a better approach may be to define the semantics
of operations involving intervals directly. For example, we
could define the result of performing a range selection ≥ 2
on the interval [1, 3] as the interval [2, 3], and similarly for
other operations. This approach has the disadvantage of
not relying directly on conventional relational semantics,
but the advantage of ensuring closure.

Dealing with probability distributions on or-sets, con-
fidence values on tuples, and coverage of relations poses
similar but even more complex problems. Now, not only
might we have an infinite number of instances for a given
uncertain relation, but the different instances may have dif-
ferent probabilities or weights associated with them. Here
too, we may no longer want or be able to define operations
in terms of their conventional relational counterparts, in-
stead defining them specifically for the types of uncertain
data being operated upon.

Example 7.1: Let us augment the example from Sec-
tion 2.1 with an or-set probability distribution and tuple-
level confidence values, as follows. We assume coverage
= 1.

[Amy, 12/23/04, SF, jay] 1.0
[Amy, 12/23/04, SF, {crow(0.6),raven(0.4)}] 0.8

This relation says that Amy is 100% sure she saw a jay,
80% sure she saw another bird, and if the latter bird was
indeed seen, there is a 60% chance it was a crow and 40%
chance it was a raven. As before, this relation represents
three possible instances, now augmented with weights:

I1(0.20): [Amy, 12/23/04, Stanford, jay]
I2(0.48): [Amy, 12/23/04, Stanford, jay],

[Amy, 12/23/04, Stanford, crow]
I3(0.32): [Amy, 12/23/04, Stanford, jay],

[Amy, 12/23/04, Stanford, raven]

If we perform a selection operation on this data, weights
must be incorporated. For example, if we select all crow
sightings, we get the uncertain relation:

[Amy, 12/23/04, Stanford, crow] 0.48

which represents two possible instances:

I1(0.52): empty
I2(0.48): [Amy, 12/23/04, Stanford, crow]

Considering our hierarchy of working models presented in
Section 4.2, clearly it is a nontrivial matter to add the vari-
ous extensions discussed in this section and retain the prop-
erties we proved about the hierarchy. For example, in ad-
dition to changes in the possible-instances model, boolean
existence constraints become probabilistic. Adapting our
proposed working models, and our results about them, to
these extensions is a challenging area of future work.

8 Related Work
Uncertainty in databases has been studied for decades, un-
der many different names: uncertain, probabilistic, ap-
proximate, fuzzy, incomplete, imprecise, and so on. A small
subset of this work can be found in [5, 6, 7, 9, 12, 18, 24,
21, 22, 25]. Some papers have looked at the complexity of
answering queries in complete as well as incomplete mod-
els, e.g., [2, 3, 17, 32]. However, none of this work ex-
plores the space of incomplete models in terms of relative
expressiveness and closure properties, one of the main con-
tributions of our paper. In general, most previous work in
this area has focused more on complete models, and has
taken a more theoretical viewpoint than our system- and
usability-driven approach.

A related area is that of approximate query answer-
ing. For example, [12] studies the problem of obtain-
ing approximate or ranked results for vaguely defined
queries, and there has been more recent work in this general
area [4, 14, 30]. This body of work is very different from
ours: our goal is to model uncertainty and then query it ex-
actly, as opposed to modeling exact data and then querying
it with uncertainty.

In terms of databases for uncertainty, c-tables [18] laid
the foundation of complete models for uncertain databases.
A system for probabilistic databases is discussed in [21],
but simplifying assumptions about queries restrict the com-
bination strategies. An (incomplete) model for uncertain
data is described in [5], where probabilities can be associ-
ated with values of attributes; the paper shows how to per-
form operations, but assumes the presence of deterministic
keys in each relation. A more recent line of work [9] studies
the problem of efficiently answering (uncertainty) queries
on probabilistic databases, returning a list of tuples ranked
by their probabilities of appearing in the result. We in-
stead look at answering exact queries, whose result is once
again an uncertain relation in the set-of-possible-instances
semantics, not a list of tuples with associated probabilities.

Representing and reasoning with uncertainty is an ex-
tremely active field within Artificial Intelligence. The tech-
niques in that field focus on much more complex forms
of reasoning about uncertainty and its associated causal-
ity, making use of Bayes Nets [26] and recent first-order
extensions (e.g., [11, 28]) for efficient reasoning. These



techniques may become relevant if we add integrity con-
straints to our data model, such as dependencies between
attributes of an uncertain relation.

9 Conclusions
With the end goal of building a usable, efficient, working
system that incorporates data accuracy and lineage as first-
class components, this paper studies a number of problems
that arise in modeling and operating on uncertain data. We
identify a fundamental tension between expressiveness and
“friendliness” in choosing an appropriate model for uncer-
tain data. To understand fully the space of choices, we de-
fine a family of models and study in detail their closure
properties and relative expressiveness.

Given the inherent expressiveness-friendliness tradeoff,
we propose a two-layer approach to managing uncertain
data in a real system. The underlying layer consists of a
complete but potentially complex model that forms the core
of the system. The upper layer supports a simpler working
model which, when too simple for an application, serves as
an approximation to the underlying more complex model.

Finally, we present several avenues of challenging future
work that arise when fully realizing the two-layer approach
in a working system, and when generalizing the results in
this paper to other natural kinds of uncertain data and oper-
ations.
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A Completeness of RA
prop

Proof of Theorem 4.3: Given a set of instances
{I1, I2, . . . , In}, we show how to construct T and f which
represents exactly these set of instances. Let Ti be vari-
ables associated with tuples appearing in Ii. We then have
f as:∨n

i=1
(AND(Ti)

∧
(
∧

k 6=i AND NOT (Tk)))

where AND(S) is the conjunction of variables in S and
AND NOT (S) is the conjunction of the negation of vari-
ables in S. �

B Hierarchy of Expressive Power
Proof of Theorem 4.8:
Constant Cardinality: The constant cardinality property
is satisfied by RA as every a-tuple contributes exactly one
tuple to any instance. For every other model, one could
construct instances either using maybe-tuples or constraints
so that there are instances with unequal cardinalities.
Tuple Swapping: It can be shown that for every model
except RA, one could construct a set of instances, not all
of which have the same cardinality, not satisfying the tu-
ple swapping property. Now consider RA. Let the a-
tuple set of an RA relation having at least two instances
be T = {t1, t2, . . . , tn}. For any two distinct instances
I1 and I2, at least one a-tuple has unequal instances in I1

and I2 respectively, and these could be swapped resulting
in new instances, satifying the property.
Path Connectedness: Path connectedness of RA follows
from a series of tuple swappings of the distinct tuple in-
stances of the a-tuples in I1 and I2. Path connectedness
of R? follows from the fact that I1 and I2 may only dif-
fer on maybe-tuples. These differences can be eliminated
by a series of insertions/deletions. Path connectedness of
RA

?
can be similarly observed by first looking at the tu-

ples generated from maybe-tuples in I1 and I2 and elim-
inating/adding these one by one like R?. The difference
between I1 and I2 now only originates from the other a-
tuples, which can be connected just like for RA. Note that
each of the atomic changes above keeps us within the set of
instances. The path connectedness property of Rsets fol-
lows the same idea as that of RA

?
. R⊕≡, R2, and RA

2 do not
satisfy the path connectedness property as one can come
up with constraints representing relations, some of whose
instances not even have neigbours (instances obtained by
inesrting, deleting or replacing a tuple).
Unique Minimum: R? satisfies this property as the unique
minimum instance is obtained by not choosing any of
maybe-tuples. It is clear that in each of the other models
one could create a relation, which has at least two mini-
mum cardinality instances.
Complement: The complement of an R? instance is ob-
tained by inverting the selections of each of the maybe-
tuples. The R⊕≡ relation only allows constraints of the
form ti ⊕ tj and ti ≡ tj . For these constraints, any sat-
isfying assignment gives another satisfying assignment by
flipping the value of every single variable. Hence every in-



stance of an R⊕≡ relation has a complement (the certain
tuples correspond to pairs of variables whose tuple values
are the same but assignments are flipped in the satisfying
assignments). Note that such a complement satisfying as-
signment does not necessarily exist for R2 or RA

2 with ar-
bitrary 2-clauses in f . The property is also not satisfied
by any of RAor RA

?
because one could construct a relation

with an a-tuple having say 3 instances and at most one of
them appears in any instance of the relation. Similarly, an
Rsets relation having a record with 3 tuples does not satify
the property.
Adjacent 3-Tuple Exclusion: This property is not as
natural and intuitive as the other properties. However,
it brings out the distinction between R2 and RA

2 . In
the general case, for modeling a 3-way exclusive-or
constraint, a 3-clause is necessary. However, an a-tuple,
for example {finch, nigthingale, dove}, can have an
implicit 3-way exclusive-or constraint across its (adjacent)
instances. Therefore, models that have a-tuples, RA, RA

?
,

and RA
2 do not satisfy the property. Similarly, Rsets also

does not satisfy this property. R?, R⊕≡ and R2 satisfy
this property as none of them allow 3-clause constraints. �

Proof of Theorem 4.7: There are two parts in the
proof:

• Subsumption: This involves showing that every un-
certain relation in a child model can be converted to an
equivalent relation in a parent model, and that there
exists an uncertain relation in the parent model not
representable in the child model (strict subsumption).

The first part of showing representability in a par-
ent model for each edge in the hierarchy tree is eas-
ier than showing strict subsumption. Clearly every
RA and R? relation is also an RA

?
relation and every

R⊕≡ relation is also an R2 relation. Also, every
R? relation can be converted to an equivalent R⊕≡

relation by imposing no constraints on the maybe-
tuples, and duplicating every other tuple and impos-
ing an xor constraint between the duplicates. Every
RA

?
relation can be converted to an RA

2 relation with
absence/presence of positive 1-clause constraints to
denote maybe-tuples and certain tuples respectively.
Since every tuple is also an a-tuple, every R2 rela-
tion is also a RA

2 relation. Every RA
?

relation can be
converted to an equivalent Rsets relation by replacing
every a-tuple with a record containing all the instances
of the a-tuple and retaining the “?” labels.

Proving strict subsumption involves giving explicit
examples of sets of possible instances representable in
a parent model and not a child model. We rely on the
properties introduced in Section 2 for this. To show
that a model A is subsumed by a model B, we ex-
hibit a relation of B that does not satisfy a proprty
that holds for all relations in A. Let us take for exam-
ple the proof that RA

?
is strictly less expressive than

RA
2 . We mentioned without proof in example 2.3 that

the following set of instances were unrepresentable in
RA

?
:

I1: [dove, gray, medium],
[dove, white, small]

I2: empty

We can now rigorously prove this using the fact that
RA

?
satisfies the path connectedness property. Since

the above set of instances do not satisfy the path con-
nectedness property, no RA

?
relation can represent it.

An RA
2 relation can however represent it by explicitly

encoding the mutual inclusion constraint.

• Incomparability: This involves showing that for two
nodes that are not ancestor/descendant of each other,
there exist set of possible instances representable by
one model and not the other.

Notice from the hierarchy that we need to show
the incomparability for each of the following
pairs of models: (RA,R?), (RA,R⊕≡), (RA,R2),
(R⊕≡,RA

?
), (R⊕≡,Rsets), (RA

?
,R2), (R2,Rsets), and

(Rsets,RA
2 ). To establish incomparability for each

such pair, it is sufficient to show a property satisfied
by the first model and not the second, and a prop-
erty satisfied by the second model and not the first.
It can be seen from Table 2 that for each of the pairs
listed above except (Rsets,RA

2 ), the corresponding
two columns are such that there exists a row with an
entry of Y in the first column and N in the second, and
a row with an entry of N in the first column and Y in
the second. This proves the incomparability of each
of these pairs. For the pair (Rsets,RA

2 ), path connect-
edness is satisfied by Rsets and not by RA

2 . Therefore
it remains to show that there exists a set of instances
representable by Rsets and not by RA

2 . A simple ex-
ample of this is an Rsets relation containing just one
record labelled with three tuples exactly one of which
appears in every instance, no two of which are adja-
cent. Modeling this with a-tuples would require a 3-
clause and so cannot be done by RA

2 .

�

C Membership Problems
Proof of Theorem 4.9: Tuple membership and certainty
for RA, R?, RA

?
and Rsets can be solved by scanning the

list of tuples (or the records in the case of Rsets), and look-
ing at “?” labellings if any. For R⊕≡, R2 and RA

2 , we can
again look for the input tuple, and then solve the 2-SAT
problem by either setting the corresponding variable to 1
(for tuple membership) or 0 (for tuple certainty).

Instance certainty for RA, R?, RA
?

and Rsets can be
solved by checking if there is any “?” entry or if there is
any a-tuple with more than one instance- in either of the
cases there exist more than one possible instance. If there
is no “?” entry and all a-tuples are proper tuples, then the



relation has just one certain instance. Instance member-
ship for these models can be reduced to maximum bipar-
tite matching problems, which can be solved in polynomial
time.

�

D Closure and Expressiveness
Proof of Theorem 5.1: We prove here the closure proper-
ties of operations under set as well as multiset semantics.
Table 4 shows the closure properties of each of the models;
we have expanded out the last column from Table 3 as dif-
ferent example are required to show the non-closure for the
different models. For entries separated by / in a single box
in the table, the first letter represents set semantics, and the
second multiset semantics.

An entry of N signifying non-closure is corroborated
by the corresponding counter example number from below.
For this section we do not give examples conforming to
the CBC schema as several of them do not fit into the bird
sightings scenario, and it is much easier to illustrate non-
closure with the simpler examples given.

1. Consider the tuples:

[{a,b},1]

[{a,c},2]

Either assuming these two a-tuples to be in the same
relation and performing duplicate elimination, or as-
suming them to be in different relations and taking the
set union, displays non-closure.

2. R(X,Y):

[{a,b},1]

[{a,c},2]

Performing set projection displays non-closure as the
result gives the unrepresentable relation from the Ex-
ample 1 above.

3. R1(A):

[x]; denoted t1

[z]; denoted t2

constraints f = t2

R2(A):

[y]; denoted s1

[w]; denoted s2

constraints g = s2

On taking the cross product of R1 and R2, we need
constraints

h = p22 ∧ (p11 → p12) ∧ (p11 → p21) ∧ (¬p12 ∨
¬p21 ∨ p11).

The above cannot be expressed as a RA
?

relation or
with 2-clauses.

4. R1(X):

[a]; denoted t1

[b]; denoted t2

[c]; denoted t3

constraints f = (t2 → t3) ∧ t1

R2(X):

[a]; denoted s1

[b]; denoted s2

[c]; denoted s3

constraints g = (¬s1 → s3) ∧ s2

On either joining or intersecting R1 and R2, we need
the constraint (b ∧ ¬a) → c which cannot be repre-
sented as 2-clauses.

5. R1(X):

[a]; denoted t1

[b]; denoted t2

[c]; denoted t3

constraints f = t2 → t3

R2(X):

[a]; denoted s1

[b]; denoted s2

[c]; denoted s3

constraints g = ¬s1 → s3

On taking the difference R1 − R2, we obtain R3(X)
with constraints:

(b ∧ c) → ¬a

(a ∧ b) → ¬c

¬c ∨ ¬a.

These constraints cannot be expressed as 2-clauses.

6. R(X,Y):

[{a,b},1]

[{b,c},1]

The result of performing the aggregation sum Y group
by X gives constraints not representable in any of the
working models.

7. R1(X):

[{a,b}]

R2(X,Y ):

[a,1]

[a,2]

Performing equi-join of R1 and R2 gives mutual in-
clusion contsraints not representable in RA or RA

?
.



Closure-Model RA R? RA

? R⊕≡ R2 Rsets RA
2

Union (set/bag) N1/Y Y/Y N1/Y N1/Y N1/Y N1/Y N1/Y
Selectee (set/bag) Y/Y Y/Y Y/Y Y/Y Y/Y Y/Y Y/Y
Selectes (set/bag) N/N11 Y/Y Y/Y Y/Y Y/Y Y/Y Y/Y
Selectss (set/bag) N/N10 Y/Y N/N10 Y/Y Y/Y Y/Y Y/Y
Intersection (set/bag) N/N8 Y/Y N/N8 N/N9 N/N4 N/N14 N/N4

Cross Product(set/bag) Y/Y N/N3 N/N3 N/N15 N/N3 N/N14 N/N3

Join (set/bag) N/N7 N/N12 N/N7 N/N9 N/N4 N/N14 N/N4

Difference (set/bag) N/N8 Y/Y N/N8 N/N9 N/N5 N/N16 N/N5

Projection (set/bag) N2/Y Y/Y N2/Y N2/Y N2/Y N2/Y N2/Y
Duplicate Elimination N1 Y N1 N1 N1 N1 N1

Aggregation N6 N13 N6 N6 N6 N6 N6

Table 4: Closure and Expressiveness of Models

8. R1(X,Y ):

[{1,2},1]

[{1,2},2]

R2(X,Y ):

[1,{1,2}]

[2,{1,2}]

Performing R1 ∩ R2 gives mutual exclusion con-
straints not expressible in RA or RA

?
. R1 − R2 also

gives constraints not expressible in RA or RA
?

.

9. R1(X):

[a]

[b]

[c]

constraint: (b ≡ c) (mututal inclusion).

R2(X):

[a]

[b]

[c]

constraint: (b ⊕ c) (mutual exclusion).

Performing any of (R1−R2), (R1∩R2) or taking the
equi-join of R1 and R2 gives the constraint (¬b∨¬c)
which cannot be expressed in R⊕≡.

10. R(X,Y):

[{a, b}, {a, b}]

Selecting with the predicate (X = Y ) gives exactly
one of [a,a] and [b,b] in the result, which cannot be
represented in RA or RA

?
.

11. R(A):

[{a, b}]

Selecting with the predicate (A = a) gives a maybe-
tuple not representable in RA.

12. R1(A):

[x] ?

R2(A):

[x]

[x]

The result of an equi-join of R1 and R2 is not repre-
sentable in R?.

13. R1(A):

[1]

[1] ?

Aggregating on the column A gives a result not repre-
sentable in R?.

14. Consider the following Rsets relations. R1(A):

{[u],[v]}

{[x],[y]}

R2(A):

{[a],[b]}

{[c],[d]}

The result of cross product or unconditional join of
R1 and R2 cannot be represented in Rsets. Similarly
intersection also cannot be represented if we replace
a, b, c, d with u, x, v, y respectively.

15. R1(A):

[{a,b}]

R2(B):

[x]

[y]

[z]

constraint: (y ⊕ z)

The cross product of R1 and R2 cannot be represented
in R⊕≡.



16. Consider Rsets relations, R1(X):

[a]

[b]

R2(X):

{[a],[b]}

R1 − R2 cannot be represented in Rsets.

�

Proof of Theorem 5.2: We first give justifications for tran-
sitions to a state other than RA

prop, and then give exam-
ples to jsutify the other transitions. Performing Selectss

on either an RA relation or RA
?

relation gives results not
expressible in RA as shown by Example 10 above. Rsets

is however closed on Selectss, and so these transition to
Rsets. Selectes on RA gives the need for maybe-tuples,
and so transition to RA

?
, which is closed under Selectes.

Aggregation on R? gives one of several possible values for
each group which can be represented by or-sets, and thus
in RA

?
.

We now give examples to justify each of the transitions
to RA

prop:

1. Transition from RA to RA
prop on difference. The dif-

ference R1 − R2 is not expressible in any working
model lower down in the path to RA

prop, where R1 and
R2 are as follows.

R1(X):

[{a,b}]

[c]

R2(X):

[{a,c}]

2. Transition from RA to RA
prop on join and intersection.

The natural join and intersection of R1 and R2 are not
expressible in RA

2 , where R1 and R2 are as follows.

R1:

[{a,b,c},{a,b,c}]

R2:

[a,a]

[b,b]

[c,c]

Further, the join and intersection cannot be expressed
in Rsets, from the construction in Example 14 above,
and so the only more expressive model remaining is
RA

prop.

3. Transition from R? to RA
prop on cross product and

join. The cross product of R1 and R2 (and hence
natural join by adding an extra attribute in R1 and
R2 with the same value in every tuple) cannot be ex-
pressed by any working model lower in the hierarchy
in the path to RA

prop, where R1 and R2 are as follows.

R1:

[x] ?

[z] ?

R2:

[y] ?

[w] ?

4. Transition from R⊕≡ to RA
prop on difference or inter-

section. The difference R2 − R1 is not expressible in
any working model in the path to RA

prop, where R1

and R2 are as follows.

R1:

[a] certain (certain tuple obtained by xor-ing with it-
self)

[a] certain

R2:

t1 = [a]

t2 = [a]

t3 = [a]

t4 = [x]

t5 = [y]

t6 = [z]

constraints: t1 ≡ t4 and t2 ≡ t5 and t3 ≡ t6.

5. Transition from R⊕≡ to RA
prop on intersection. Us-

ing an idea similar to that of the join from Example 3
above, we construct R1 and R2 as follows so that the
intersection of R1 and R2 is not expressible in any
working model in the path to RA

prop.

R1:

[y] certain

[w] certain

[x]

[z]

[1] equivalent to [x]

[1] equivalent to [z]

R2:

[x] certain

[z] certain

[y]

[w]

[1] equivalent to [y]

[1] equivalent to [w]

�



E Operations in RA+

prop

An RA+

prop relation is represented by a multiset of a-
tuples T = {t1, t2, ..., tn}, a set of boolean vari-
ables B = {b1, b2, ..., bm} and a propositional formula
f(t1, t2, ..., tn, b1, b2, . . . , bm). We use the triple (T,B, f)

as a shorthand to refer to RA+

prop relations.

Definition E.1 (Instances of RA+

prop). The set of instances
I(R) of an RA+

prop relation R = (T,B, f) is the set of ordi-
nary relations R that can be obtained as follows:

1. Let σ be a satisfying assignment for f(T,B). Con-
sider the set of a-tuples T ′ in T for which σ assigns
True.

2. Let R be an ordinary relation that includes one in-
stance for every a-tuple in T ′. �

We now go over algorithms for implementing of each
of the operations in RA+

prop. We go over each operation
individually, describing the following:

1. Algorithm

2. Example

3. Explanation:

(a) Correctness: The implementation conforms to
Definition 3.3

(b) Complexity: The time complexity of performing
the operation

Since we use the technique of splitting a-tuples in the
implementation of several operations, it is prudent to de-
scribe it in advance. The basic idea is to split the tu-
ple instances of an a-tuple. Let an a-tuple t have the
instances t1, t2, . . . , tn where each ti is a tuple. Given
an RA+

prop relation (T,B, f) with t ∈ T , one could ob-
tain an equivalent RA+

prop relation (T ′, B′, f ′) where T ′ =
(T − t) ∪ {t1, t2, . . . , tn} , B′ = B ∪ t and f ′ = f ∧ (t ≡
(t1 ∨ t2 ∨ . . . ∨ tn)) ∧ ¬(ti ∧ tj) for all i 6= j. Note
that splitting an a-tuple is a polynomial time operation in
the number of tuple instances in the RA+

prop relation, and
none of T , B or f grows exponentially. Further note that
there could be partial splitting of a-tuples where we divide
{t1, t2, . . . , tn} into less than n appropriately chosen sets,
each of which can be represented as either a tuple or an a-
tuple, and add similar conditions across them. We use the
term tuple to refer to a-tuples and/or tuples wherever the
meaning is clear from the context.

E.1 Selection

Algorithm: Given an RA+

prop relation (T,B, f), on per-
forming a selection we show how to construct the result-
ing RA+

prop relation (T ′, B′, f ′). For every a-tuple ti ∈ T ,
we see if there is any instance of ti satisfying the selec-
tion predicate. If yes, let the possible resulting tuples be

si1 , si2 , . . . , sim
. Initialise f ′ with f and add the con-

straints ¬(sip
∧ siq

) for 1 ≤ p, q ≤ m and p 6= q. Also,
partially split the a-tuple ti into groups that give sik

. For
each such group add the constraint of the form ¬tij

→ ¬sij

for 1 ≤ j ≤ m. Further, if each instance of tij
necessar-

ily gives an instance of sij
, add the constraint tij

→ sij
.

This is the resulting RA+

prop relation with B′ = B ∪ T and
T ′ contains the newly added variables s.
Example: Suppose there was an a-tuple ti, [{crow,raven},
black,medium], and the selection predicate was
(birdname = crow). We would include a new tu-
ple si, [crow,black,medium], and introduce the constraint
¬ti → ¬si. Note however, that we do not include the
constraint ti → si because every instance of ti does not
result in a tuple in the answer. If, however, the selection
predicate was (color = black), we would introduce
si = [{crow,raven},black,medium] and add both the
constraints (¬ti → ¬si) as well as (ti → si).
Explanation:

• Correctness: Note that the new tuples introduced do
indeed satisfy the selection predicate (as that is how
they were chosen). Further, note that the new set of
constraints f ′ exactly specify when the new tuples
may or may not be present in an instance of the result-
ing uncertain relation. This is because, the previous
constraints on the variables in T ∪B are retained, and
the newly added ones correctly impose the restrictions
among the new tuples and the old a-tuples. Also note
that this algorithm works for both the set as well as
bag scenario.

• Complexity: Each operation in the algorithm takes
polynomial time, and the size of T ′, B′ and f ′ remain
polynomial in the number of a-tuple instances in the
input. So the entire algorithm takes at most polyno-
mial time.

E.2 Projection

Algorithm: Given the input RA+

prop relation (T,B, f), the
result of a projection is given by (T ′, B′, f ′) where T ′ is
obtained by projecting each a-tuple of T , B′ = B, and f ′

is the same as f on the variables in T ′ ∪ B′. Note that this
approach works for bag projection. For set projection, an
additional step of duplicate elimination (described in Sec-
tion E.6) will have to be done.
Explanation: Since projection is very trivial, we omit pre-
senting an example or argument of correctness. As we
shall see in section E.6, duplicate elimination is polyno-
mial. Hence projection is also polynomial time.

E.3 Union

Algorithm: Given the two input RA+

prop relations
R1(T1, B1, f1) and R2(T2, B2, f2) to be unioned, the re-
sulting RA+

prop relation R(T,B, f) is given as follows for a
bag union: T = T1 ∪ T2, B = B1 ∪ B2 and f = f1 ∧ f2.



For a set union, we first perform the bag union and then
duplicate elimination.
Explanation: Once again we omit an example and correct-
ness proof as the algorithm is quite simple. It is also clear
that the implementation is polynomial time given that du-
plicate elimination also has the same property.

E.4 Cross Product

Algorithm: Given RA+

prop relations R1(T1, B1, f1) and
R2(T2, B2, f2), we show how to construct R(T,B, f), the
cross product of R1 and R2. For every ti ∈ T1 and sj ∈ T2,
let pij denote the a-tuple obtained by “concatenating” ti

and sj . The set T contains precisely these pij’s. The set
B = T1 ∪ B1 ∪ T2 ∪ B2. f = f1 ∧ f2 ∧ (pij ≡ (ti ∧ sj))
for every i, j.
Example: We show by example what concatenation
means, and the rest of the algorithm is fairly simple. Given
tuples t1 = [sparrow,brown,small] and t2 = [Gary,
12/30/2004, Stanford, {crow,raven}], the concatenation
of t1 and t2 is [sparrow,brown,small,Gary, 12/30/2004,
Stanford, {crow,raven}].
Explanation:

• Correctness: As can be seen from the algorithm,
every pair of tuples in the input relations forms a tu-
ple in the resulting relation, and with an additional
constraint that this tuple is present iff the input tuples
are present. This is precisely what the cross product
should yield. Also note that the same algorithm works
for both the set as well as the bag implementation of
cross product.

• Complexity: It can be seen easily that the implemen-
tation of cross product is polynomial, and so is the
growth in the size of the RA+

prop representation.

E.5 Equi-Join

Algorithm: An equi-join is performed by first taking the
cross product, then applying the equality selection predi-
cate, and then projecting out the duplicate columns.
Explanation: Correctness, polynomial-time complexity
follow from the implementations of cross product, selec-
tion and projection.

E.6 Duplicate Elimination

Algorithm: Given an RA+

prop relation R(T,B, f), from
which duplicates have to be eliminated, first (partially or
wholly) split a-tuples that contain instances shared with
other a-tuples. After this first stage, we have all pos-
sible duplicates present as tuples only. Now let us say
t1, t2, . . . , tk, present in the relation, all represent the same
tuple. Add a new tuple p in the result with the following ad-
ditional constraints: p → (t1∨t2∨ . . .∨tk), and ¬p → ¬ti
for all 1 ≤ i ≤ k. The resulting T ′ is constructed from T
by removing all such t1 through tk’s and adding p’s. B is
constructed by adding these t1 through tk’s.
Example: Consider the following RA+

prop relation:

t1 = [{sparrow,hummingbird}, brown, small]
t2 = [{crow,raven}, black, medium]
t3 = [sparrow, brown, small]

and f = t2 → t3. The first step of the algorithm would be
to split t1. We therefore get the new T = {t11, t12, t2, t3}
with t11 = [sparrow, brown, small] and t12 = [hum-
mingbird, brown, small], new B = {t1} and f = (¬(t11∧
t12))∧(t1 ≡ (t11∨t12))∧(t2 → t3). We now need to do the
actual step of duplicate elimination. Introduce p = [spar-
row, brown, small] and add the constraints p → (t11∨ t3),
¬p → ¬t11 and ¬p → ¬t3. We therefore have the final
answer given by:

T = {t12, t2, p}
B = {t1, t11, t3}
f = ((t2 → t3) ∧ (¬(t11 ∧ t12)) ∧ (t1 ≡ (t11 ∨ t12)) ∧

(p → (t11 ∨ t3)) ∧ (¬p → ¬t11) ∧ (¬p → ¬t3))
Explanation:

• Correctness: First note that the tuples relation ob-
tained after duplicate elimination indeed is duplicate
free. This follows from the fact that the resulting tu-
ple set T does not contain duplicate instances. Further
note that tuples are present in the result iff one or more
of the corresponding tuples were present in the origi-
nal relation.

• Complexity: Since the step of splitting a-tuples is
polynomial, and each subsequent step in the algo-
rithm is also polynomial, duplicate elimination is im-
plemented in polynomial time.

E.7 Intersection

Algorithm: We first show how to perform set inter-
section. Let the two RA+

prop relations to be intersected
be R1(T1, B1, f1) and R2(T2, B2, f2). First partially or
wholly split the a-tuples in T1 and T2 so that the common
instances among them appear as pure tuples (and not a-
tuples). Note that this splitting of a-tuples need not be done
completely; for instance if exactly the same a-tuple appears
in both T1 and T2, these can be left as it is. However, we
note that theoretically, even redundant splitting keeps the
algorithm polynomial. After this, for every common pair
ti ∈ T1 and sj ∈ T2, introduce a new tuple pij in the result
set T for R(T,B, f). Now add the constraints of the form
pij ≡ (ti∧sj) to f1∧f2 to obtain f . B = T1∪B1∪T2∪B2.

Bag intersection can be done in a similar way. We mod-
ify the constraints on pij by instead adding the following
clauses, pij ≡ (ti ∧ sj ∧ ¬pix ∧ ¬pyj), where sx is every
other possible tuple that could be combined with ti, and ty
is every other possible tuple that could be combined with
sj .
Example: We illustrate the algorithm with the help of a
simple example. Consider the following RA+

prop relations
R1(T1, B1, f1) and R2(T2, B2, f2):

T1 = {t1}; t1 = [{raven,crow},black,medium]
B1 = {}



f1 = true
T2 = {s1, s2}; s1 = [raven,black,medium] and s2 =

[kiwi,brown,large]
B2 = {}
f2 = (s1 ∨ s2)
The first step of the algorithm would be to split the

a-tuple t1 into t11 = [raven,black,medium] and t12 =
[crow,black,medium] and add the constraints t1 ≡ (t11 ∨
t12) and ¬(t11 ∧ t12). We then introduce a new variable
p representing [raven,black,medium] with the constraints
p ≡ (t11 ∧ s1). We therefore have the final result as:

T = {p}
B = {t1, t11, t12, s1, s2}
f = (s1 ∨ s2)∧ (t1 ≡ (t11 ∨ t12))∧¬(t11 ∧ t12)∧ (p ≡

(t11 ∧ s1))
Explanation:

• Correctness: This algorithm is very similar to that of
duplicate elimination; except that here we look for du-
plicates across two relations. For the set case, the cor-
rectness of the algorithm follows from the fact that we
add a constraint for every new tuple which says that it
is equivalent to the conjunction of the original tuples
from the input relations. For the bag case, the addi-
tional negations of pij’s make sure that the number of
common tuples in the result is equal to the minimum
of those in the input relations.

• Complexity: From the fact that splitting a-tuples take
polynomial time, and all successive steps are also
polynomial, it can be seen that the entire algorithm
runs in polynomial-time.

E.8 Difference

Algorithm: We first consider set difference. Given in-
put relations R1(T1, B1, f1) and R2(T2, B2, f2), we show
how to construct R(T,B, f) representing R1 − R2. The
first step of the algorithm is the same as that in intersec-
tion, namely, splitting the a-tuples of R1 and R2 that con-
tain common instances. After this, for every common tuple
ti ∈ T1 and sj ∈ T2, introduce a new tuple pi in T with
the constraints pi ≡ (ti ∧ ¬sj). For tuples in T1 whose
instances do not appear in T2, add them to T . B contains
the remaining variables from T1∪B1∪T2∪B2. f contains
the newly added constraints in addition to f1 ∧ f2.

Now consider bag difference where R1 contains the du-
plicate tuples ti1 , ti2 , . . . , tin

which appear in R2 as dupli-
cate tuples sj1 , sj2 , . . . , sjm

. Here we add constraints for
every pair of i and j values, and then impose the following
constraint for every i, pi ≡ (ti ∧ pij1 ∧ pij2 ∧ . . . ∧ pijm

),
where pi’s are added to the set T and pij’s to the set B. Add
the constraints sj → (¬pi1j ⊕¬pi2j ∨⊕ . . . ⊕¬pinj) and
¬sj → pij for every i, to impose the restrictions that every
sj reduces exactly one tuple from the result of the differ-
ence. Further, add the constraint (¬pix ∧ ¬piy) → (¬pz)
for every 1 ≤ i, z ≤ n and 1 ≤ x, y ≤ m to impose the
restriction that two s tuples eliminate the same t tuple only
if there are no tuples in the difference.

Example: Consider the following RA+

prop relations
R1(T1, B1, f1) and R2(T2, B2, f2):

T1 = {t1}; t1 = [{raven,crow},black,medium]
B1 = {}
f1 = true
T2 = {s1, s2}; s1 = [raven,black,medium] and s2 =

[kiwi,brown,large]
B2 = {}
f2 = (s1 ∨ s2)
The first step of the algorithm would be to split the

a-tuple t1 into t11 = [raven,black,medium] and t12 =
[crow,black,medium] and add the constraints t1 ≡ (t11 ∨
t12) and ¬(t11 ∧ t12). We then introduce a new variable
p representing [raven,black,medium] with the constraints
p ≡ (t11 ∧ ¬s1). We therefore have the final result as:

T = {p, t12}
B = {t1, t11, s1, s2}
f = (s1 ∨ s2)∧ (t1 ≡ (t11 ∨ t12))∧¬(t11 ∧ t12)∧ (p ≡

(t11 ∧ ¬s1))
Explanation:

• Correctness: For the set case, it can be seen that
for every newly added a-tuple, we add the constraint
that its parent tuple in R1 should have been present
and corresponding tuple (if any) should not have been
present in R2. We have given the justification for the
bag implementation along with the algorithm itself.

• Complexity: Once again, it can be seen easily that
our algorithm takes polynomial time.

As seen above, a nice property of our algorithms is we
do not tamper with constraints added at earlier stages of a
relation, instead only add new constraints while performing
operations. This may help in lineage tracking as one could
go back to an earlier relation by stripping away constraints
and variables added when operations were performed on
this earlier relation.

F Hardness of Approximation
Proof of Theorem 6.4 We show that finding the best RA

?

approximation is NP-hard even for the very special case
where the relation is over a single attribute, and the set of
constraints are only 2-clauses. We give a reduction from
the NP-hard graph k-colorability problem to the problem
of finding the best RA

?
approximation to a RA+

prop rela-
tion (T,B, f) over the schema R(A). Given an undirected
graph G(V,E), construct the set T = {[v]|v ∈ V }, and
let B be the empty set. For every pair of edges vi, vj , if
(vi, vj) 6∈ E, add the constraint ¬(vi ∧ vj) to f .

We claim that the number of a-tuples in the best RA
?

ap-
proximation to the resulting RA+

prop relation is equal to the
minimum number of colors required to color the graph G
with no two adjacent vertices getting the same color. This
is follows from the fact that given any coloring of the ver-
tices of G, one can construct a RA

?
approximation with

each color corresponding to a distinct a-tuple. This can
be done because every pair of vertices assigned the same



color do not co-exist in any instance of the RA+

prop relation
as they have a constraint in f . Conversely, given any RA

?

approximation to the RA+

prop relation, assigning a color to
each a-tuple (and thereby to all the vertices corresponding
to the instances of the a-tuple), we obtain a valid coloring
of G. This follows from the fact that no two adjacent ver-
tices of G can be instances of the same a-tuple because they
can indeed co-exist in an instance of the RA+

prop relation. �

We mentioned without justification in Section 6.3 that
the number of instances of arbitrary RA, R?, RA

?
, Rsets,

or R⊕≡relations can be found efficiently. We first show
how to find the number of instances for an Rsetsrelation.
Each record in an Rsetsrelation is independent of other
records, and so the number of instances an Rsetsinstance
is the product of the number of instances of each record.
The number of instances of a record is the number of tu-
ples in it, or one more if it is marked with a “?”. Since each
of RA, R?and RA

?
can be easily seen as special cases of

Rsets, the number of instances of them can also be found
efficiently. The number of instances of an R⊕≡relation
can also be found easily as the number of satisfying as-
signments of a propositional formula with only binary xors
and equivalences can be determined. One could partition
the set of variables into disjoint parts, such that there is no
constraint across parts. And each disjoint part is “fully con-
nected”, that is every pair of variables can be connected by
a chain of either xor or equivalence edges with all inter-
mediate variables being in the same partition. Now each
partition has exactly two possible satisfying assignments,
and the total number of satisfying assignments is 2n where
n is the number of disjoint parts.


